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Abstract 

If the backpropagation network can produce an infer- 
ence structure with high and robust performance, then 
it is sensible to extract rules from it. The KT algo- 
rithm is a novel algorithm for generating rules from 
an adapted net efficiently. The al 

ff 
orithm is able to 

deal with both single-layer and mu ti-layer networks, 
and can learn both confirming and disconfirming rules. 
Empirically, the algorithm is demonstrated in the do- 
main of wind shear detection by infrared sensors with 
success. 

Introduction 

Recently, the backpropa ation network has been com- 
pared with symbolic mat f-l ine learning algorithms (Fisher 
and McKusick, 1989; Mooney, Shavlik, Towell, and 
Gove, 1989; Weiss and Kapouleas? 1989). There is 
some indication that backpropagation is more advan- 
tageous on noisy data. Symbolic machine learning has 
found many practical applications in buildin 
based systems. It is natural for one to as fi 

knowledge- 
whether 

backpropagation is suitable for this kind of applica- 
tions as well. The backpropagation technique uses 
numerical computation whereas knowledge-based sys- 
terns use symbolic reasoning. Learning symbolic know1 
edge by backpropagation must rely on a mechanism to 
translate or abstract the numerical knowledge of the 
backpropagation network into symbolic form in an ac 
curate and efficient way. 

Gallant( 1988) d escribes connectionist expert sys- 
tems which can explain conclusions with an if-then 
rule applicable to the case at hand, but he argues that 
the procedure of producin every if-then rule from a 
connectionist network wou d work only if the network f 
was very small; the number of implicitly encoded if- 
then rules can grow exponentially with the number of 
inputs. In this paper, however, we show that there 
exists an efficient algorithm referred to as KT which 
is able to generate a set of rules satisfying certain de- 
sired properties from an adapted net (a net means a 
connectionist network). 

There are reasons for learning rules from adapted 
nets. In the first place, there are cognitive advantages 
Rules are easier to explain the net behavior than itself 
does, and are easier to be accepted and memorizet! 
by human users. The modularity of rules increases 
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the system maintainability. The knowledge of different 
nets in the same domain can be combined easily in rule 
form. In addition, this process is analogous to forming 
conditional reflex. The inference or action time for 
using the abstracted rules would be less than using the 
original network if there would be fewer connections 
traversed. 

However, there are circumstances where it is inap- 
propriate to translate the net knowledge into rules. For 
example, if each input node encodes information of a 
pixel m an ima 
attribute for ru es. ff 

e, it will be not useful to treat it as an 
Therefore, rule learning described 

here deals with high-level cognitive tasks rather than 
low-level perceptual tasks. 

To convert knowledge structures from one form to 
another is necessary in order to achieve advanta es in 
different respects. For example, Quinlan (1987 de- ‘I 
scribes a technique for generating rules from decision 
trees; Berzuini (1988) describes a procedure for turn- 
ing a statistical regression model into a decision tree. 
This paper presents the KT algorithm which is a novel 
algorithm for translatin 
a rule-based system wit ?I 

a trained neural network into 
equivalent performance. 

The Learning Method 

The learning method consists of two sequential phases. 
In the first phase, a network is trained using backprop- 
agation (Rumelhart, Hinton, and Williams, 1986). In 
the second phase, the KT algorithm is applied to the 
trained net to obtain a set of production rules, each 
represented as 

premise (antecedent) b conclusion (consequent) 

The KT Algorithm 

In a net, the output of a node in hidden or output 
layers is given by 

OUT = g(cwizi - 0) (1) 

where wi and xi are input weights and inputs respec- 
tively, 6 is the threshold, and function g is the squash- 
ing function (sometimes called a transfer function or 
activation function) and is often chosen to be sigmoid: 

g(net) = 
1 

1 + e-Xnet (2) 

where X determines the steepness of the function. 
the following descriptions, we use sigmoid-sum to d’,l 
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note the sigmoid of the sum minus 6, that is, 

sigmoid-sum = g(sum - 0) 

We restrict that the activation level at each node 
in the network range between 0 and 1. A value of 0 
means “no” (or absent) while a value of 1 means “yes” 
(or present). We define parameters cy and p such that 
activation smaller than the cy value is treated as no, 
and activation greater than the ,8 value is treated as 
yes. The ,8 value must be greater than the a value in 
order to avoid ambiguities. 

The KT algorithm recognizes two important kinds 
of attributes known as pos-atts and neg-atts (pos-att 
and neg-att in singular form). For a given concept, 
pos-atts contribute to confirming (making the activa- 
tion approach 1) it and neg-atts contribute to discon- 
firming (making the activation approach 0) it. An in- 
put node (or unit) encodes an attribute and an output 
node encodes a final or tar 
network, attributes 

et concept. In a single-layer 
direct y connect to final concepts. B 

We define that an attribute is a pos-att (neg-att) for 
a concept if and only if it links to the concept through 
a connection with a positive (ne 
that this definition is based on t fl 

ative) weight. Note 
e fact that the sig- 

moid function is a monotonically increasing function 
and the restriction of activation to the range between 
0 and 1. Attributes with zero weights can safely be 
eliminated without changing the activation level of the 
concept in any case. In a multi-layer network (say, a 
two-layer network), pos-atts and neg-atts for a final 
concept remain undefined because an attribute may 
support a hidden concept or attribute (corresponding 
to a hidden unit) which is a pos-att for the final con- 
cept and at the same time support another hidden 
concept which is a neg-att for the final concept. It 
may turn out that in this case, the type of contribu- 
tion of an attribute to a final concept is conditioned 
on the values of other attributes. For this reason, in 
a multi-layer network, pos-atts and neg-atts are only 
defined within each layer. 

The KT algorithm is structured as follows: 

KT 
FORM-CONFIRM-RULE 

EXPLORE-POS 
NEGATE-NEG 

FORM-DISCONFIRM-RULE 
EXPLORE-NEG 
NEGATE-POS 

REWRITE 

The procedure FORM-CONFIRM-RULE searches 
for rules each of which is able to confirm the iven 
concept independently. In simulating the rule 8 ring 
by presenting the network with any input matching 
the antecedent of any such rule, the activation of the 
concept should be 
cedure calls EXPL 

reater than the /3 value. This pro- 
6 RE-POS and NEGATENEG. 

The output of EXPLORE-POS is a set of all combi- 
nations of at most k pos-atts each of which can confirm 
the concept if ullneg-atts are absent. Then, NEGATE- 
NEG is applied to each such combination in an at- 
tempt to finding all rules with rule size limited to k 
each of which can confirm the concept in the absence 
of some or no neg-atts. In our formalism, a rule has 
one or multiple conditions, and one conclusion. The 

size of a rule is determined by the number of condi- 
tions. MT learns rules of size up to k. 

Both procedures EXPLORE-POS and NEGATE- 
NEG involve heuristic search. Their heuristics are ba- 
sically derived from numerical constraints associated 
with pos-atts and neg-atts. Due to space limitation, 
only their pseudocodes are given without detailed de- 
scriptions. 

The procedure FORM-DISCONFIRM-RULE is sim- 
ilar to FORM-CONFIRM-RULE. The difference is that 
the roles of pos-atts and neg-atts are exchanged. It 
searches for rules each of which produces an activa- 
tion level less than the (Y value for the given concept 
as long as its premise is true. The prunmg heuristics 
are than ed accordingly. The details of EXPLORE- 
NEG an % NEGATE-POS are omitted here. 

We keep rules in the most general form. In terms of 
the cost and the efficiency of using rules, general rules 
are more desirable than specific rules. Some machine 
learning programs 
ization when no su 

erform maximally specific general- 
iii cient number of counter-examples 

is available for learnin . 
To deal with multi- f ayer networks, KT learns rules 

on a layer-by-layer basis, then rewrites rules to obtain 
rules which link attributes directly to a final (target) 
concept. In formin rules between a hidden layer and 
a concept, each hi f den unit in the layer is treated as 
an attribute. Since this is not an ori inal attribute, we 
call it a hidden attribute. The hid % en attributes are 
then categoried into pos-hidden-atts and neg-hidden- 
atts. The MT algorithm treats pos-hidden-atts and 
neg-hidden-atts the same as pos-atts and neg-atts re- 
spectively. 

This rewriting process is backward in the sense that 
the antecedent of a rule is rewritten on the basis of 
rules whose consequents deal with its antecedent. Ev- 
ery time, REWRITE rewrites rules of a layer in terms 
of rules of the next layer closer to the input of the net. 
Rewriting starts with the output layer and repeats un- 
til rules which associate attributes with final concepts 
result. 

After each rewriting, if a rule contains an attribute 
and its negation, then delete the rule; if a rule con- 
tains conflicting attributes, then delete the rule; if a 
rule contains redundant attributes, then delete the re- 
dundant ones; remove redundant rules; in addition, 
remove a rule whose premise part is a superset of that 
of any other rule (that is! remove subsumption). A 
rule which cannot be rewritten will be discarded. 

There are other possible ways to search for rules. 
However, problems exist with these alternatives. We 
address these problems by posing relevant questions as 
follows: 

Can we mix all the attributes together without 
making distinctions between pos-atts and neg-atts in 
the search? If this is the case, then it will amount 
to exhaustive search. When we search for confirm- 
ing rules, we do not consider negated pos-atts because 
if a confirming rule contains a negated pos-att in its 
premise part, the rule is still correct if that negated 
pos-att is deleted (which means that it does not mat- 
ter whether that pos-att is present or absent or un- 
known in the environment). Likewise, we do not con- 
sider negated neg-atts in forming disconfirming rules. 
As seen m the KT algorithm, separation of attributes 
into pos-atts and neg-atts provides efficient pruning 
strategies. 
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EXPLORE-POS 

1. 
2. 
3. 

lp 4. 
5. 
6. 

7. 
8. 

9. 

allnodes <- nil. 
open <- 103. 
closed <- nil. 
if open = nil, then return allnodes. 
head <- the first element of open. 
if head is in closed, 
then open <- open - (head) and go lp. 
closed <- closed in union with {head). 
if the sigmoid-sum of the associated 
weights of all 1 attributes in head plus 
k - 1 other strongest, non-conflicting 
pos-atts is not greater than the beta value, 
then open <- open - (head) and go lp. 
if the sigmoid-sum of the associated 
weights of all attributes in head is 
greater than the beta value, 
then 
allnodes <- allnodes in union with {head). 

10. if head has k attributes, 
then open <- open - {head) and go lp. 

11. if the sigmoid-sum of the associated 
weights of all attributes in head 
plus all nag-atts (for mutually exclusive 
attributes, take the strongest one> 
is greater than the beta value, 
then open <- open - {head) and go lp. 

12. successors <- a set of the sets formed by 
adding a new, non-conflicting 
pos-att to head in all 
possible ways. 

13. successors <- remove the elements from 
successors which are in 
open or closed. 

14. open <- open - {head). 
15. open <- open in union with successors. 
16. go lp. 

NEGATE-NEG 

allnodes <- nil. 
open <- a singleton set containing an element 

of the output set from EXPLORE-POS. 
closed <- nil. 
if open = nil, then return allnodes. 
head <- the first element of open. 
if head is in closed, 
then open C- open - {head) and go lp. 
head-neg <- head in union with all neg-atts 

whose negations are not in head. 
(special attention for mutually 
exclusive attr:butes). 

of the sigmoid-sum of the associated 
weights of all non-negated tytribute rn 
' -ad-neg is greater th Tn tt beta v.. , 

than 
8.1. allnodes <- allnodes ir nion with ihead); 
8.2. closed <- closed in union with {head); 
8.3. open <- open - {head); 
8.4. go lp. 

9. else 
9.1. closed <- closed in union with {head); 
9.2 if head has k attributes, 

then open <- open - {head) and go lp; 
9.3. successors <- a set of the sets formed by 

adding to head the negation of 
an appropriate neg-att 
which has not been in head in all 
possible ways; 

9.4. successors <- remove the elements from 
successors which are in 
open or closed; 

9.5. open <- open - {head); 
9.6. open <- open in union with successors; 
9.7. go lp. 

Can we take the decision tree approach? In such an 
approach, we select one attribute at a time according 
to some criterion. It may miss the case when multiple 
attributes are weakly predictive separately but become 
strongly predictive in combination. Learning consid- 
ering the utility of a single attribute one at a time is 
referred to as “monothetic” while learnin 
ing multiple attributes simultaneously is ca led Ti 

consider- 
“poly- 

thetic” (Fisher and McKusick, 1989). In this terminol- 
ogy, the decision tree a 
the KT algorithm is po ythetic. P 

preach is monothetic whereas 
In general, the mono- 

thetic approach traverses the rule space less completely 
than the polythetic approach. 

Can we search for rules associating attributes with 
a final concept without explorin rules involving hid- 
den units in the case of multi- ayer networks? For 7 
multi-layer networks, it is difficult to define pos-atts 
and neg-atts for a final concept directly (bypassing in- 
termediate layers). An attribute may contribute to 
confirming and/or disconfirming the final concept de- 
pendin 
with. pi 

on what other attributes it is in conjunction 
iven no distinction between pos-atts and neg- 

atts, expanding the search space directly using the at- 
tributes simply results in an exhaustive search. Even if 
we limit the number of attributes in the premise part, 
we still need to try every possible combination of other 
attributes absent in the premise part to make sure 
that a rule makes the same conclusion whether these 
other attributes are present or absent or unknown (in 
the environment); and the complexity is still exponen- 
tial. The identification of pos-atts and neg-atts can 
avoid this problem. For example, to learn a confirm- 
irig rule we can always assume that pos-atts absent in 
the premise part are absent (in the environment) and 
neg-atts absent in the premise part are present, and if 
the rule confirms a thing under this assumption, it still 
confirms it even if this assumption does not hold. In 
other words, a rule should reach its conclusion as long 
as its premise is true; information about attributes 
outside the premise should not change its conclusion 
(note that KT only learns rules with certainty). If a 
rule can conclude in the worst case concerning these 
outside attributes, it still concludes in any other case. 
The recognition of pos-atts and neg-atts allows KT 
to define what is the worst case right away. In multi- 
layer networks, since it is difficult to recognize pos-atts 
and neg-atts for a final concept, KT forms rules on a 
layer-by-layer basis and then rewrites rules to obtain 
rules linking attributes directly to a final concept, as 
an alternative to exhaustive search. 

Properties 

It may well be true that learning based on a statistical 
model implied by the data is more noise-tolerant t#han 
based on the data directly. The abstraction mecha- 
nism of KT can be viewed as a process of general- 
ization over the implicit sample space defined by the 
input-output relationships of the net. Thus, the capa- 
bility of generalization in this learnin system is pri- 
marily derived from the net and secon f 
As a conse 

arily from MT. 

by that of t 
uence, the performance of KT is limited 

R e net. 
KT translates an adapted net into a set of rules. 

In single layers, when a rule confirms 
concept, it means that the network I 

disconfirms) a 
wi 1 reach an ac- 

tivation level close to 1 (0) for the concept (this is 
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strai forward from the algorithm . Thus, the rule 
will correct if the network J per ormance is taken 
asa ndard. A confirming rule and a disconfirming 
rule cannot fire simultaneously since there is no overlap 
between corresponding activation ranges. This guar- 
antees the consistency of the rule set. The strategy 
for rule rewriting can be likened to backward chain- 
ing. We can show that a rewritten rule containing no 
conflictin attributes in its premise part is correct by 
forward-c t ainin 
some loss in per p: 

modus ponens. Wowever, we expect 
ormance due to rectification of output 

values. An output value smaller than the CY value is 
treated as 0 while an output value greater than the 
p value is treated as 1. No rule is formed for the in- 
put which corresponds to the output between cy and 
,Q. This loss may be accumulated from layers to lay- 
ers in the rewriting 
serious in the case o P 

recess. The situation is more 
a small X value when the gap 

between Q and p in the output of a node corresponds 
to a large zone in the input because of a entle slope of 
the sigmoid function. This problem can % e avoided or 
ameliorated by choosing a large X value which makes 
the sigmoid approach a threshold function with 0 and 
1 as two possible values. Another possible loss in per- 
formance is due to the limitation on the number of 
attributes in the premise part. Imposing this limita- 
tion is to cognitive advantages, but some rules 
be missed. This problem arises partly because 
only learns rules with certainty. If a bi 

? 
rule can 

broken up into multiple small rules with ess certainty 
and there exists a scheme to combine the confidence 
levels of different rules, then such loss in performance 
could be lessened. We do not know yet ether this 
approach is feasible. On the other hand, can learn 
rules based on a single case by focusing on those at- 
tribute combinations applicable to that case (the case- 
based mode). IBecause of a smaller search space, more 
complete search is permitted. 

The learning problem addressed here is to learn 
multiple rules rather a single rule. It is worth mention- 
ing that the potential number of rules is exponential 
with the number of attributes involved if no prefer- 
ence criterion is imposed. Assume that there are n 
attributes under consideration. Without recognizing 
pos-atts and neg-atts, each attribute may be present 
in either a positive or a ne ated form or absent. So, 
there are three possibilities f or each attribute in rules. 
Exhaustive search for rules may need to explore 3” 
combinations of all attributes in three possible forms. 
This is the cost of enerating possible solutions. To 
evaluate each possi % le rule, suppose the exhaustive 
approach considers all combinations of attributes ab- 
sent in the rule to ensure that the rule can conclude 
the same under all these circumstances. The worst 
cost of evaluating a solution is O(3n) (or 0(3*-l) if 
rules without antecedents are not considered). Thus, 
the worst overall cost of exhaustive search is O(32n). 
Next, we make analysis of the KT algorithm. Suppose 
n attributes include p nos-atts and Q neg-atts. Thus, 
n > p + Q. Since cost’ analysis for learning confirming 
r&s and for learning disconfirming rules will be sim- 
ilar, we just conside\;: learning co&rming rules here. 
In addition, we will first consider the case of single- 
layer networks. Each pos-att will be either present in 
positive form or absent and each neg-att will be either 
present in negated form or absent in confirming rules 
(the reason has been stated earlier). Thus, there are 

two possibilities for each attribute, corresponding to 
a search space of size O(Y) (which is already much 
better than O(3”)). T o g uarantee the feasibility of the 

T algorithm for any n, we further limit the number 
of the attributes in the premise part to a constant Ic. 
The worst cost of generation will be O(pk1qk2), where 
Bc I and ff2 are non-negative integers and El + rE2 = k. 

nk. As to the cost of evaluating a possi- 
nly needs to evaluate the circumstance 
tts absent in the premise part are ab- 

sent and all neg-atts absent in the premise part are 
present for the reason given earlier. Thus, the cost of 
evaluation for each solution is 0( 1). It follows that the 
worst overall cost is O(pk1qk2), which is a polynomial 
cost. The practical cost depends on how efficient the 
pruning heuristics employed by EXPLORE-POS and 
NEGATENEG are. In the best case, EXPLOREPOS 
and NEGATENEG just generate one node and the 
cost is O(I). Notice that exhaustive search (without 
identifying pos-atts and neg-atts) under the limitation 
of the number of attributes in the premise part still 
incurs an exponential cost because the cost of gener- 
ation is O(nk) but the cost of evaluating a solution is 
0 

k ta 
3”). In the case of multi-layer networks, we need to 
e mto account the cost for rewriting rules. The cost 

of the procedure REWRITE depends on the number 
of combinations of how many ways to rewrite each at- 
tribute in the premise part. Suppose the rules of layer 
I are rewritten in terms of the rules in layer 2, and 
the numbers of rules for layer 1 and layer 2 are rl and 
ir2 respectively. Assume that there are at most Ir, at- 
tributes involved in a rule. Then, the cost of rewriting 
rules is 0( ~1 r,“). If rules are too many, one may reduce 
Ic: and/or use the case-based mode. 

&XXl~2WiSQ, With 

The principal difference between the T algorithm 
and other works (Gallant, 1988; Saito and Nakano, 

h rule extraction from trained nets 
intended to translate an adapted net 

system with equivalent performance, 
whereas the other related algorithms only extract part 
of the knowledge of a net as rules which are then used 
in conjunction rather than in replacement of the net (a 
system consistin of a neural network and a rule-based 
corn 

6 
onent is ca led a hybrid intelli f 
allant’s method is able to fin % 

ent system). 
a single rule to 

explain the conclusion reached by the neural network 
for a iven case. His method involves the orderin 
availa % 

of 
le attributes based upon inference strength f the 

absolute ma 
5-l 

nitude of weights). To form a rule, the 
attribute wit the greatest strength among attributes 
remaining to be considered will be picked. The process 
continues until the conjunction of picked attributes is 
sufficiently strong to conclude the concept concerned. 

Saito and Nakano’s method can find multiple rules. 
Their method performs exhaustive search among the 
rule space spanned by attributes selected according to 
given instances. Rules extracted in this way may not 
cover unseen inst antes. Their method is empirical, 
treatin 
matica P 

the network as a black box without mathe- 
understanding of its internal behavior-a fun- 

damental difference from T. In their method, if af- 
firmative attributes are 
some other attributes wi 1 change the conclusion, then P 

resent and if the presence of 
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a rule is formed using the affirmative attributes in con- 
junction with the negation of these other attributes. 
However, this conjunction is only a necessary rather 
than a sufficient condition for the conclusion because 
it is possible that the presence of other attributes will 
deny the conclusion. For this reason, rules found by 
their method are formulated in causal form rather than 
in diagnostic form as follows: 

If a disease, then symptom(s). 

In fact, they showed how to use extracted rules for 
confirmation of users’ inputs rather than for the diag- 
nostic purpose. 

Future Work 

For the case where there are a large number of hid- 
den units, since information may be wide spread over 
hidden units, it seems that a large k (k is the maxi- 
mum number of attributes allowed in the if-part) may 
be necessary. To make search efficient, it would be 
useful to remove combinations of hidden units which 
rarely occur. A smaller k would be possible by remov- 
ing such combinations. Hidden layer analysis in this 
aspect is currently underway. Furthermore, it was ob- 
served that rules missed with a reasonable rule size 
were often rules applicable to some exceptional or am- 
bi uous instances. It would not be cost-effective if the 
ru e size is increased just for learning such rules. Ap- P 
plying the case-based mode to these minority instances 
could allow one to discover applicable rules without 
incurring too much cost. More research will be con- 
ducted in order to understand the behavior of the KT 
algorithm in dealing with large nets. 

Application 

KT is a domain-independent algorithm. Here, we 
demonstrate it in the domain of wind shear detection 
by infrared sensors. 

Microburst phenomena have been identified as the 
most severe form of low-altitude wind shear which 
poses a tremendous threat to aviation. An observed re- 
lationship between wind velocity differential and tem- 
perature drop leads to the development of onboard in- 
frared wind shear detection system, which recognizes 
microburst as significant temperature drop in a narrow 

To detect signals (microburst) is complicated 
py?&y and dynamically than ing environments. 

In our approach, the signa s to be detected are s 
modeled in two forms: reverse triangles and reverse 
rectangles to various degrees of completeness. Each 
noise sample obtained empirically is an one-dimensional 
finite image. Noisy signals are generated by superim- 
posing various signal forms on noise samples. Each raw 
sample is converted into a feature vector (the vector 
of the values of extracted features), which along with 
a label denoting either presence or absence of signals 
is taken as an instance for training or testing the net- 
work. The extracted features include: Depth, Polarity: 
1 is taken as the value for negative polarity and 0 for 
positive polarity, Maximum gradient, Slope, Summa- 
tion o 

ii 
gradients. Feature extraction takes into ac 

count 0th rectangular and triangular signals. Excel)1 
the second feature, analog values are further covertt,tf 
to binary values (high and low) according to samlIlt* 

statistics. “Hi 
“low” means ot 

h” means ‘“above the average” while 
l-l erwise. 

32 training instances and 32 test instances were 
gathered from different sets of weather conditions. The 
training data and the test data were digitized using the 
same thresholds. After digitization, the same instance 
may appear more than once in the data base, the fre- 
quency reflecting the distribution of feature patterns; 
ambiguous instances may be produced (i.e., the same 
feature pattern may be labeled differently 
noise. Note that there should be no more t h 

reflecting 
an 32 dis- 

tinct feature patterns after digitization. 
The results presented here mvolve two kinds of net- 

works: a single-layer network with 10 input units and 
2 output units, and a two-layer network with 7 addi- 
tional hidden units. In rule search, the parameters cy 
and ,i? were set to 0.2 and 0.8 respectively. The rule 
size was limited to seven. The steepness of the transfer 
function depends on the parameter X; two values were 
tried out: 1 and 20. 

The KT algorithm was applied to each network af- 
ter trained to generate a rule set. The performance 
of a network and a rule set was evaluated against 
the training and the test instances. All networks and 
+ 11pi r correspondin 
mance level: 93.7 o accuracy against the trainin B 

rule sets yielded the same perfor- 

and 84.4% accuracy against the test set except or a P 
set 

two-layer network with X set to 1, which ave 90.6% 
accuracy against the training set and 82.8 6 o accuracy 
against the test set for both the network and the rule 
versions. However, in this case, there were a few in- 
stances which were misconcluded by the network but 
unconcluded by the rule set. 

Whether the rule set translated from an adapted 
net is able to maintain the same level of performance 
as the original network can be evaluated by compar- 
ing their predictions (conclusions) on a case-by-case 
basis over both training and test sets. In this way, we 
arrive at the coincidence rate in prediction for each 
network, as shown in Table 1. This rate reflects the 
degree of success for the KT algorithm. As seen, rules 
obtained from single-layer networks did not sacrifice 
the network performance to any extent with a 100% 
coincidence rate. For multi-layer networks, a value of 
1 for J+ gave a 96.8% coincidence rate while a value of 
20 for X gave 100%. As mentioned earlier, rectification 
of output values may incur some loss in performance. 
The experimental results indicate that the loss in per- 
formance is negligible if X is set to high (say 20). 

Table 2 displays the rules formed from the single- 
layer and the two-layer networks with a value of 20 
for A. When X was set to 1, there was no change in 
rules derived from the single-layer network, but, one 
rule was missing (namely, TR3 in Table 2) m the rule 
set obtained from the two-layer network. This loss of 
rules can be connected to the loss of performance in 
the above discussion. 

The rules formed just correspond to a small part of 
the network, creating efficient reflexive arcs and pro- 
viding a performance level equivalent to the network. 
There are two possible values for each feature and a 
feature can be absent in a rule. The combination of 
five features results in 35 = 243 

B 
ossibilities to form 

rules. As seen, the rules generate by KT are a small 
fraction of the rule space. For example, only three con- 
firming rules out of these 243 possibilities were found 
using a two-layer network with a steep transfer func- 
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Table 1: Prediction coin*idence rates between a net- 
work and the correspondingly derived rule set over 
both training and test instances. X is the param+ 
ter determining the steepness of the network transfer 
function. 

n Network characteristics 1 Coincidence rate fl 
Ll u 

Single-layer, A = 1 100% 
Single-layer, X = 20 100% 
Two-layer, i = 1 96.8% 
Two-laver. A = 20 100% 

tion. 
Another observation is that the rules learned from 

the single-layer network are more than the rules from 
the two-layer network, and a former rule on an average 
has more conditions m the premise part than a latter 
rule, in the case of confirming rules. This observation 
is likely to be accounted for by hidden layers which 
perform additional abstraction and generalization. In 
terms of efficiency, a small rule is better than a big 
rule and a smaller rule set is better than a big one for 
the same level of performance. 

The merit of individual rules can be evaluated with 
respect to generality (how many instances a single rule 
covers), the false prediction rate, and the number of 
attributes in the premise part. The merit of a rule- 
based system can be evaluated along the dimensions 
of prediction accuracy and the total number of rules. 

The timing study showed that generating rules from 
an adapted net is quite fast in comparison with train- 
ing it. For example, it took 7.50 sec. CPU time (on 
a SUN Spare station, KT written in Common-Lisp) 
to enerate rules from a two-layer network (X = 20), 
whi e it took 928 sec. to train it. s 

conchlsion 

The growing interest in applying backpropagation to 
machine learning leads to the question of whether we 
can generate rules from an adapted net. This paper 
presents a novel algorithm referred to as KT which is 
an efficient al orithm for this purpose. This al orithm 
is able to dea with both single-layer and Fi mu ti-layer Y 
networks, and can learn both confirming and discon- 
firming rules. The steepness of the net transfer func- 
tion has been found critical for the algorithmic behav- 
ior. Analytically, we have shown that the algorithm 
is tractable. However, tractability may be purchased 
at the expense of possible missing of big rules (rules 
with a large number of conditions in the IF-part). In 
the domain of wind shear detection by infrared sen- 
sors, we have demonstrated that IX% can efficient1 
produce a small set of rules from an adapted net wit ic 
nearly 100% mutual coincidence rate in prediction. 
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Table 2: Rules generated by the KT algorithm. Al: 
Depth; A2: Polarity; A3: Maximum gradient; A4: 
Siupe; A5: Summation of gradients. 

Single-layer network: 

SRl: A2=1 and A3=high and A5=high -+ signal is present. 
SR2: A2=1 and A4=low and AS=high --+ signal is present. 
SR3: A2=1 and AS=high and A4=low -+ signal is present. 
SR4: Al=high and A2=1 and A5=high --+ signal is present. 
SR5: Al=high and A2=1 and A4=low - signal is present. 
SR6: Al=high and A2=1 and AS=high - signal is present. 
SR7: A2=0 - signal is absent. 
SR8: Al=low and A3=low and A5=low -* signal is absent. 
SR9: Al=low and A4=hiah and AS=low --+ signal is absent. 
SRlO: Al=low and A3=10w and A4=high - signal is absent. 

Two-layer network: 

TRl: A2=1 and A5=high --+ signal is present. 
TR2: A2=1 and A3=high + signal is present. 
TR3: Al=high and A2=1 -+ signal is present. 
TR4: A2=0 - signal is absent. 
TR5: Al=low and AJ=low and AS=low --+ signal is absent. 
‘l‘R6: Al=low and A4=high and A5=low + signal is absent. 
‘I’R7: Al=low and AJ=low and A4=high -+ signal is absent. 
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