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Abstract 

An underlying assumption of research on learning 
from planning and activity is that agents can ex- 
ploit regularities they find in the world. For agents 
that interact with a world over an extended period 
of time, there is another possibility: the exploited 
regularities can be created and maintained, rather 
than discovered. We explore the ways in which 
agents can actively stabilize the world to increase 
the predictability and tractability of acting within 
in it. 

The different worlds of planning 
An agent has to confront many different sorts of worlds 
while planning and executing his actions. Some are 
the harsh and dangerous worlds. Others are safe and 
benign. The former force an agent to reason deeply 
about its plans and be cautious in its actions. The 
latter allow an agent flexibility of thought and ease of 
action. 

Some of these worlds are malicious. A single wrong 
action can lead to failure or damage. A misplaced step 
can cause disastrous effects. In such worlds, the margin 
of error that an agent is allowed is narrow and drops 
off steeply at the edges. 

Some of these worlds are complex. The future in 
such worlds is difficult to project simply because of 
the raw number of interacting features that have to ac- 
counted for. The difficulty in dealing with these worlds 
is that they do not allow a planner to build and exe- 
cute plans that scope into any but the most immediate 
future. 

Some of these worlds are uncertain with respect to 
an agent’s ability to perceive. As such, they do not 
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easily allow for direct observation of important states. 
One set of visible features may have many different un- 
derlying causes. As a result, an agent must constantly 
test and retest to assure itself that its understanding 
of the world is valid. 

And finally, some of these worlds are chaotic with 
respect to the agent’s understanding of them. As a re- 
sult the effects of actions in these worlds cannot be pre- 
dicted simply because they are not well known. In such 
worlds, an agent must reason probabilistically about 
the effect of its own actions as well as those of others. 

But not all worlds are this harsh. Far more worlds 
are marked by the ease of planning and activity within 
them. Most are forgiving and even protective of the 
agents that move within them. Rather than malicious, 
they are benign. As a result, in such worlds failure is 
an opportunity for learning rather than a state to be 
feared. Rather than complex, they are simple. This 
means that the future can be easily predicted and plans 
can be projected and optimized with a high level of cer- 
tainty. Rather than ambiguous, they present an agent 
with clear information about their current state. This 
means that an agent can depend on its own percep- 
tions and rely on them as a starting point in all of its 
deliberations. And rather than being chaotic, many 
worlds are stable and well understood. Such worlds 
again give an agent the ability to project and predict, 
assuring that its plans will work within the confines of 
its environment. 

Research in Artificial Intelligence has taken an odd 
approach to the differences between the harsh and the 
forgiving worlds that an agent must confront. In the 
early days of planning, the harsh worlds were all but 
ignored, in favor of environments with the smooth ease 
of reasoning and execution of the bloclcs world ([Sacer- 
doti, 19751) or the highly simplified robotic domains 
([Fikes and Nilsson, 19711). More recently, the pendu- 
lum has swung and the harsh worlds have been em- 
braced by researchers who want to move the study of 
planning and activity into the real world. 

. 

The result of this move has been a direct confronta- 
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tion with the intractability of the task of planning that 
was avoided when researchers stayed within the realm 
of the forgiving worlds of blocks and boxes. It has also 
led to the movement away from planning and towards 
reactive planning (e.g., [Firby, 19891) and situated uc- 
tidy (e.g. [Agre and Chapman, 1987]), as well as the 
attempts by researchers to develop heuristic techniques 
for the once algorithmic tasks of operator scheduling 
and projection. 

While we think that each of these approaches has 
merit, we argue that both ignore two basic facts about 
the relationship between harsh and forgiving worlds. 
The first is simply that the pendulum has swung per- 
haps too far, and that our perception of the real world 
as one of the harsh worlds is far too extreme. The sec- 
ond is that it is often possible to change a harsh world 
into a more forgiving one. This last point is the core is- 
sue in this paper. We call this intentional manipulation 
of the world from less to more stable configurations en- 
forcement. 

We group the different features of forgiving worlds 
(that they are benign with respect to an agent’s ac- 
tions, simple with respect to interactions between those 
actions, unambiguous with respect to perception, cer- 
tain with respect to an agent’s understanding of their 
physics) under the title stability, in that features com- 
bine to reduce the amount of reasoning that an agent 
has to perform and thus allows it to maintain a stable 
set of plans and behaviors. 

Stability and enforcement 
There is a direct relationship between the overall sta- 
bility of an environment and an agent’s ability to pre- 
dict and plan within it. The greater the stability 
the more certain its predictions, the more powerful its 
plans. As both individuals and as societies, we respond 
to this by trying to increase the stability of our world. 
We segment our schedules of work, play and relaxation 
so that each day will tend to look very much like the 
last. We organize our homes and workspaces so that 
objects will be in predictable places. We even organize 
our habits so that particular conjuncts of goals will 
tend to arise together. In all aspects of our lives, we 
make moves to stabilize our different worlds. 

Of course, all this is done for a reason. Schedules 
that remain constant over time improve predictability 
and provide fixed points that reduce the complexity of 
projection. Few of us need to reason hard about where 
we will be from 9 to 5 because we have stabilized our 
schedules with respect to those hours. Fixed locations 
for objects reduce the need for inference and enable the 
execution of plans tuned to particular environments. If 
your drinking glasses are all kept in one cupboard, you 
can get a drink of water without ever considering the 
real precondition to the plan that they are in there 
now. Likewise, the clustering of goals into standard 
conjuncts enables the automatic use of plans that are 
optimized for those conjuncts. A morning routine is 
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exactly that, a routine that is designed to fit a conjunct 
of goals that can all be satisfied with a well tuned plan. 
In general, we force stability on the world, and then 
enforce it, in an effort to improve our ability to function 
in it. 

This behavior also has value to models of agency 
that grow out of Artificial Intelligence. For example, 
in building the RUNNER system, we have identified en- 
forcement strategies that grow directly out of the types 
of stability that would facilitate both reasoning and ac- 
tion with it. For example: 

Since the RUNNER model assumes a small set of stan- 
dard plans, as much as possible the world should be 
maintained in a state such that the normal plan is 
possible. 
Example: Keeping the agent’s refrigerator stocked 
with the standard supplies at all time. 
In cases where some part of a standard plan is de- 
layed for an uncertain amount of time, some sort of 
perceptual notification of the right time to continue 
should be enforced. This is a natural consequence 
of two parts of the activity model: most plan steps 
are immediately cued from the results of their pre- 
decessors, and more than one plan can be active at 
once, so that a delayed plan step can be temporarily 
“forgotten”. 
Example: Use of a whistling teakettle. 
Since goals are suspended for later activation under 
more opportune circumstances, it makes sense to tie 
that activation to visual cues that can be easily rec- 
ognized at the appropriate moment. 
Example: Placing a briefcase by the door to ensure 
that it is remembered. 

Our contention is that opportunities to stabilize and 
enforce that stability by manipulation of long-term fea- 
tures of an environment can be recognized and ex- 
ploited by a planning and execution system. This sort 
of manipulation parallels learning about the environ- 
ment in that it results in a coordination of the external 
world and the agent’s internal model of it.l 

lanning from memory 
The thrust of our research centers around a view of 
planning as embedded within a memory-based under- 
standing system ([Martin, 19901) connected to the en- 
vironment ([Hammond et al., 19901). The power of 
this approach lies in the fact that it allows us to view 

‘It is important to emphasize that while we do argue 
for internal state descriptions of the world, we do not hold 
with the view that planning is supported by anything even 
vaguely resembling a complete or correct model. In fact, we 
argue that internal models that are used directly in plan- 
ning are highly simplified and are only effective because of 
the agent’s stabilization of its environment with respect to 
it. 



the planner’s environment as well as its plan selec- 
tions, decisions, conflict resolutions, and action me- 
diation through the single eye of situation assessment 
and response. We see this integration of planning, un- 
derstanding, and action as a model of agency, in that 
we are attempting to capture an architecture for an 
agent embedded in an environment rather than simply 
a planner abstracted away from an external world. 

Part of our model involves issues of learning from 
failure. This includes learning particular plans, the 
features that predict their usefulness, and the con- 
ditions under which they should be avoided. Here, 
the overall goal is to develop an internal model of 
the plans and inferences that are functional in the ac- 
tual world by adapting the internal world to match 
the external reality. Much of our work to date has 
been aimed at this sort of learning in the context 
of planning and execution ([Hammond et al., 1988, 
Hammond, 19891). 

The idea of enforcement is a somewhat different ap- 
proach to the goal of building this functional corre- 
spondence between an agent’s internal state and the 
external world. The difference between enforcement 
and previous approaches to learning from planning lies 
in its use of techniques to shape and stabilize an envi- 
ronment in an effort to optimize the overall utility of 
plans that already exist or that have just recently been 
produced. The goal associated with these techniques 
is the same as that associated with learning in the con- 
text of planning -the development of a set of effective 
plans that can be applied to satisfy the agent’s goals. 
The path toward this goal, however, is one of shaping 
the world to fit the agent’s plans rather than shaping 
the agent to fit the world. The idea of enforcement, 
then, rises out of the observation that the result of a 
long-term interaction between agent and environment 
includes an adaptation of the environment as well as 
an adaptation of the agent. 

Enforcement in context 
The idea of enforcing the stability of an environment 
only makes sense within the context of a planning and 
action model that can make use of that stability. One 
such model is the RUNNER system that makes use of 
the DMAP architecture ([Martin, 19901). 

The agent in RUNNER resides in a simulated kitchen, 
and is concerned with the pursuit of such goals as 
breakfast and coffee. Such commonplace goals and 
tasks interest us in part because they are repetitive 
and have many mutual interactions, both negative and 
positive. We are interested in how plans for recurring 
conjuncts of goals may be learned and refined, as part 
of view of domain expertise as knowledge of highly spe- 
cific and well-tuned plans for the particular goal con- 
juncts that tend to co-occur in the domain ([Hammond 
et al., 19881). W e are also interested in the issue of ex- 
actly how these plans can be used in the guidance of 
action. 

Interaction with the Simulator 
On every tick, the agent is presented with a broad 
array of pseudo-visual information (as well as some 
pseudo-tactile information) generated from the simu- 
lation. This is simply a set of predicate calculus state- 
ments about the objects that are currently visible, their 
proximities, colors, shapes, containments, and types 
(most objects are assumed to be primitively identifi- 
able, e.g. as a coffee-maker). 

The basic actions that the agent can take are: move 
one unit forward, turn right or left by ninety de- 
grees, move either hand (forward/backward, right/left, 
up/down), grasp and ungrasp. In addition the agent 
can do a number of things that take two hands as prim- 
itive operations - put an object that is in one hand in- 
side a container in the other, pour liquid from one con- 
tainer into another, etc. Finally, there are some purely 
visual actions. For example, the agent can search for a 
particular object and “focus” on it, and can determine 
the spatial direction between its hands and the focus. 

An action is actually taken in the simulation when 
a node in the plan net that corresponds to a primitive 
action becomes fully activated. 

The Structure of Memory 
Memory consists of the conjunction of three semantic 
nets, representing memory of plans, states, and goals. 

The plan portion of the net is structured with 
two types of links: abstraction links and packaging 
links. Packaging links connect plans to their sub-plans 
(steps), and the abstraction links usually connect ab- 
stract plans to sets of more specific alternate methods 
for achieving the desired states. 

Two types of markers are used in the plan portion 
of the net - activation and permission. Activation 
markers are passed up abstraction links and as a result 
of the completion of concept sequences (below); per- 
mission markers are passed downward from activated 
plans to their subplans and actions, as well as to more 
specialized versions of the plan. Plans and actions are 
not fully activated until both activation markers and 
permission markers have been received. 

Each node in the plan net may have both a set of 
concept sequences, and a set of satisfaction sequences. 
Concept sequences are conjunctive sets of features that 
indicate an opportunity to perform an action, while 
satisfaction sequences indicate that the goal of a plan 
has been satisfied. 

lan activation and execution 
Nodes in the plan net become activated in the following 
ways: 
m “Top-level” plans become activated when the goal 

they subserve is activated, and a concept sequence 
indicating appropriate conditions is completed. 
Example: The activation of the goal to have coffee 
in addition to recognition that the agent is in the 
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kitchen activates the standard plan for making coffee 
at home. 
Specializations of plans are activated by receiving a 
permission marker from the abstract plan, in addi- 
tion to the activation of a concept sequence. 
Example: The standard plan for picking up an object 
that the agent is “focused on” has specializations for 
picking up with the right or left hand. The special- 
ization “pick-up-with-right-hand” is selected by the 
conjunction of the right hand being empty and close 
to the visual focus (this level of feature is primitively 
supplied by the simulator). 
Parts (or steps) of plans are also activated by com- 
pletion of a concept sequence, and by receiving a 
permission marker from their parent. 
Example: The concept sequences for some parts of 
the plan for making coffee are simply comprised of 
features representing the relevant object being in the 
field of view and close enough to operate on with the 
agent’s “hands” . 

Passing of permission markers is not recursive, so 
that the state information indicating an opportunity to 
perform a sub-plan must be recognized for execution to 
proceed further. Satisfaction sequences are analogous 
to concept sequences in operation, but when completed 
indicate that the goal of a particular plan has been 
completed. Completion of a satisfaction sequence de- 
activates the node, and recursively removes permission 
markers for parts and specializations, which amounts 
to dependency maintenance on the activation of plans. 

Some aspects of this model are neutral with respect 
to enforcement, while others are crucial. Among the 
crucial aspects are plan reuse, lack of complete world 
modeling, and dependence on the environment to cue 
both plans and goals. We suggest that enforcement 
may be useful for any activity models that share these 
aspects. 

For any plan intended for reuse, the utility of its 
reuse can be maximized if the conditions in the world 
that favor its use can be guaranteed. If the world is 
unstable with respect to those conditions, one step that 
an agent can take to optimize the utility of the plan 
is to enforce that stability by changing some aspect of 
the world so as to make those conditions prevail in all 
circumstances under which the plan could be run. 

In some cases the conditions favorable to use of a 
plan are those that permit it to be used at all. In 
others, the conditions make them easier to employ, 
with less perceptual or inferential work to establish or 
verify the preconditions. Enforcement of certain im- 
portant states can make it unnecessary to maintain a 
world model that can answer the question of their cur- 
rent truth. Finally, assuming the lack of a complete 
world model implies some dependence on environmen- 
tal cues to indicate when particular plans should be 
run or when particular goals should be focused on. The 
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stability of these cues themselves becomes important 
and worth stabilizing. 

We now turn to a more extended example of en- 
forcement, and then attempt to categorize both types 
of useful stability and ways in which they can be en- 
forced. 

An example of enforcement 
One of the examples that we examined involves an 
agent going to the grocery store to pick up a quart of 
orange juice and recalling that he needs milk as well. 
We argue that there are two aspects to how an agent 
should respond to this sort of problem. First, he should 
attempt to incorporate the plans for the recalled goal 
into the current execution agenda. Second, he should 
reason about the likelihood of the recalled goal recur- 
ring in conjunction with the goal that was already be- 
ing acted upon and save the plan for the conjunct of 
the two goals if they were likely to be conjoined in the 
future. In a sense, these two steps correspond to fixing 
the plan and then fixing the planner. 

One element of this process that interests us is the 
notion that the more likely it is that that goals will 
show up in conjunction with each other, the more use- 
ful the plan will be. In this example, the utility of 
saving and attempting to reuse the plan to buy both 
the orange juice and the milk is maximized when the 
two goals are guaranteed to show up in conjunction 
whenever either of the two recurs. This suggests the 
idea that one of the steps that an agent could take in 
improving the utility of his plans would be to force the 
recurrence of the conjuncts of goals over which these 
plans are optimized. In terms of the orange juice and 
milk example, this means making sure that the cycles 
of use of each resource are synchronized. This type of 
enforcement is aimed at controlling what we call RE- 
SOURCE CYCLE SYNCHRONIZATION in that its goal is 
to stabilize the use cycles of multiple resources with 
respect to one another. 

Adjusting the amount of orange juice purchased 
makes the cycle of its use match the cycle of use of the 
milk. This increases the utility of the plan to buy the 
two together in three ways: optimization of planning, 
optimization of indexing, and optimization of execu- 
tion. 

8 

In terms of planning optimization, the agent now 
has available a plan for a conjunct of goals that he 
knows will recur so he never needs to recreate it. 
This means never having to reconstruct the GET- 
ORANGE-JUICE-AND-MILK plan again. 

And in terms of indexing optimization, the plan can 
be indexed by each of the elements of the conjunct- 
rather than by the conjunct itself-thus reducing the 
complexity of the search for the plan in the presence 
of the individual goals. 
This means that the plan will be automatically sug- 
gested when either the HAVE-MILK goal or the HAVE- 



ORANGE-JUICE goal arises even when the other ele- 
ment of the goal conjunct does not. 

o In terms of execution optimization, the agent can 
decide to commit to and begin execution of the new 
plan when either of the two goals arises. It can do 
this because it is able to predict that the other goal 
is also present, even if it is not explicitly so. 
This means that the agent can begin to run the GET- 
ORANGE-JUICE-AND-MILK planwhenhenoticesthat 
he is out of either milk or orange juice without being 
forced to verify that the other goal is active. In 
some sense, the agent does not have to check the 
refrigerator to see if he is out of milk. 

Types of stability 
In addition to RESOURCE CYCLE SYNCHRONIZATION 
we have uncovered six other types of stability. Each 
type of stability, when enforced, increases the utility 
of existing plans and planning processes with respect 
to the cost of use, the cost of indexing, the cost of 
projection and/or the likely applicability of the plans 
that have been stored. 

Stability of location 
The most common type of stability that arises in every- 
day activity relates to the location of commonly used 
objects. Our drinking glasses end up in the same place 
every time we do dishes. Our socks are always together 
in a single drawer. Everything has a place and we en- 
force everything ending up in its place. 

In the RUNNER project, we have already begun to 
see the utility of this sort of stability in terms of opti- 
mizing the reuse of specific plans. RUNNER is func- 
tioning in a breakfast world in which it has to make 
a pot of coffee in the morning. Stabilizing the location 
of objects such as the coffee pot, the beans, and the 
grinder would allow it to simply reuse existing plans 
with minimal modification. It also reduces the need 
for search for the objects in both the knowledge-base 
and physical sense of the word. 

Enforcing STABILITY OF LOCATION, then, serves to 
optimize a wide range of processing goals. First of 
all, the fact that an often used object or tool is in 
a set location reduces the need for any inference or 
projection concerning the effects of standard plans on 
the objects or the current locations of objects. Second, 
it allows plans that rely on the object’s locations to be 
run without explicit checks (e.g., no need to explicitly 
determine that the glasses are in the cupboard before 
opening it). Third, it removes the need at execution- 
time for a literal search for the object. 

Stability of schedule 
Another common form of stability involves the con- 
struction of standard schedules that persist over time. 
Eating dinner at the same time every day or having 
preset meetings that remain stable over time are two 

examples of this sort of stability. The main advantage 
of this sort of stability is that it allows for very effective 
projection in that it provides fixed points that do not 
have to be reasoned about. In effect, the fixed nature 
of certain parts of an overall schedule reduces that size 
of the problem space that has to be searched. 

A second advantage is that fixed schedules actually 
allow greater optimization of the plans that are run 
within the confines of the stable parts of the schedule. 
Features of a plan that are linked to time can be re- 
moved from consideration if the plan is itself fixed in 
time. For example, by going into work each day at 8:30, 
an agent might be able to make use of the traffic re- 
port that is on the radio at the half-hour. Because the 
schedule is stable, however, he doesn’t actually have to 
reason about the times that the report is on the air to 
be assured of hearing it. 

Finally, if the schedule is stabilized with regard to 
a pre-existing norm, (e.g., always have lunch at noon) 
coordination between agents is also facilitated. 

Here we see an instance of a trade-off between en- 
forcement and planning flexibility. While an enforced 
schedule allows for optimization of search and execu- 
tion for recurring goals, it often reduces the flexibil- 
ity required to incorporate new goals into the preset 
agenda. As with any heuristic that reduces the combi- 
natorics of a search space, there will be times when an 
optimal plan is not considered. 

It is important to realize that the schedule enforced 
is optimized over the goals that actually do tend to 
recur. Thus, an agent who is enforcing this sort of 
stability is able to deal with regularly occurring events 
with far greater ease than when it is forced to deal with 
goals and plans outside of its normal agenda. This sort 
of trade-off in which commonly occurring problems are 
easier to solve than less common ones seems to be an 
essential by-product of stabilizing an environment. 

Stability of resource availability 
Many standard plans have a consumable resource as 
a precondition. If the plans are intended to be used 
frequently, then availability of the resource cannot be 
assumed unless it is enforced. A good result of this 
sort of enforcement is when attempts to use a plan that 
depends on it will usually succeed. The ideal result is 
when enforcement is effective enough that the question 
of availability need not even be raised in connection 
with running the plan. This sort of stability is a basic 
one that a more sophisticated strategy like RESOURCE 
CYCLE SYNCHRONIZATION assumes. 

Stability of satisfaction 
Another type of stability that an agent can enforce is 
that of the goals that he tends to satisfy in conjunction 
with each other. For example, people living in apart- 
ment buildings tend to check their mail on the way into 
their apartments. Likewise, many people will stop at a 
grocery store on the way home from work. In general, 
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people develop habits that cluster goals together into 
compact plans, even if the goals are themselves unre- 
lated. The reason that the plans are together is more a 
product of the conditions associated with running the 
plans than the goals themselves. 

An important feature of this sort of stability is that 
the goals are recurring and that the plan associated 
with the conjunct is optimized with respect to them. 
Further, the goals themselves must be on loose cycles 
and robust with regard to over-satisfaction. 

The advantage of this sort of STABILITY OF SATIS- 
FACTION is that an optimal plan can be used that is 
already tuned for the interactions between individual 
plan steps. Second, it can be run habitually, without 
regard to the actual presence of the goals themselves. 
As in the case of STABILITY OF LOCATION in which a 
plan can be run without explicit checks on the locations 
of objects, STABILITY OF SATISFACTION allows for the 
execution of plans aimed at satisfying particular goals, 
even when the goals are not explicitly checked. 

A way to enforce this sort of stability is to associate 
the plan with a single cue-either a goal or a feature in 
the world-and begin execution of that plan whenever 
the cue arises. In this way, the habitual activity can 
be started even when all of the goals that it satisfies 
are not present. 

Stability of plan use 
We often find ourselves using familiar plans to sat- 
isfy goals even in the face of wide ranging possibilities. 
For example, when one of us travels to conferences, he 
tends to schedule his flight in to a place as late as he 
can and plans to leave as late as he can on the last 
day. This optimizes his time at home and at the con- 
ference . It also allows him to plan without knowing 
anything about the details of the conference schedule. 
As a result, he has a standard plan that he can run in a 
wide range of situations without actually planning for 
them in any detail. It works, because it already deals 
with the major problems (missing classes at home and 
important talks at the conference) as part of its struc- 
ture. 

The major advantage here in enforcing the STABIL- 
ITY OF PLAN USE is that the plan that is used is tuned 
to avoid the typical interactions that tend to come up. 
This means, of course, that the plans used in this way 
must either be the result of deep projection over the 
possible problems that can come up in a domain or be 
constructed incrementally. A further advantage is that 
little search through the space of possible plans for a 
set of goals needs to be done in that one plan is always 
selected. 

Stability of’ cues 
One effective technique for improving plan perfor- 
mance is to improve the proper activation of a plan 
rather than improve the plan itself. For example, plac- 
ing an important paper that needs to be reviewed on 
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his desk before going home, improves the likelihood 
that an agent will see and read it the next day. Mark- 
ing calendars and leaving notes serves the same sort of 
purpose. 

One important area of enforcement is related to this 
use of visible cue in the environment to activate goals 
that have been suspended in memory. The idea driv- 
ing this type of enforcement is that an agent can decide 
on a particular cue that will be established and main- 
tained so as to force the recall of commonly recurring 
goals. One example of this kind of enforcement of STA- 
BILITY OF CUES is leaving a briefcase by the door every 
night in order to remember to bring it into work. The 
cue itself remains constant over time. This means that 
the agent never has to make an effort to recall the goal 
at execution-time and, because the cue is stabilized, it 
also never has to reason about what cue to use when 
the goal is initially suspended. 

The advantage of this sort of enforcement is that an 
agent can depend on the external world to provide a 
stable cue to remind it of goals that still have to be 
achieved. This sort of stability is suggested when an 
agent is faced with repeated failures to recall a goal and 
the plan associated with the goal is tied to particular 
objects or tools in the world. 

Types of enforcement 
To some extent the question of which sorts of stability 
an agent can profit from is separate from the question 
of how to ensure that stability. We now categorize 
some methods of ensuring stability, which differ from 
each other partly in what actions are taken and partly 
in how and when those actions are cued. 

One-time change 
It is often possible to make a single change to the envi- 
ronment which will persist without further effort on the 
agent’s part. If this is a desirable state that facilitates 
normal activity, it may be worthwhile to perform. 

A good example of this is rearrangment of furniture, 
say, to remove a couch from a frequently-traveled path. 
Once the change has been made, it can be forgotten 
about, and taken as a normal fixed part of the environ- 
ment. But at the same time, the world has been made 
more hospitable to the normal activity of the agent. 

Policy 
Another type of enforcement is what McDermott calls 
“policy” ([McDermott, 19781). For example, everyone 
always carries money. This is because we always need 
it for a wide variety of specific plans. 

Enforcement of POLICY requires the generation of 
specific goals to satisfy the policy state whenever it is 
violated. In terms of policies such as always having 
money on hand, this means that the lack of cash on 
hand will force the generation of a goal to have cash, 
even when no specific plan that will use that cash is 
present. 



Many policies have to do with ensuring resource 
availability. Here again, the advantage is that plans 
can be run without explicit reference to many of the 
conditions that must obtain for them to be successful. 
An agent can actually assume conditions hold, because 
he has a POLICY that makes them hold. 

Plan modification 
Enforcement of POLICY requires detecting when the de- 
sired state is being infringed upon. Another strategy 
for enforcing similar types of stability is to modify all 
the plans that normally disturb the stable state to in- 
clude its re-establishment. This strategy is only possi- 
ble when the state can only be disturbed by the agent, 
and there is a small set of plans that are implicated. 

For example, one of us typically carries a transit pass 
in his wallet. There is only a single plan that requires 
taking it out of the wallet. If that plan includes the 
step of putting it back, then stability of location is 
effectively enforced, and the assumption that it is “al- 
ways true” can be made. 

Whether policy or plan modification is preferable de- 
pends also on the costs and utilities of establishing the 
state. For example, one method for ensuring having 
cash might be to add a trip to an automatic teller to 
every plan that uses cash, thereby ensuring that it is 
always replenished. It so happens that the trip is costly 
and the violation is easy to detect, so a policy makes 
more sense in this case. 

Clean-up plans 
One difference between PLAN MODIFICATION and POL- 
ICY is how the actions that re-establish a desirable 
state are cued. The first associates the actions with de- 
tecting the violation, while the second associates them 
with use of the plans that disturb the state. Another 
alternative is to have explicit plans that look for a cer- 
tain category of states that need to be re-established, 
and then to use the plans in response to reliable cues. 

For example, most people maintain their larders by 
some mixture of noticing depletion (policy) and period- 
ically doing more exhaustive checking for what needs to 
be replenished (a cleanup plan). Similarly, people of- 
ten maintain stability of location in their living spaces 
by a mixture of “putting things back” when done with 
them, and “cleaning up”. The fact that clean-up plans 
are often dissociated from the plans that violate desired 
states as well as from recognition of the violation means 
that there must be other cues that indicate when it is 
time to employ them. For example, it is common to 
have a standard routine for leaving a home or office, 
cued by the activity of leaving, that involves looking for 
various standard states that need to be re-established. 

The point 
In order to plan at all in an environment, it must 
at least be stable with respect to its basic physics. 
In order to reuse plans in any interesting way at all, 

the environment-including the agent-must be stable 
with respect to other aspects as well. In particular, it 
must be stable with regard to the physical structure of 
the environment, the goals that tend to recur and the 
times at which events tend to take place. 

While many environments have this sort of stability, 
it is often the product of the intervention of agents 
attempting to stablize it so as to increase the utility of 
their own plans. In this paper, we have introduced, the 
idea of how an agent could take a strategic approach 
to tailoring an environment to its plans and the goals 
it typically must achieve. The goal of this enforcement 
parallels the goal of learning-the development of a 
set of effective plans that can be applied to satisfy the 
agent’s goals. The path toward this goal, however, is 
one of shaping the world to fit the agent’s plans rather 
than shaping the agent to fit the world. 
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