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Abstract 

When explanations include multiple media, such as text and 
illustrations, a reference to an object can be made through a 
combination of media. We call part of a presentation that 
references material elsewhere a cross-reference. We are 
concerned here with how textual expressions can refer to 
parts of accompanying illustrations. The illustration to 
which a cross-reference refers should also satisfy the 
specific goal of identifying an object for the user. Thus, 
producing an effective cross-reference not only involves 
text generation, but may also entail modifying or replacing 
an existing illustration and in some cases, generating an 
illustration where previously none was needed. In this 
paper, we describe the different types of cross-references 
that COMET (Coordinated Multimedia Explanation 
Testbed) generates and show the roles that both its text and 
graphics generators play in this process. 

Introduction 
When explanations include multiple media, such as text 
and illustrations, a reference to an object can be made 
through a combination of media. For example, text can 
refer to an illustration and not just to the physical world. 
We call part of a presentation that references material else- 
where a cross-reference. In this paper, we are concerned 
with how textual expressions can refer to parts of accom- 
panying illustrations. Cross-references can be useful in 
identifying clearly an intended referent to the system user 
when the explanation otherwise generated would not 
achieve this goal. For example, when providing instruc- 
tions for repairing a piece of equipment, an explanation 
can inform the user of the necessary repair action, while 
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simultaneously defining a term with which the reader is 
unfamiliar by using a cross-reference. (See [l] for the use 
of text and physical actions to fulfill multiple goals.) 

The illustration accompanying a cross-reference should 
also satisfy the specific goals of identifying and locating 
an object for the user. Thus, producing an effective cross- 
reference may entail modifying or replacing an existing 
illustration and in some cases, generating an illustration 
where previously none was needed. In this paper, we 
describe the different types of cross-references that 
COMET (Coordinated Multimedia Explanation Testbed) 
generates and show the roles that both its text and graphics 
generators play in this process. This work extends our 
previous work on coordinating text and graphics in mul- 
timedia explanation [5,6,4]. 

COMET generates cross-references in response to re- 
quests to locate an object (e.g., “Where is cx>?“), and in 
situations in which the user model indicates that the user 
does not know the name commonly used to refer to an 
object and the explanation would otherwise not identify 
the referent clearly for the user. We have identified two 
basic forms of cross-reference, both of which are sup- 
ported in COMET. Structural cross-references refer to the 
structure and layout of an illustration, and content 
cross-references refer to the content of an illustration. 
COMET’s content cross-references can refer to spatial 
relations between objects shown in an illustration, to spa- 
tial relations relative to the illustration itself, and to special 
graphical features of the illustration (e.g., the use of high- 
lighting or of a cutaway view). 

In COMET, cross-referencing is a cooperative task 
shared by the medium doing the referencing and the 
medium being referenced. When a cross-reference to an 
illustration is generated, COMET’s graphics generator 
may modify the illustration it would otherwise generate to 
identify clearly the object to which the cross-reference 
refers. The graphics generator can accomplish this 
through a variety of techniques, including highlighting, 
cutaway views, insets, and changes in camera 
specification [16,7]. In the following sections, we first 
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Figure 1: COMET components used in cross-referencing. 

provide an overview of how cross-references are generated 
and then describe a set of examples that illustrate the dif- 
ferent forms of cross-reference implemented in COMET 
and the roles played by the text and graphics generators in 
accomplishing them. 

Overview 
Those components of COMET that play a role in cross- 
reference generation are shown in Figure 1. (A more 
detailed overview of COMET’s architecture is provided 
in [6].) On receiving the user’s request for an explanation, 
COMET’s content planner is invoked first to determine 
what information to include from COMET’s underlying 
knowledge bases. Its output, a hierarchy of logical forms 
(LFs), is passed to the media coordinator, which annotates 
the LFs with directives indicating which information is to 
be realized by each of a set of media generators. COMET 
includes both a graphics generator (IBIS [15]) and a text 
generator [lo] that produce the explanation’s illustrations 
and text from the LF segments that are assigned to them. 
IBIS is a rule-based system that designs illustrations that 
satisfy a set of input communicative goals [ 161. The text 
generator comprises two modules, the lexical 
chooser [ll], which selects the words to be used in the 
text, and the sentence generator, implemented in 
FUF [2,3]. User input is obtained through a simple menu 
interface, which is not shown in this figure. 

Cross-references are generated by a module of 
COMET’s media coordinator, the cross-reference 
generator. The need for a cross-reference is determined 
by both the content planner (on receiving a “where” ques- 
tion) and by the lexical chooser (when the user model 
indicates that the user is unfamiliar with the way an object 
is commonly describedl). Thus, the cross-reference gener- 
ator can be invoked either from the content planner or 
indirectly from the lexical chooser. 

In constructing a cross-reference, the cross-reference 

generator communicates with IBIS. IBIS maintains a 
representation of its illustrations that the cross-reference 
generator can query to determine for any illustration what 
objects are directly and indirectly visible in it, what special 
graphical features it employs, and how IBIS has conveyed 
its goals. Any of this information may be used in the 
cross-reference. 

In addition to answering these queries, IBIS also 
notifies the cross-reference generator each time the display 
changes (i.e., each time a new illustration or set of illustra- 
tions is drawn, or an old one is modified). Thus, com- 
munication between IBIS and the cross-reference gener- 
ator is bidirectional. The cross-reference generator also 
queries the knowledge base to include taxonomic and in- 
herent locative relations (e.g., that the holding battery is 
typically found inside the holding battery compartment). 

When the content of the cross-reference is complete, the 
cross-reference generator, if necessary, invokes IBIS to 
modify the existing illustration (or to create a new one 
satisfying a set of goals); upon successful completion, the 
text generator is called. This is to ensure that the goal that 
IBIS has been given has been successfully achieved. The 
text generator receives a new LF segment from which a 
clause or full text will be generated. 

As an example of the overall flow of control, consider 
the following situation, in which the lexical chooser deter- 
mines that a cross-reference is needed. COMET receives a 
request for an explanation through its menu interface. In 
our current domain, this will be a request for help in 
troubleshooting a specific problem the user is experiencing 
with a military communications radio. The content of the 
explanation is constructed by the content planner and con- 
sists of a hierarchy of LFs. The hierarchy will ultimately 
be realized as an explanation with one or more substeps, 
each of which may consist of one or more illustrations 
with accompanying text. The LFs are annotated by the 
media coordinator and passed to both text and graphics 
generators, which begin processing the LFs. 

In selecting words for the explanation, the lexical 
chooser may determine from the model of user vocabulary 
that the user is not familiar with the way in which the 
lexical chooser will refer to an object. When this happens, 
further processing of text is suspended, the lexical chooser 
reinvokes the content planner (mediated by the media 
coordinator), the cross-reference generator is called, and 
cross-reference generation begins. When the content is 
complete, IBIS and the text generator are requested to real- 
ize this portion. When the generation of additional text and 
the modification of the illustration have been completed 
for the cross-reference, each media generator resumes 
processing the original LFs where it left off. In the follow- 
ing sections, flow of control is further illustrated with 
specific examples from COMET’s domain. 

‘This may be either a name (e.g., “the FCTN knob”) or a definite 
description based on taxonomic knowledge (e.g., “the holding battery 
cover plate”). 
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I install the new holding battery. Step 2 of 6 

Remove the old holding battery, shown in the cutaway view. 

Figure 2: Explanation to remove the holding battery. 

A cross-reference is generated as part of an explanation 
when COMET determines that the user does not know the 
way an object is commonly described (either its name or 
unmodified definite description determined using 
taxonomic knowledge). For example, when instructing the 
user to remove the radio

’

s 

holding battery, COMET first 
generates the overview sentence, “

Remove 

the old holding 
battery.” No accompanying illustration is generated since 
this action involves many substeps. If the user requests 
more detail on how to remove the old holding battery, 
however, COMET will generate a sequence of explana- 
tions, thus allowing the user to avoid this extra detail if it 
is not needed. In generating the overview sentence, when 
COMET

’

s 

text generator selects the reference “

holding 

battery,” it checks the user model to determine if the cur- 
rent user knows this term. If not, it calls the media coor- 
dinator, which in turn calls the content planner to replan 
the reference. One option for the content planner is to 
generate a cross reference that will identify the holding 
battery for the user.2 

In this case, generating a cross-reference involves both 
generating a textual reference to an illustration and 
generating the illustration since none existed previously. 
The cross-reference generator invokes IBIS with the com- 
municative goal of showing the holding battery. Since the 
holding battery is inside the radio, other objects block it, 

*In situations where an accompanying illustration already uniquely 
identifies the object, an additional cross-reference is not generated. If the 
unknown term is one that cannot be depicted graphically, COMET 
generates an alternative wording that does not use unfamiliar words [ 111. 

and IBIS decides to generate a cutaway view, as shown in 
Figure 2. The cross-reference generator queries IBIS

’

s 

representation of the illustration to determine what, if any, 
special graphical features are used, what objects are 
visible, and which ones are either obstructed or not shown. 
Only one form of cross-reference is selected since it is to 
be generated as part of a complete sentence and should be 
concise. Graphical features are typically the easiest to 
refer to textually and the most salient for the user, and 
therefore one is used here. The text generator produces the 
final sentence including the cross-reference, “

Remove 

the 
old holding battery, shown in the cutaway view.” 

If the user model indicates a vocabulary gap in an explana- 
tion that was designed to use illustrations, the cross- 
reference generator does not need to invoke IBIS to 
generate a new illustration. Instead, it directly queries IBIS 
for information about the existing illustrations. This infor- 
mation can be especially rich when IBIS generates a 
composite illustration, which can be a sequence of illustra- 
tions or a larger illustration with one or more embedded 
insets. IBIS creates a composite illustration when it can- 
not satisfy directly all goals it is given by creating a single 
simple illustration. If the explanation includes a com- 
posite illustration, COMET must refer to the structure of 
the layout in order that the user understand which object is 
being referenced, since the same object may appear in 
more than one of the illustrations in the composite. The 
cross-reference generator can query IBIS for the dimen- 
sions and position of the illustrations (in display coor- 
dinates), as well as the way in which illustrations relate to 
one another. This information can be used to generate 
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Remove the old holding battery. Step 1 of 2 

Step 1: 
Remove the holding battery cover plate, highlighted in the right picture: 
Loosen the captive screws and pull the holding battery cover plate off of the 
radio. 

Figure 3: Explanation to remove the holding battery cover plate. 

cross-references that, for example, refer to the part of the 
display on which the illustration is located or mention that 
an illustration is an inset of another. 

Consider, for example, the first step in the explanation 
of how to remove the old holding battery, shown in Figure 
3. If the lexical chooser finds that the user is not familiar 
with the default description (

“

holding 

battery cover 
plate”), it reinvokes the content planner (by means of the 
media coordinator), which in turn calls the cross-reference 
generator. The cross-reference generator searches for 
graphical features that uniquely identify the cover plate in 
one of the illustrations. Finding that the cover plate is the 
only object highlighted in the right illustration, it replans 
the reference to the cover plate, which becomes: “

Remove 

the holding battery cover plate, highlighted in the right 
picture:

“

. 

In this case, a combination of information about 
both the illustration

’

s 

visual efsects and its layout is ex- 
plicitly used to disambiguate the textual reference. 

Generating Spatial Relations in 
Gross-References 

In the previous examples, COMET generated a cross- 
reference when the user model indicated a gap in the 
user

’

s 

vocabulary. However, cross-references are also 
generated when the user asks a follow-up question to an 
explanation, requesting the location of an object. COMET 
includes a menu interface that allows a user to ask about 
the location of objects referred to in the current explana- 
tion, as well as objects referred to in the immediately 
preceding explanation. When responding to a “

where

” 

question, COMET uses more than one type of cross- 
reference in its response. In particular, it will include spa- 
tial relations between the object in question and another 
salient object, and/or spatial relations between the object 
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and the illustration layout. These spatial relations allow the 
user to identify the location of the object on the real radio 
as opposed to just the illustration, by providing a road map 
from a known, or quite salient object, to the object in 
question. 

For example, suppose that the user already knows what 
a holding battery cover plate is and the text in Figure 3 
does not include the cross-reference “

highlighted 

in the 
right picture”. Following this explanation, the user could 
ask the follow-up question “Where is the holding battery 
cover plate?

’ 

using the menu interface and COMET would 
generate the following textual response: “

In 

the left il- 
lustration, the holding battery cover plate is shown at the 
top left. In the right illustration, the holding battery cover 
plate is highlighted.” 

This cross-reference includes references to both illustra- 
tions, selecting the best feature of the illustration for each 
reference. For the right illustration, the cross-reference is 
the same as is generated for a vocabulary failure. For the 
left illustration, the cross-reference cannot contain any 
unique graphical feature of the holding battery cover plate 
since none has been recorded by IBIS. In this case, it 
selects a spatial relation between the plate and the radio 
itself (an object the user certainly can find), determining 
that the plate is in the top left of the radio. To do this it 
first queries the domain knowledge base, and determines 
that the holding battery cover plate is located at the bottom 
right of the radio. Then, as the holding battery cover plate 
is to be located with reference to the radio in the illustra- 
tion, the radio

’

s 

orientation relative to the camera is ob- 
tained from IBIS. The radio is upside down, so the 
description of the holding battery cover plate is updated to 
read: “

the 

holding battery cover plate is shown at the top 
left of the radio.” 



Load the frequency into channel one. Step b2Of4 

igure : Explanation to set the MODE knob to SC. 

The cross-reference generator next determines the loca- 
tion of the holding battery cover plate relative to the il- 
lustration. It finds that the holding battery cover plate is at 
the top left of the illustration (using a bounding box ap- 
proach, similar to that of [S]), which results in the follow- 
ing, somewhat clumsy, text: “

the 

holding battery cover 
plate is shown at the top left of the radio at the top left of 
the picture.” Since there are multiple references to the 
location of the object being at the top left, it is possible to 
conflate them without the resulting ambiguity causing 
problems. The final form of the text is, “

the 

holding bat- 
tery cover plate is shown at the top left.” 

COMET can also recover when an initial cross-reference 
fails. Consider the following situation where the user 
repeatedly does not understand the referent of “

the 

MODE 
knob.” The user is being instructed to “

Set 

the MODE 
knob to SC

” 

during the course of a session. Figure 4 
shows COMET

’

s 

explanation, which includes an illustra- 
tion. 

IBIS opted to highlight the knob and center it, and has 
generated an arrow indicating how the knob is turned. 
Showing the location of the knob is a low-priority goal; 
consequently there is limited contextual information show- 
ing the location of the knob in this illustration. IBIS chose 
to indicate the knob

’

s 

location through the use of 
landmarks (unique neighboring objects), such as the but- 
tons on the radio

’

s 

keypad. 
Even though the illustration was designed to identify the 

MODE knob, the user issues the query “Where is the 
MODE knob?” using COMET

’

s 

menu interface. The 
cross-reference generator selects a cross-reference that 
uniquely refers to the knob based on its appearance in the 

illustration. It determines that the knob is the only object 
that has been highlighted in the illustration and sends this 
information to the text generator. COMET produces the 
sentence, “

The 

MODE knob is highlighted.” This replaces 
the text originally displayed below the illustration. 

Although the user may see the highlighted knob in the 
illustration, the knob

’

s 

location on the radio may still be 
unclear. The user asks again, “Where is the MODE knob?” 
The cross-reference generator determines that the 
generated textual cross-reference has failed and sends a 
request to IBIS that the location goal for the MODE knob 
be assigned a high priority. IBIS handles this request as a 
new constraint and searches for a method to satisfy it. In 
this case, IBIS

’

s 

rules cause it to augment the existing 
illustration with an inset illustration that is designed to 
satisfy the single goal of showing the MODE knob

’

s 

loca- 
tion with high priority. 

This inset illustration is generated with the added con- 
straint that its visual effects be achieved in the same man- 
ner as in its parent illustration, maintaining consistency 
between the two illustrations. One way IBIS shows loca- 
tion is by selecting a context object and depicting the ob- 
ject to be located within this context. Here, the radio 
serves as the context object; and the inset inherits this 
property. IBIS assigns very high priority to the goals for 
the radio

’

s 

visibility and recognizability and a lower 
priority to the MODE knob

’

s 

visibility and recognizability. 
Consequently, IBIS selects a view that shows the radio in 
its entirety. To draw attention to the knob, IBIS highlights 
it, using the same highlighting method as in the parent 
illustration. 

IBIS notifies the cross-reference generator that it has 
added an inset illustration to the display and that this inset 
is a child of the illustration showing the state of the knob. 
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1 Load the frequency into channel one. Step 2 of 4 

The highlighted MODE knob is shown in the inset. 

Figure 5: Explanation of the MODE knob

’

s 

location, generated after a previous cross-reference fails. 

The cross-reference generator makes two determinations: 
1) there is only one inset (it is unique and need not be 
differentiated from the parent illustration or other insets) 
and 2) only the MODE knob is highlighted in the inset. 
COMET outputs the cross-reference: “

The 

highlighted 
MODE knob is shown in the inset.” The modified illustra- 
tion and the new text are shown in Figure 5. 

Related Work 
Several other projects support cross-references from text to 
graphics. SAGE [14], a system that explains quantitative 
models, generates cross-references to call a user

’

s 

atten- 
tion to a particular picture or to a new graphical encoding 
technique, or to answer a user

’

s 

questions about what parts 
of a figure support a textual statement. In SAGE, a 
description of the content to be communicated is first 
processed by the text generation component, which an- 
notates the content description to correspond to an outline 
of the text to be generated, passing it to the graphics com- 
ponent. The graphics component designs the pictures and 
annotates the content description to index them, and passes 
the content description back to the text generation com- 
ponent, which then generates text that includes cross- 
references to the pictures. An important difference in 
COMET

’

s 

approach is that a illustration may be reused, 
incrementally redesigned or totally replaced to make a 
cross-reference possible or better, if the media coordinator 
deems it necessary. 

The CUBRICON [ 131 multimedia map system 
generates several kinds of cross-references in speech to 
direct a user

’

s 

attention to its maps. One kind refers to 
which of CUBRICON

’

s 

multiple displays is being used 
and to the kind of information presented; it is generated to 
call attention to changes in the material presented on a 
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display. CUBRICON also uses speech to describe its ap- 
proach to encoding information, such as the kind of high- 
lighting used. Another kind of cross-reference is used to 
refer to specific graphical objects on a map; for example, 
“

The 

airbase is located here <point>,” where “

<point>” 

is 
indicated by blinking the airbase

’

s 

icon when speaking 
“

here.

” 

Unlike COMET, CUBRICON seems to use only 
this last kind of cross-reference to refer to a specific object 
in a map, rather than choosing from a set of cross- 
reference approaches. 

Recent work on cross-referencing in WIP [ 171 focuses 
on how to compute textual expressions for referring to 
complex spatial relations between pairs of objects and be- 
tween an object and its picture. 

imitations 
COMET currently can provide multimedia explanations of 
any of over 50 complex actions represented in its 
knowledge base. These actions can refer to more than 200 
represented objects. The techniques for cross-referencing 
described here are general and can be applied to any object 
referenced in an explanation. COMET can fail in two ways 
in producing a cross-reference: it can produce an unneeded 
cross-reference (i.e., one in which the user already knows 
the identity or location of the referenced object) or it can 
fail to generate a needed cross-reference. In the first case, 
the user will receive more information than is needed; if 
COMET consistently overproduces cross-references, the 
user is likely to become frustrated with verbose, obvious 
explanations. In the second case, however, the user can 
always ask about the location of an object as a follow-up 
question to the explanation. Since we currently assume 
that COMET

’

s 

user model is given as input, and the model 
must explicitly indicate when an object is not known, 



COMET tends to fail by undergenerating cross-references 
unless explicitly requested. We think this is the better 
approach because the user can always receive a cross- 
reference in response to a follow-up question. 

Couchsims and Future 
We have demonstrated a set of cross-reference techniques 
for referring to graphics from text that can make possible 
explanations that are more understandable than explana- 
tions without cross-references. We have emphasized the 
notion of cross-referencing as a two-part process involving 
both the generation of text that can refer to a variety of 
features of an illustration, and the analysis and possible 
generation, modification, or even replacement of the il- 
lustration being referenced. When an explanation contain- 
ing a cross-reference fails (as indicated by user inter- 
action), COMET can recover by redesigning one or both 
of the text that makes the cross-reference and the illustra- 
tion to which the text refers. 

There are several directions that we are interested in 
exploring. While we have discussed a variety of cross- 
references from text to graphics, cross-references from 
graphics to text are also possible. A true cross-reference 
requires some act of referring. In contrast to the rich set of 
textual devices for deixis, there is a relatively small, but 
powerful, set of graphical mechanisms that may be used 
for explicit reference. One example is an arrow that points 
from graphics to text, such as a “danger” icon with an 
arrow emanating from it that points to a textual warning 
that explains the danger. Weaker examples, in which the 
act of referring is implicit, rather than explicit, are the 
placement of a “danger” icon near a warning or the use of 
a colored surround to highlight a warning [ 1 S]. 

There are several ways in which a user’s interaction 
with the graphics might provide useful information for text 
generation, and in particular for cross-referencing. While 
COMET’s user can ask questions about objects through 
menu picking, the user should also be able to point to both 
the text and the illustration. Pointing raises a number of 
interesting issues (e.g., see [9], [12], and [13]), including 
disambiguating the object to which the user is pointing and 
the scope of the point. The way in which the system 
understands the user’s pointing action might be made clear 
to the user through the use of an appropriate textual cross- 
reference, accompanied perhaps by graphical highlighting. 
We have augmented parts of COMET to support picking 
in both text and graphics to allow us to explore some of 
these issues. 

We are particularly interested in developing principled 
criteria for determining when to use different kinds of 
cross-references and how to choose among specific in- 
stances. For example, would it be better to refer to the 
holding battery compartment as being “below the holding 
battery cover plate” or “at the top left of the radio”? What 
factors influence the choice, and how can we evaluate fac- 
tors such as visual salience? What are the tradeoffs be- 
tween potentially competing factors such as salience and 

concision? 
Finally, while we have catalogued the different kinds of 

explanations that COMET can produce, we have not 
evaluated COMET with real users to determine how well 
its explanations meet their needs. Clearly, evaluation is 
needed, and how to do this is a research issue in itself that 
we plan to address in the near future. 
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