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Abstract 

This paper investigates a problem of natural lan- 
guage processing from the perspective of reasoning 
work on constraint satisfaction. We formulate the 
task of computing singular, definite reference to 
a known contextual entity as a constraint satis- 
faction problem. We argue that such referential 
constraint problems have a structure which is of- 
ten simpler than the general case, and can there- 
fore often be solved by the sole use of low-power 
network consistency techniques. To illustrate, we 
define a linguistic fragment which provably gen- 
erates tree-structured constraint problems. This 
enables us to conclude that the limited operation 
of strong arc consistency is sufficient to resolve the 
class of noun phrase defined by the fragment. 

Introduction 

This paper investigates the computational problem of 
semantic evaluation in natural language processing. 
We consider the sub-problem of finding values for se- 
mantic variables, focussing on the task of computing 
singular, definite reference to a known contextual en- 
tity, as required for noun phrases like the green cup 
on the table. It is common to formulate this reference 
task as a constraint satisfaction problem (CSP). Many 
models of language processing then employ a full search 
algorithm, such as backtrack search, to solve the CSP 
and hence resolve the reference (e.g. Winograd, 1972). 
Backtrack search systematically explores the space of 
all solutions and will resolve general CSPs, in exponen- 
tial time. However, one suspects that natural language 
reference problems have a special modular structure 
which makes them simpler than general CSPs. If this 
is true, then, from a theoretical point of view, it is 
desirable to find a resolution strategy which more ac- 
curately models the linguistic problem in hand. Con- 
straint network consistency (Mackworth, 1977a) is a 
possible candidate for this strategy, since it offers a set 

of consistency-checking operations of varying power.’ 
The present paper starts by reviewing the CSP for- 

mulation of noun phrase reference, and the network 
consistency approach to CSPs. The aim of this paper 
is to show, through a small linguistic fragment, how 
we may ascertain the structure of referential constraint 
problems from the semantic translation rules which de- 
rive them. In this case, this allows us to infer that 
an extremely limited set of network consistency opera- 
tions are sufficient to resolve noun phrases interpreted 
by this fragment. We then consider this approach in 
the light of broader problems of semantic evaluation. 

eference as a Constraint Satisfaction 
roblem 

Mackworth (1977a) defines a constraint satisfaction 
problem (CSP) as a set of variables, each of which must 
be instantiated in a particular domain of values, and a 
set of constraints which the values of the variables must 
simultaneously satisfy. A CSP can be schematised as 
the formula in (1) 

(1) (34(322) * - * (ha) 

(Xl E &)(x2 (5 02) - * * (% E az) 

JyW~2,...,4 

in which each variable xi is associated with a do- 
main Da, and where P(xi , x2, . . . , x~) abbreviates a 
conjunction of constraints on subsets of the vari- 
ables. A solution to a CSP is an assignment of values 
<al,a2,..., a,> E D1 x 02 x . . . D, to the variables 
<~l,X2,**-, x,> which simultaneously satisfies all the 
constraints. 

In order to characterise the problem of contextual 
reference, we must also define a notion of context. For 
the present purposes, we will adopt a simplified view of 
context, and represent the hearer’s contextual knowl- 
edge as a finite set of first-order predications, such as 
the following: 

‘Barton, Ber w ck and Ristad (1987) make a parallel ar- i 
gument for morphological analysis. 
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(2) (man(manl), man(man2), man(man3), 
town(townl), town(town2), river(riverl), 
near(townl,riverl), visit(manl,townl), 
visit(man2,townl), visit(man2,town2)) 

For example, the context in (2) indicates that there are 
three men, two towns and one river, that man1 visits 
townl, and so on. 

Consider the problem of determining the contextual 
entities involved in the reference of the following in- 
definite noun phrase (assuming that the prepositional 
phrase near the river relates to the town), given the 
knowledge in (2): 

(3) a man who visits the town near the river 

The reference problem breaks into two parts: finding 
contextual values, and checking uniqueness where ap- 
propriate. The first part can be succinctly expressed 
as a CSP in the style of (1):2 

(4) (3X192,x3)(x1 E 4)(x2 E 02)(x3 E D3) 
man(a) A visit(xl, x2) A town(x2) A 
near(x2, x3) A river(x3) 

In words, there exists an xi, x2, and x3, in speci- 
fied domains, such that xi is a man, 22 is a town 
and x3 is a river, and x1 visits x2, and 22 is near 
x3. We will assume that all variables in our reference- 
oriented CSPs start out with the same value do- 
main, namely the set of all entities in the context. 
So, in the context of (2), D1 = 02 = D3 = 
(manl, man2, man& townl, town2, riverl). Satisfac- 
tion of the formula in (4) will involve assigning x1, 22 
and x3 values from this set, and seeing whether the in- 
stantiated constraints coincide with the formulae in the 
context. The second aspect of (3) concerns the presup- 
posed uniqueness of the town and the river. Unique- 
ness can be expressed as a meta-level check on the re- 
sults of constraint satisfaction, and we 
one such formulation later in the paper. 

will introduce 

Constraint Network Consistency 
The network consistency approach to CSPs has been 
discussed extensively in the literature (Mackworth, 
1987; Dechter, 1991). Consistency algorithms do not 
engage in full search, and will only partially solve a 
CSP. Network consistency algorithms view the CSP 
as an annotated graph known as a constraint network, 
where each variable xi is represented as a vertex i, 
a unary constraint p(xi) is represented as a loop on 
the vertex i, and a binary constraint P(x;, xi) is rep- 
resented as an edge between i and j. (For present 

20ur treatment of the global, indefinite NP as a non- 
specific reference to a known contextual entity is highly 
simplified, of course, and is included here for expository 
reasons only. 

visit near 

Figure 1: Constraint network. 

purposes, we will also use the term constraint graph to 
describe this representation.) Figure 1 shows the con- 
straint network for (4) ( omitting unary constraints). 

Various degrees of consistency can be defined in a 
constraint network, including node consistency and arc 
consistency (Mackworth, 1977a). A node i is node con- 
sistent if every value in its domain satisfies its con- 
straining unary predicate. An arc(i,j) is arc consistent 
if for every value in the domain Da there is at least one 
value in Dj such that the pair of values satisfy the con- 
straining binary predicate. (Since arc consistency is a 
directed notion, the arc consistency of edge(i,j) implies 
the consistency of arc(i,j) and arc(j,i).) A constraint 
network is node (arc) consistent if each of its nodes 
(arcs) is consistent. We say a constraint network is 
strongly arc consistent if it is node and arc consistent. 

A constraint network can be made node and arc con- 
sistent by a progressive operation of domain refine- 
ment, which removes values from domains until the 
consistency conditions hold. Assuming the context of 
(2), the network for (4) could be made could be made 
strongly arc consistent by an algorithm such as Mack- 
worth’s (1977a) AC-3, which propagates domain re- 
finement operations around the network. This would 
return the following refined domains: 

D1 = {manl, man2), D2 = {townl}, D3 = {riverl} 

The strongly arc consistent network allows us to infer 
that the set of solutions to the CSP is some subset of 
the cross-product of the refined domains. Strong arc 
consistency does not, in itself, guarantee that any solu- 
tions exist. Network consistency techniques are often 
used to reduce the search space posed by a CSP before 
the invocation of a search procedure, like backtracking, 
to find the exact set of solutions, which may be empty. 

However, an interesting and important characteris- 
tic of the reference problem is that the felicity of a 
definite NP can be determined without computing the 
actual tuples of values which solve its constraint prob- 
lem. All we require is that the procedure for reference 
evaluation is capable of associating each variable in the 
constraint problem with a set of entities, such that ev- 
ery entity in each variable’s set participates in some 
solution to the problem. The referential uniqueness of 
a variable in a CSP can then be confirmed by a sim- 
ple, meta-level check that its domain is a singleton set. 
In view of this requirement, we borrow the following 
definition from Dechter et al. (1989): 
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Definition 1 A value a in a domain Di is feasible if 
there exists a solution to the constraint problem in 
which the variable xi is instantiated to a. The set of 
feasible values of a variable is its minimal domain. 

Under what circumstances does network consistency 
guarantee minimal domains? The degree of net- 
work consistency required for minimal domains can be 
shown to depend on the connective structure of the 
constraint graph (Montanari, 1974; Freuder, 1982). An 
instance of this relationship concerns tree-structured 
networks: 

Theorem 1 (Montanari, 1974; Freuder, 1982) The 
domains of a constraint network are minimal if the 
network is a tree and it is strongly arc consistent. 

There is a high premium on a CSP having a tree- 
structured constraint graph, since strong arc consis- 
tency can be achieved in O(a2n), where n is the num- 
ber of variables, and a is the size of each initial value 
domain (Dechter and Pearl, 1988). Moreover, unlike 
higher degrees of consistency, node and arc consistency 
can be achieved without changing the structure of the 
constraint graph. Hence, the application of a strong 
arc consistency algorithm to a tree-structured network 
will always yield minimal domains. 

Tree-Structured Fragment 
We now introduce an illustrative linguistic fragment 
which provably generates only tree-structured seman- 
tic forms. In common with many natural language 
systems, our fragment adopts a syntax-driven, com- 
positional style of semantic translation (Schubert and 
Pelletier, 1982). All constituents are associated with 
a four-part representation, comprising (1) a syntactic 
category, (2) a semantic variable, or tuple of variables, 
(3) a list of constraints (the constraint list), and (4) 
a list of meta-level conditions on the cardinalities of 
specified domains (the curdinulity list). For example, 
the lexicon contains the following entry for lake: 

(5) lake := N, : [lake(x)] : [] 

This entry defines (“:=” ) lake as a noun (N) associated 
with the semantic variable x, notated as a subscript. 
The word is associated with the single unary constraint 
l&e(x), and does not introduce any cardinality condi- 
tions. Square brackets are used to indicate lists, as in 
Prolog, and a list of more than one constraint should 
be read as a conjunction of constraints. All variables in 
a constraint list are assumed to be existentially quan- 
tified, and, moreover, all variables appearing in the 
representation of a constituent are local to that con- 
stituent. 

A preposition is defined in a similar manner: 

(6) near := P<G,y> : bedx, Y)] : [I 

Thus, the preposition near introduces the binary con- 
straint near(x, y) and, again, no cardinality conditions. 
However, in contrast to (5), the constituent is rela- 
tional. We therefore attach the tuple <x, y> to its syn- 
tactic category, P, where x associates with the prepo- 
sitional subject and v with the prepositional object. 

In order to illustrate a syntactic-semantic rule, as- 
sume that the rule set has already analysed the definite 
NP the lake as follows: 

(7) the lake := NP, : [lake(x)] : [ID,1 = I] 

Hence, the lake has been analysed as an NP associated 
with the variable x, the constraint lake(x), and the 
cardinality condition that the domain of x should be a 
singleton, ID,. 1 = 1. The PP near the lake can now be 
analysed by the following augmented phrase-structure 
rule: 

(8) PP, : (Cl + C2) : (Sl + S2) - 
P <z,y> : Cl : 5’1 NP, : 62 : S2 where {y = z} 

The rule in (8) combines a preposition with an NP 
on its right to form a PP. The constraint list of the 
PP constituent is formed by appending the constraint 
lists of its two subconstituents, Cl and C2; we notate 
this operation as Ci + C2. The same operation is per- 
formed on the subconstituents’ cardinality lists, 5’1 and 
5’2. The rule above can thus be seen as conjoining two 
separate CSPs to form a larger, composite CSP. By it- 
self this operation will produce no variable-connections 
between the component CSPs. The responsibility for 
connective structure depends solely on the manner in 
which the rule manipulates the semantic variables sub- 
scripted on syntactic categories. In (8), the rule unifies 
the variable associated with the prepositional object 
with the variable associated with the NP. For clarity, 
we extract all such variable unifications to the right, 
in the form of a where-clause.3 Hence, the application 
of (8) to the constituents defined in (6) and (7) yields 
the following representation for the PP, 

(9) near the lake := 
PP, : [neur(x, y), lake(y)] : [IDy I = 11 

in which the variable y from (6) has been unified with 
the variable x from (7), and is now named y. 

Figure 2 presents the complete fragment of aug- 
mented phrase-structure rules, and example lexical en- 
tries. The fragment, N PGl, treats simple examples 
of adjectival modification, and complex NPs involving 
subject relative clauses and PPs. Two example NP 
analyses are given below: 

3A more corn mon practice is to encode such term unifi- 
cations directly into the rule (Pereira and Shieber, 1987). 
However, in the present circumstances this would be some- 
what opaque. 
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Rules 
NP, : (cl + C2) : (5’1 + 2%) - Det, : Cl : 5’1 N, : C2 : 5’2 where (z = y} 
N, : (Cl + C2) : (Sl + S2) - Adj, : Cl : S1 N, : c2 : s2 where {z = y} 
N, : (Cl + Cz) : (Sl + S2) - N, :c1:s1 PP, : c2:s2 where {z = y) 
NE : (Cl + C2) : (SI + S2) - N, : Cl : Sl REL, : c2 : s2 where {z = y} 
pp, : (cl + C2) : (Sl + 5’2) - P<z,y> : 61 : S1 NP, : C2 : 5’2 where {y = z} 
REL, : . 

: (Cl 7 C2) 1 (Sl s S2) = V<r,y> 

who VP, : c:s where {} 
VP, :Cl:S1 NP, : C2:S2 where {y = z} 

Sample Lexical Entries 
Jake := N, : [rake(z)] : [] near := P<z,y> : [near@, dl : [I 
green := Adj, : [green(x)] : [] visit := v<s,g> : [visit(x, y)] : [] 
the := Det, : [] : [IDsI = 11 

Figure 2: The fragment NPGl. 

(10) a the man who bought the book 

NP, : [man(x), bw(x, Y), book(y)] 
: [IDsI = LlDyl = 11 

b the green cup on the table 

NP, : [green(x), cw(x:), on@, y), table(y)] 
: [I&l = 1, lDyl = 11 

The fact that our fragment NPGl generates only 
CSPs with tree-like constraint graphs hinges on the na- 
ture of the unifications performed in the where-clauses. 
First, we observe a fact which can be informally stated 
as follows: 

Lemma 1 If G’ and G” are trees, then the graph 
which results from unifying a single vertex u E V(G’) 
with a single vertex v E V(G”) is also a tree. 

This follows straightforwardly from the fact that a tree 
is a connected graph with IV( - 1 edges, where IV1 is 
the number of vertices. We can now state our theorem 
about N PGl: 

Theorem 2 The constraint lists generated by the lin- 
guistic fragment NPGl are tree-like. 

SKETCH PROOF. Theorem 2 can be proven from the 
following observations: (a) all lexical entries have tree- 
like constraint lists; (b) semantic variables are local to 
each lexical entry, and to each rule; and (c) each rule 
unifies at most one variable from its left-hand daughter 
with one variable from its right-hand daughter, and 
hence preserves tree-structure, by Lemma 1.0 

Once the NP has been analysed, its constraint list 
can be transformed into a network and subjected to 
strong arc consistency. Once the network is consistent, 
the cardinality conditions are evaluated with respect to 
the refined domains. From Theorem 2 and Theorem 1, 
these domains are necessarily minimal. Hence: 
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Corollary 1 Noun phrases interpreted by the frag- 
ment NPGl can be resolved by strong arc consistency. 

If either the consistency or the cardinality-checking 
phase should fail, the NP is rejected as infelicitous, 
an action which can help resolve structural ambigui- 
ties encountered by the syntactic parser.4 

Since full node and arc consistency can be achieved 
in O(a2e), where e is the total number of constraints 
in the CSP (Dechter and Pearl, 1988), and given that 
it is easy to check if a set is a singleton, our NPs are re- 
solvable in the worst-case time of O(a2e). Thus for our 
fragment, evaluation time is linear in the linguistically 
generative parameter of semantic predicates. 

iscussion 

In the previous section we specified a set of syntactic- 
semantic rules with similar coverage to the kind of il- 
lustrative grammar fragment found in an introductory 
textbook on NLP, such as Pereira and Shieber (1987). 
We proved that it can only generate tree-structured 
CSPs, and in doing so demonstrated that the topol- 
ogy of the resulting constraint graph can be deduced, 
in part, from the nature of the compositional rules of 
semantic translation. 

This example raises a number of questions. Most 
importantly, what proportion of English semantic ex- 
pressions have such a tree-structured form? This is 
of course a difficult question to answer, given that we 
do not have a complete semantic account of the lan- 

‘Haddock (1988, 1989) p rovides an implementation of a 
scheme of semantics similar to NPGl, and shows how Mack- 
worth’s (1977b) algorithm NC can be adapted to incre- 
mentally refine domains during categorial grammar pars- 
ing. This form of incremental semantic evaluation is used 
to interactively resolve syntactic ambiguities in the manner 
described. 



guage. Nevertheless, for those semantic structures that 
are readily treated as a conjunction of first-order pred- 
icates, we offer the tentative suggestion that there is 
a tendency towards tree-structure. As we have seen, 
simple nouns, and intersective adjectives such as red, 
translate into unary constraints; prepositions corre- 
spond to binary constraints, and verbs to n-ary con- 
straints, where n 2 1. Moreover, in the deep structure 
of the language, these semantic predicates tend to be 
strung together in a linear, sparse fashion. As further 
examples, (11) shows a constraint list representation 
for two other classes of expression, not covered by our 
simple fragment (assuming that proper names trans- 
late into constants, written in bold). 

(11) a Bill’s terminal 

[terminal(x), belonging-to(x, bill)] 
b the poster Bill designed in May 

[poster(x), design(e, bill, x), inAme(e, may)] 

In (lla), the possessive relates the variable x, for the 
terminal, to the constant bill via a binary predicate we 
have arbitrarily called belonging-to. (llb) adopts a 
Davidsonian treatment of event modification in which 
the temporal PP in May translates as a binary pred- 
icate in-time attached to an event-variable argument 
e of the predicate design. In both cases, the contraint 
graphs are trees. 

This is not to say that the first-order semantics of 
English is entirely tree-structured. Cycles may be in- 
troduced on at least three distinct levels of semantic 
interpretation. Here we give one example at each level, 
although these are not the only instances. First, at the 
lexical level, it is common to decompose lexical pred- 
icates into finer-grained predicates which correspond 
to the underlying knowledge representation. At least 
in principle, these sub-linguistic constraints may have 
an arbitrary connective structure. To take a simple 
example, the lexical constraint over(x, y) may map 
into above(x, y) A lcontact(x, y), which is cyclic (al- 
beit simple to eliminate). Second, at the structural 
level, certain syntactic-semantic rules can induce a 
kind of “double-binding” in the semantic translations. 
This occurs in the noun phrase in (12), for example, 
which contains what Engdahl (1983) calls a “parasitic 
gap” . 

(12) an apple which a man ate without peeling 

[event(xl), mm(x2), appk(xs), eat(xl, z273), 

wit houtpeeling(xl , x3)] 

So there exists an event x1 in which a man 52 eats 
an apple 2s and, furthermore, the event 51 is car- 
ried out without peeling the apple 23. It is not dif- 
ficult to devise contexts for this CSP which would 
thwart an appropriate strong arc consistency algorithm 

(such as Mackworth’s (197713) algorithm for n-ary con- 
straints), since the graph contains a cycle along the 
path (xr,xs,21). Finally, at the anaphoric level. Con- 
sider the indefinite NP in (13): 

(13) a man who visits a town near his birth-place 
[man(xl), visit(xl, x2), town(x2), nec+2, x3), 

birthpZace(x3, xl)] 

On the assumption that (13) refers non-specifically to 
some man known to the hearer, and depending on 
the state of the discourse, the possessive pronoun his 
may refer either to some male entity salient in the 
hearer’s discourse model or be bound to the reference 
of the entire complex noun phrase in which it is em- 
bedded. In the latter case it becomes an instance of 
what Partee (1978) and others have called “bound- 
variable anaphora” . To see why, consider the con- 
straint list translation for the bound-variable interpre- 
tation. Here, a man x1 visits a town 22 which is near 
the birthplace x3 of the man x1, whoever he is; the 
variable representing the reference of the male person 
whose birthplace it is has been bound to the variable 
representing the reference of a man who visits . . . . thus 
creating a cycle. 

That cyclic CSPs appear to be present in semantics 
is not in itself a problem. We simply need to make 
sure that we employ a stronger form of network con- 
sistency, in accordance with the complexity of the con- 
straint graph. For example, Freuder’s (1982) measure 
of graphical complexity (width) allows us to deduce 
that the CSP in (13) must be resolved by path con- 
sistency. Whereas arc consistency ensures that each 
node is consistent with any neighbouring node, path 
consistency is one degree stronger: it ensures that any 
consistent solution to a pair of variables is consistent 
with any third variable. 5 In principal it is possible to 
envisage a “lazy” semantic evaluator which knows just 
how much effort to put into the constraint problem it 
is given; however, we leave this as an avenue for further 
investigation.6 

It is anticipated that the most immediate limitation 
of our general approach is the rigid view of logical form 
imposed by strict adherence to the definition of a CSP. 
The CSP paradigm does not straightforwardly admit 
quantified sentences such as Each man loved at least 

5Freuder (1978) generalises these specific forms of con- 
sistency as 6consistency, where node, arc and path consis- 
tency correspond to i = 1,2,3, respectively. &consistency 
for i = n - 1 (where n is the number of variables) is as 
powerful as a full search procedure. 

‘Here further work is also necessary to determine if 
cyclic linguistic representations fall into a well-defined topo- 
logical class, such as the K-tree (Freuder, 1991). Note that 
Ristad (1990) has argued that the bound-variable anaphora 
problem is NP-complete. 
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two women or a treatment of plural reference. Fur- 
thermore, intensional expressions abound in natural 
language semantics. For example, a standard repre- 
sentation of John believes that Mary loves Bill applies 
believe to the constant john and the proposition that 
Mary loves Bill: 

believe(john, Zove(mary, bill)) 

Given that the embedded sentence may be arbitrarily 
complex, such logical forms take us beyond the sim- 
ple relations assumed in network consistency. Exam- 
ples such as these show that further work is required 
in the borderland between natural language semantics 
and constraint network theory. 

Related Work and Conclusion 
Network consistency techniques have previously been 
applied to a variety of problems in natural language 
processing, including morphological analysis (Barton, 
Berwick and Ristad, 1987), form-class disambiguation 
@fly> 1986), P arsing (Maruyama, 1990), and word- 
sense disambiguation (Winston, 1984). Mellish (1985), 
Haddock (1988, 1989), and others have used network 
consistency to tackle various aspects of reference eval- 
uation. 

The published accounts of these investigations rarely 
discuss the issue of the sufficiency of network consis- 
tency for the task in hand. However, Mellish and Bar- 
ton et al do raise the question of adequacy, and both 
make the empirical observation that their network con- 
sistency algorithm seems to be adequate in their prob- 
lem arena (in both cases, approximate forms of strong 
arc consistency are used). Barton et al further hy- 
pothesise that natural-language problems may have a 
special modular, separable nature which makes them 
amenable to such techniques, but in neither case is the 
discussion related to a formal notion of adequacy, such 
as that provided by Freuder (1982). 

Against this background, the main development re- 
ported in this paper is a linguistic formulation for 
which we can prove the sufficiency of low-power net- 
work consistency techniques. This result has theoreti- 
cal significance, since it adds weight to Barton et al’s 
earlier suggestion that network consistency is a linguis- 
tically appropriate process of reasoning. 
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