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Abstract 

Two observations motivate our work: (a) model- 
based diagnosis programs are powerful but do not 
learn from experience, and (b) one of the long- 
term trends in learning research has been the in- 
creasing use of knowledge to guide and inform 
the process of induction. We have developed a 
knowledge-guided learning method, based in EBL, 
that allows a model-based diagnosis program to 
selectively accumulate and generalize its experi- 
ence. 
Our work is novel in part because it produces sev- 
eral different kinds of generalizations from a single 
example. Where previous work in learning has for 
the most part intensively explored one or another 
specific kind of generalization, our work has fo- 
cused on accumulating and using multiple differ- 
ent grounds for generalization, i.e., multiple do- 
main theories. As a result our system not only 
learns from a single example (as in all EBL), it 
can learn multiple things from a single example. 
Simply saying there ought to be multiple grounds 
for generalization only opens up the possibility of 
exploring more than one domain theory. We pro- 
vide some guidance in determining which grounds 
to explore by demonstrating that in the domain of 
physical devices, causal models are a rich source 
of useful domain theories. We also caution that 
adding more knowledge can sometimes degrade 
performance. Hence we need to select the grounds 
for generalization carefully and analyze the re- 
sulting rules to ensure that they improve perfor- 
mance. We illustrate one such quantitative analy- 
sis in the context of a model-based troubleshoot- 
ing program, measuring and analyzing the gain 
resulting from the generalizations produced. 

1 Introduction 
Two observations motivate our work: (a) model-based 
diagnosis programs are powerful but do not learn from 
experience, and (b) one of the long-term trends in 
learning research has been the increasing use of knowl- 
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edge to guide and inform the process of induction. We 
have developed a knowledge-guided learning method 
that allows a model-based reasoner to selectively accu- 
mulate and generalize its experience. 

In doing so we have continued in the line of work 
demonstrated by programs that use knowledge to guide 
the induction process and thereby increase the amount 
of information extracted from each example. Previous 
work in this line includes the comprehensibility crite- 
rion used in [lo] ( a constraint on the syntactic form 
of the concept), the notion of a near-miss [15], and 
the use of knowledge from the domain to aid in distin- 
guishing plausibly meaningful events from mathemati- 
cal coincidences in the data [2]. Work on explanation- 
based learning (EBL) [12,3,9] has similarly emphasized 
the use of domain specific knowledge as the basis for 
generalizations, allowing the system to develop a valid 
generalization from a single example. 

While these systems have used increasing amounts 
of knowledge to guide the induction process, they have 
also for the most part intensively explored methods for 
doing one or another specific type of generalization. In 
addition, EBL generally takes the domain theory as 
given. Yet as is well known, the type of generalizations 
EBL can draw is determined by the domain theory, in 
particular by what the theory parameterizes and what 
it builds in as primitive. Our work can be seen in these 
terms as showing the domain theory author how to find 
and use multiple different theories, thereby extending 
the range of generalizations that can be drawn. 

We report on experiments with an implemented set 
of programs that produce several distinctly different 
generalizations from a single example; as a result the 
system not only learns from a single example, it can 
learn a lot from that example. 

For instance, given a single example of an adder mis- 
behaving to produce 2+ 4 = 7, the system can produce 
a number of generalizations, including: the pattern of 
inputs and outputs consistent with a stuck-at-l on the 
low order input bit, the N patterns of inputs/outputs 
consistent with a stuck-at-l on any of the N input bits, 
as well as the pattern of inputs/outputs consistent with 
a stuck-at-0 on any of the input bits. We show why 
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this last example is both a sensible and useful gener- 
alization even though no stuck-at-0 fault can explain 
the original example. 

Simply saying there ought to be multiple grounds for 
generalization only opens up the possibility of explor- 
ing more than one space. We provide some guidance 
in determining which grounds to explore by demon- 
strating that in the domain of physical devices, causal 
models are a rich source of useful grounds for general- 
ization and can help spur the creation of systems that 
generalize in ways we might not have thought of oth- 
erwise. 

Finally, not everything we can learn will improve 
performance; sometimes adding more knowledge will 
only slow us down. Hence we need to select the grounds 
for generalization carefully and analyze the resulting 
rules to ensure that the new knowledge actually im- 
proves performance. We illustrate one such quanti- 
tative analysis in the context of a model-based trou- 
bleshooting program that improves its performance 
over time as it learns from experience. 

2 A View Of Learning From Experience 
Learning from experience means seeing a new problem 
as in some way “the same as” one previously encoun- 
tered, then using what was learned in solving the old 
problem to reduce the work needed to solve the new 
one. What it means to be “the same” is a fundamental 
issue in much of learning. The simplest definition is of 
course exact match, i.e., the simplest form of learning 
by experience is literal memorization. Any more inter- 
esting form of learning requires a more interesting def- 
inition of “same;” we explore several such definitions 
in Section 3. 

Clearly the more (different) definitions of similarity 
we have, the more use we can make of a previously 
solved problem: Each new definition allows the trans- 
fer of experience from the old problem to another, dif- 
ferent set of new problems. 

This issue of the definition of “same” lies at the heart 
of all inductive learning. It is most obvious in systems 
like case-based reasoners (e.g., [S]), where a distance 
metric selects from the library the case that is most 
nearly the same as the new one. But the identical 
issue underlies all forms of generalization: every gen- 
eralization embodies and is a commitment to one or 
another definition of similarity. For example, general- 
izing a concept by dropping a single conjunct from its 
definition is a commitment to defining two instances as 
“the same” if they share all the remaining conjuncts. 
Different and more elaborate forms of generalization 
yield correspondingly different and more elaborate def- 
initions of “same,” but the issue is unavoidable: every 
generalization embodies a definition of “same.” 

As we explain in more detail below, we have found it 
useful to view learning from experience in model-based 
diagnosis as an exercise in finding and using several 
different definitions of same. 

3 Multiple imensions of Generalization: Ex- 
amples 

Our approach has been to study the device models used 
in model-based reasoning, looking for useful ways in 
which two examples might be viewed as the same, then 
create generalization machinery that can make that 
similarity easily detected from available observations. 

Consider for instance the familiar circuit, misbehav- 
ior, and diagnosis shown in Example 1. What general 
lessons can we learn from this example? We show that 
at least five distinct generalizations are possible. We 
explore each of these in turn, describing them in terms 
of the dimension of generalization they use (i.e., what 
definition of “same” they employ), what gets general- 
ized and how, and the rules that result, allowing the 
program to carry over experience from this single ex- 
ample to multiple different situations it may encounter 
in the future. 

A=3- 
Ml 

Al &13 

7 
A2 &I2 

E=3 - M3 - 

Example 1: Inputs and observed outputs shown; either 
Al or Eni is broken. 

The contribution here is not machinery, since small 
variations on traditional EBL suffice for the task at 
hand. Our focus is instead on finding multiple ways to 
view the device and thereby provide guidance to the 
person writing the domain theory (or theories) that 
EBL will use to produce generalizations. 

3.1 The Same Conflict Set 
Imagine that we troubleshoot Example 1 using a di- 
agnostic engine in the general style of [5]: we use the 
behavior rules for each component to propagate val- 
ues and keep track of which components each propa- 
gated value depends on. The prediction that F should 
be 12 in Example 1, for instance, depends on values 
propagated through ~1, #2 and Al. When two prop- 
agations (or an observation and a propagation) offer 
two different values for the same spot in the circuit, 
we construct a conflict set, the set of all components 
that contributed to both predictions.’ Conflict sets 
are useful raw material from which single and multi- 
ple point of failure hypotheses can be constructed [5]. 
Our concern in this paper is with single points of fail- 
ure; the consequences for multiple points of failure are 

‘The intuition is that at least one of the components 
in a conflict set must be malfunctioning. If they were all 
working properly (i.e., according to their behavior rules), 
there would have to be two different values at the same 
point in the circuit, which is of course impossible. Hence 
at least one is broken. 
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discussed in [14]. 
In Example 1 two conflict sets are constructed: (Ml 

M2 Al) and (Ml H3 Al A2). Now consider Example 
2. 

B=4 
c=2 M2 
D=l 

E=5 s 

A2 
=I4 

M3 

Example 2. 

Even though the symptoms are different the pattern 
of reasoning (i.e., the set of propagations) is the same, 
and hence so are the resulting conflict, sets. There are 
also numerous other sets of symptoms which produce 
the same reasoning pattern and conflict sets. Thus 
if we can determine from Example 1 the general con- 
ditions on the values at input/output ports that will 
produce those conflict sets, we would in future exam- 
ples be able to check those conditions at the outset, 
then jump immediately to the result without having 
to replay that pattern of reasoning (and hence save 
the work of propagating through the components). 

3.1.1 Mechanism and Results 
We find those conditions by replacing the specific val- 
ues at the inputs and outputs with variables, then 
re-running the propagations, thereby generalizing the 
pattern of reasoning ‘that led to that answer. Our al- 
gorithm is a small variation on standard explanation- 
based learning (see, e.g., [4]), described in detail in 
[14] and omitted here for reasons of space. For the 
first conflict set the result is the generalized rule:2 

RI: (IF (NOT (= ?F (+ (* ?A ?C> (* ?B ?D)))) 
(THEN (CONFLICT-SET ‘(Ml ~2 Al))) 

For the second conflict, set we get: 

R2: (IF (NOT (= (+ (- ?F (* ?A ?C)) (* ?C ?E)) 
?G)) 

(THEN (CONFLICT-SET ‘(Ml M3 AI ~2) )) 

As a result of this process, from Example 1 the system 
has produced in Rl the condition on the I/O ports for 
which the pattern of reasoning will lead to the con- 
flict set (Ml M2 Al) (viz., AC + BD # F), and in R2 
the condition leading to the conflict set (Ml M3 Al A2) 
(viz., F - AC + CE # G). Both of these rules derived 
from Example 1 are applicable to Example 2, hence the 
system would now be able to derive the conflict, sets 
for Example 2 in one step each. While these particular 
rules simply encapsulate in one expression the steps of 
the derivation, they still provide useful speedup (28%, 
a figure we document and analyze in Section 4.2). 

2Symbols preceded by question marks are variables. 

The same technique was also applied to the more 
realistic carry-lookahead adder circuit in Example 3, 
where it, produced a 20% speedup. 

Ex. 3. C2 SF8 

3.2 The Same Fault in Same Component 
There is another, different sense in which Examples 
1 and 2 are the same: they can both be explained 
by the same fault (a stuck-at-l) in the same compcr 
nent (the low order output of MI). Hence another, 
different, generalization that we can draw from Exam- 
ple lis the set of examples consistent with the 
hypothesis that the low order bit of Ml is 
stuck-at-l. 

As before, there are numerous sets of symptoms con- 
sistent, with this hypothesis, so if we can determine the 
general conditions and check them at the outset,, we 
may be able to save work. In this case the machinery 
we use to derive the general rules is symbolic fault en- 
visionment: the system simulates the behavior of the 
circuit with the fault model in place, but uses variables 
in place of actual values. The result in this case is: 

R3: 
(IF (AND (= ?F (+ (stuck-at-l 0 (* ?A ?C>> 

(* ?B ?D))) 
(= ?G (+ (* ?B ?D> (* ?C ?E)))) 

(THEN (fault-hypothesis 
‘(stuck-at-l 0 (OUTPUT Ml))))) 

The resulting rule3 in this case is not, particularly 
deep (it simply encapsulates the fault simulation) but 
it can still provide useful speedup. In Section 6 
we suggest, what would be required to enable deriv- 
ing a rule that used terms like “the value at F is 
high-by-l ,” which would be both more interesting 
and more powerful. 

The main point, here is that Example 1 has been gen- 
eralized in a new and different way, based on a differ- 

3stuck-at-l takes two arguments: a number indicat- 
ing which bit is affected, and the value affected; hence 
(stuck-at-l 0 (OUTPUT Ml)) means the 0th (low order) 
bit of the output of Ml is stuck at 1. 
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ent domain theory. Where the previous generalization 
arose from a domain description phrased in terms of 
correct behav ior (and conflict sets), this generalization 
comes from a domain theory described in terms of fault 
modes (and their consistency with observations). The 
system ‘can now use that generalization to apply the 
experience of Example 1 to a different set of problems: 
those with the same fault in the same component (Ml). 

3.3 The Same Fault in a Component Playing 
the Same Role 

Example 1 can be generalized in yet another way: given 
the additional information that E91 and M3 play similar 
roles, we can derive the general conditions consistent 
with the hypothesis that-the low order output bit of 
MB (rather than Ml) is stuck-at-l. That is, the fault is 
the same but it is occurring in a different component, a 
component that happens to be playing the same role.4 

We use symbolic fault envisionment once again to 
produce the rule: 

R4: 
(IF (AND (= ?F (+ (* ?A ?c) (* ?B ?D))) 

(= ?G (+ (* ?B ?D) 
(stuck-at-i 0 (* ?C ?E))))) 

(THEN (fault-hypothesis 
‘(stuck-at-l 0 (OUTPUT M3))))) 

A more interesting and realistic example is the ap- 
plication of this to the inputs of an N-bit carry-chain 
adder (Example 4): given the symptoms 2 + 4 = 7, 
the diagnosis of a stuck-at-l on the low order bit of 
one of the inputs, and the knowledge that all the in- 
put bits play the same role, we can produce rules for a 
stuck-at-l on any of the 2N input bits. 

B3 A3 

- 1 

c s3 s2 Sl so 

Example 4: A malfunctioning four-bit carry chain 
adder: 2 + 4 = 7. 

Two comments about this dimension of generaliza- 
tion help make clear the nature of the undertaking 

4The role of a component refers to what it does in the 
device. The symmetry of the circuit in Example 1, for 
instance, means that Ml and I#3 play the same role, while 
Example 4 can be viewed as a collection of 4 bit slices, 
each of which plays the same role, viz., adding its inputs to 
produce a sum and carry bit. 

and the role of domain knowledge. First, the gener- 
alizations created are guided and informed by knowl- 
edge about this device. In Example 4, the jump was 
not from a stuck-at-l on the low order bit input to a 
stuck-at-l on every wire in the device. The example 
was instead generalized to a small subset of the wires 
that “made sense” in the current context, namely those 
that were playing analogous roles. 

This restriction makes sense because we are rely- 
ing on the heuristic that role equivalent components 
are likely to fail in similar ways. Hence if we create 
generalizations only for the analogous components, we 
improve the chances that the generalizations will in 
fact prove useful in the future (i.e., the component will 
actually break in that fashion). 

Second, note that while our current system must be 
told explicitly which components are playing equiva- 
lent roles, the information about structure and func- 
tion in the device model is just the sort of knowledge 
needed to derive that. More important, it is by exam- 
ining such models and asking how to see different ex- 
amples as the same that we are led to notions like role 
equivalence as potentially useful dimensions of gener- 
alization. 

3.4 Same Family of Fault 
Example 1 can be generalized in yet another way: given 
the additional information that stuck-at-l is a member 
of a family of faults that also includes stuck-at-O, we 
can generalize across the fault family.5 From the sin- 
gle example with a stuck-at-l, we can generalize to 
the other member of the family, deriving the general 
conditions under which it is consistent to believe that 
the output of HI is stuck-at-O. We use symbolic fault 
envisionment to produce the rule: 
R5: 
(IF (AND (= ?F (+ (stuck-at-0 0 (* ?A ?C>> 

(* ?B ?D))) 
(= ?G (+ (* ?B ?D) (* ?C ?E))))) 

(THEN (fault-hypothesis 
‘(stuck-at-0 0 (OUTPUT B3)))) 

This generalization is motivated by the heuristic that 
if we encounter a device affected by one of the faults 
in a family, it is likely in the future to be affected by 
others in the family as well, hence it is worthwhile to 
create the corresponding generalizations. 

3.5 The Same Family of Fault in A Compo- 
nent Playing the Same Role 

Example 1 can be generalized in yet one final way, by 
simply composing the ideas in Sections 3.3 and 3.4. 
From the original fault in the observed location, we 
move to a hypothesized fault in the same family in an 
analogous location. That is, while the experience in 

5The family here is the simple but real hierarchy with 
stuck-at at the root and stuck-at-l and stuck-at-0 as 
child nodes. 
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Example 1 was a stuck-at-l in Ml, the system next 
derives the conditions that indicate a stuck-at-0 in 
M3 (using the same fault envisionment machinery): 

F16: 
(IF (AND (= ?F (+ (* ?A ?c> (* ?B TD))) 

(= ?G (+ (* ?B ?D) 
(stuck-at-0 0 (* ?C ?E)))))) 

(THEN (fault-hypothesis 
3 (stuck-at-0 0 (OUTPUT M3) > ) ) 

If this approach is applied to the carry-chain adder 
in Example 4, we have the first step toward the gen- 
eralization from the single example 2 + 4 = 7 to the 
general rule an adder that is off by a power of 
two indicates a stuck-at on one of 
the bits. We comment in 6.1 
this next level of generalization. 

on the prospects for 

4 Comments on the Examples 
4.1 Multiple Dimensions of Generalization 
Several things stand out about the sequence of exam- 
ples reviewed. First is the number and diversity of 
the lessons that have been learned. A number of dif- 
ferent kinds of generalizations were derived from the 
single instance in Example 1, by relying on the notion 
that problems encountered in the future might be “the 
same” as Example 1 with respect to: (i) the conflict 
set generated, (ii) the kind and location of fault, (iii) 
the role of the faulty component, and (iv) the family 
the fault belonged to, as well as combinations of those. 

Each lesson learned means that the single experience 
in Example 1 can be seen as applicable to a new and 
different set of examples in the future. We can view 
the results in terms of the Venn diagram in Fig. 5: The 
universe is the set of all possible diagnostic problems 
(I/O values) for th e circuit in Example 1; the sets are 
the generalizations captured by rules RI thru R6 (and 
are labeled with the rule name). The specific problem 
presented by Example 1 is noted by a point marked +. 

RI: any example in which Ml, M2, or A2 is a candidate. 
R2: any example in which Ml, M3, Al, A2 is a candidate. 
R3: any example in which Ml SA-1 is a candidate. 
R4: any example in which M3 SA-1 is a candidate. 
R5: any example in which Ml SA-0 is a candidate. 
R6: any example in which M3 SA-0 is a candidate. 
Fig. 5. 

Sets RI and R2 are produced by traditional use of 
EBL on Example 1, while sets R3-R6 are produced 
because the system has available a variety of different 
descriptions of (i.e., a variety of domain theories for) 
the device. R3-R6 are also more specific than RI and 

R2. In the case of sets RI-R3 the process of gener- 
alizing from Example 1 can be seen as different ways 
to expand Example 1 into distinct circles. Note that 
R4-R6 are appropriately produced by the system even 
though they don’t explain the original example. 

We discover multiple ways in which to generalize by 
examining the models of structure and behavior to de- 
termine what kinds of similarities can be exploited, and 
by developing methods for recognizing those similari- 
ties. Hence we are not simply suggesting using multi- 
ple generalizations, we are suggesting in addition where 
they might be found: Causal models have turned out 
to be a particularly useful source of inspiration, sup- 
plying a rich set of different dimensions along which 
examples can be generalized. 

Despite the number of different generalizations, the 
machinery we have used to create them is both sim- 
ple and relatively uniform. It is simple in the sense 
that straightforward application of explanation-based 
generalization (for RI and R2) and symbolic simulation 
(for the rest) sufficed to produce the generalizations; it 
is relatively uniform in the sense that two mechanisms 
suffice across a range of different grounds for general- 
ization. 

Note also that each of these dimensions of gener- 
alization provides significant guidance. The system is 
aggressive in the number and variety of generalizations 
it draws, but is still far from doing exhaustive search. 
For instance, when given a stuck bit in an input wire of 
a 32 bit adder and generalizing to components playing 
the same role, it will explore faults in the 63 other input 
bits, but that is far less than the total number of wires 
in the device. The subset of wires selected is guided 
by knowledge from the domain about component role 
and function. 

Finally, our emphasis on domain knowledge as a 
source of guidance and inspiration appears to be in 
keeping with the increasing trend toward more in- 
formed varieties of inductive learning. The earliest 
efforts attempted to find statistical regularities in a 
large collection of examples and hence might be said 
to be regularity based; later efforts became explana- 
tion based. The approach described here, with its re- 
liance on domain-specific information is in the spirit of 
knowledge guided generalization. 

4.2 Useful Dimensions of Generalization 
Thus far through the discussion we have implicitly as- 
sumed that if we are guided by the domain knowledge, 
every lesson learned will improve performance. But 
this need not be true: sometimes it’s cheaper to re- 
derive an answer than even to check whether we have 
relevant experience (i.e., examine the generalizations 
to see if we have one that matches), much less actually 
apply that experience. 

We suggest that to be useful a dimension of gen- 
eralization must capture situations that are recurrent, 
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manifest, and exploitable. 6 By recurrent we mean that 
the situations the rule applies to must reoccur often 
enough in the future to make the rule worth checking; 
if the rule describes a situation the problem solver will 
never encounter, the rule can’t produce any benefit and 
will only slow us down. By manifest we mean the sit- 
uations must be relatively inexpensive to recognize; if 
recognizing costs more than rederiving the answer, the 
rule can only slow us down. By exploitable we mean 
that the rule must provide some power in solving the 
problem, i.e., some discrimination in the diagnosis. 

This style of analysis is illustrated in general terms 
by examining the idea in Section 3.3 of generalizing 
to the same fault in a component playing an equiva- 
lent role. The rules are likely to be useful because the 
situations they describe should reoccur: role equiva- 
lent components are likely to fail in similar ways. The 
situations they describe are exploitable: if the rule ap- 
plies we get a specific location for the fault. But the 
situations are not all that easy to check, primarily be- 
cause for the N bit carry-chain adder we have 2N sepa 
rate rules rather than one that captures the appropri- 
ate level of generalization (viz., a result high by a 
power of two). We return to this question of level of 
generalization and level of language in Section 6 below. 

A more quantitative analysis is provided by the data 
in Table I (below). We report tests on 200 cases of 
the circuit in Example 1 (100 training cases, 100 test 
cases) and 300 cases of the carry-lookahead adder (150 
training, 150 testing). 7 The results demonstrate that 
a troubleshooter with these generalizations provides a 
speedup of 28% and 20% on the circuits of Examples 
1 and 3. 

The speedup shown in Table I arises in small part 
due to the “encapsulation” effect of rules Ri and R2: 
i.e., arriving at the conflict sets from the single arith- 
metic calculation in the rule premise, without the over- 
head of TMS-style recording of intermediate calcula- 
tions required when running the standard diagnostic 
system. 

A larger part of the speedup arises from the focus 
provided by the generalized rules. In Example 1, for 
instance, two of the generalized rules narrow the pos- 
sible candidates down to (Al Ml) at the outset. The 
system still has to check each of these, since it can not 
assume that its set of generalized rules is complete. As 
this is in fact the minimal set of single fault candidates, 
no additional conflict sets are derived when checking 
these candidates, and a large part of the speedup arises 
from avoiding the deriving (and re-deriving) of conflict 
sets that occurs in the standard diagnostic system.8 

Finally, the data also provide a basis for quantita- 
tive calibration of the cost/benefit involved in learning. 
Additional measurement indicated that of the 5.66 sec- 
onds taken on average case in Example 3, an average 
of .70 seconds was devoted to checking the general- 
ized rules. Hence those rules cost .70 sec., but saved 
7.07 - (5.66 - .70) = 2.11 sec. Had the rules been three 
times as expensive to check, there would have been 
negligible benefit from having them; any more expense 
would have meant that learning was disadvantageous, 
it would on average slow down the system. 

Alternatively we can determine that having the gen- 
eralized rules saved on average 7.07-(5.66-.701 

3.15 = .67 
set per generalization rule used, but each rule cost 
.70= .0032 set on average. This produces a cost ben- 
z?i’t ratio of .67/.0032 or 211. Hence generalized rules 
that are on average applicable in fewer than 1 out of 
211 examples will slow down the system. 

The basic message here is that it is important to 
be both creative and analytical: we need to be cre- 
ative in discovering as many dimensions of generaliza- 
tion as possible, but we also then need to be analytical 
(as above) in checking each dimension to determine 
whether in fact it is in fact going to provide a net gain 
in performance. 

Table I. In Example 1 there are only 3 conflict sets (and hence 3 generalized rules) possible; the third conflict 
set is (PI3 H2 A2). Due to the symmetry of the circuit, two of the rules are always applicable to any single-fault 
diagnosis. 

In the more realistic circuit of Example 3, there are 221 different rules possible; on average 3.15 of them are 
applicable to any single-fault problem. 

‘These three factors have also been independently iden- 
tified in [ll]. 

7Each case was a randomly chosen set of inputs and 
outputs for the circuit, constrained only by the criterion 
that the I/O al v ues had to be consistent with a single stuck- 
at failure somewhere in the device. 

80ur original implementation used a JTMS, but a sec- 
ond implementation using an ATMS demonstrated the 
same basic result, due to savings in bookkeeping of 
environments. 
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5 Related Work 
This work fits in the tradition of the long trend noted 
earlier: the increasing use of domain knowledge to 
guide learning. It also shares with other work the 
notion of using a simulation model to support learn- 
ing. Work in [ 131, f or instance, uses a simulation model 
to guide rule revision in the face of diagnostic failure. 
Work in [l] uses a simulation model as a convenient 
generator of test cases. There are a number of minor 
differences: unlike [13], we learn from success rather 
than failure, and unlike [l] we are in a relatively sim- 
ple noise-free domain and hence can learn from a single 
example. 

A more important difference, however, is our empha- 
sis on learning multiple things from the model. The 
point is not simply that a device model can be used 
to support learning, but that there is a considerable 
body of knowledge in such models that can be used in 
multiple ways. 

Work in [9] is in some ways similar to ours, explor- 
ing learning from experience in model-based diagnosis. 
That work relied on EBL as the mechanism to produce 
its generalization but had a single theory of the world 
and hence produced only a single generalization. By 
comparison our work, seen in EBL terms, urges using 
multiple theories, suggests that causal models can be a 
rich source of those theories, and provides a framework 
for evaluating the likely utility of each theory. 

Work in [ll] d emonstrated some of the first efforts 
to quantify the costs and benefits of learning. Our 
discussion in Section 4.2 offers additional data on that 
subject. 

Finally, some work in EBL has explored the “multi- 
ple explanation problem” (e.g., [3]), suggesting ways to 
find a valid explanation when the theory supports mul- 
tiple, possibly invalid explanations (because the theo- 
ries may be incomplete or approximate). This work ex- 
plores instead the “multiple explanation opportunity?’ 
we want to learn as much as possible from the example 
and use a variety of correct theories to derive multiple 
useful and valid generalizations. 

6 Limitations and Future Work 
The current implementation is an early step in the di- 
rections outlined here and has some important limits 
tions. The results cited, for instance, come from a set 
of programs and experiments rather than from a sin- 
gle well-integrated body of code. In addition, as noted 
earlier, the domain knowledge used to guide the system 
must be supplied directly: to generalize across compo- 
nents that play the same role, the system must be told 
explicitly which components match; when generalizing 
across fault families the system must be told explicitly 
which faults are in the family. 

Most fundamentally, we have supplied the human 
with a set of guidelines for thinking about the world, 
rather than a program that automates such thinking. 
When our system draws multiple generalizations, it is 

because we have told it what to do. Our work is thus 
a first step in making such knowledge explicit, because 
we can specify the general framework that led to the 
results, but have not yet automated its application. 

As with all EBL systems, our program could in prin- 
ciple produce all of its generalizations before encoun- 
tering any actual example [6,7]. The heuristic of allow- 
ing experience to trigger generalization depends on the 
belief that the past is a good predictor of the future, 
hence past experience is a useful “seed” from which to 
generalize. This also highlights the utility of multiple 
domain theories: It can be difficult to say in what way 
the past will be a good predictor of the future. Will the 
same conflict sets occur? Will the same components 
fail in the same way? The use of multiple domain the- 
ories allows us to hedge the bet that lies at the heart 
of this heuristic, by simply making several such bets 
about how the past will predict the future. 

Another interesting and pervasive limitation be- 
comes evident in examining the language in which the 
rules are stated. The good news is that, like EBL, our 
system does not need an externally supplied inductive 
bias; the language used to construct the generaliza- 
tions comes from the domain theory. But all we can 
do is use that language as it stands; some of the rules 
could be made both more intuitive and easier to check 
if we could develop the appropriate elaborations of the 
language. 

It would be useful, for example, to be able to rewrite 
~3 in simpler terms. In this case the crucial non-trivial 
knowledge is the recognition that stuck-at-l at the low 
order input to an adder (in this case ~1) will result in a 
symptom that might be called high-by-l. Once given 
this, it is relatively simple to rewrite the rule into a 
form far closer to the normal intuition about this case, 
viz., “if F is high by 1 and G is correct, then possibly Ml 
is stuck at 1 in the low order bit.” The difficult task is 
deriving the initial insight about adder behavior, i.e., 
the connection between behavior described at the level 
of bits (stuck-at) and described at the level of numbers 
(high by 1). 

A second example arises in generalizing to the same 
fault in role equivalent components. As Example 4 il- 
lustrated, when creating those generalizations the sys- 
tem can do only one at a time, rather than capturing 
the entire set of analogous components in a single rule 
that referred to a result “high by a power of two”. 
This is difficult in general; for Example 4 the difficulty 
is recognizing the relevant generalization: each bit rep- 
resents a different power of two. We have speculated 
elsewhere [14] that a design verification might already 
have the information needed. 

7 Conclusion 
All of these are potential directions for useful further 
development. The primary utility in the notion of mul- 
tiple dimensions of generalization, however, is not that 
we can make the process entirely autonomous when 
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it is given only a description of structure and behav- 
ior. The primary utility is rather that the notion of 
multiple kinds of generalizations and the use of such 
models provides to the researcher a source of inspira- 
tion, urging the creation of domain theories that can 
be generalized in ways we might not have thought of 
otherwise. The machinery used to produce those gen- 
eralizations can be improved in many ways; the issue 
here is one of having suggested a set of directions in 
which to work. 

We displayed the result of those new directions by 
showing how five distinctly different general lessons 
can be learned from the single example in Figure 1, 
provided a framework in which those generalizations 
can be evaluated for effectiveness, and documented the 
quantitative speedup provided by one of them. 
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