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Abstract 

Most artificial natural language processing (NLP) 
systems make use of some simple algorithm for 
parsing. These algorithms overlook the inextri- 
cable link between parsing natural language and 
understanding it. 
Humans parse language in a linear fashion. Our 
goal is to develop an NLP system that parses in 
a linear and psychologically valid fashion. When 
this goal is achieved, our NLP system will be ef- 
ficient, and it will generate the correct interpreta- 
tion in ambiguous situations. 
In this paper, we describe two NLP systems, 
whose parsing is driven by several heuristics. The 
first is a bottom-up system which is based on the 
work of (Ford, Bresnan & Kaplan 1982). The sec- 
ond system is a more expansive attempt, incor- 
porating the initial heuristics and several more. 
This system runs on a much larger domain and 
incorporates several new syntactic forms. It has 
its weaknesses, but it shows good progress toward 
the goal of linearity. 

Keywords: Natura.1 Language Processing, Parsing, 
Heuristic Reasoning 

Introduction 
Natural language is inherently ambiguous. Even un- 
ambiguous sentences often contain local ambiguities, 
which cannot be resolved without taking into account 
the overall context. However, despite the prevalance 
of ambiguity, humans are able to process natural lan- 
guage in linear time in the average case. How can we 
develop a natural language processing (NLP) system 
that is as efficient as humans? 

One common area of NLP research is in grammar 
formalisms. Unfortunately, there seems to be a tradeoff 
between the expressiveness of formalisms and the effi- 
ciency of the parsing algorithms that they yield. While 
there is disagreement as to the expressiveness required 
to describe the syntax of English and other natural 
languages, most computational linguists seem t,o agree 
that grammar formalisms which are expressive enough 
to capture the full syntax of natural languages are too 
powerful to yield efficient parsing algorithms. Even 
context-free grammars, one of the simpler formalisms 
widely used, can only be parsed in O(n3) time. Other, 
more powerful formalisms, yield even more inefficient 
parsing algoritlims. 

A common approach to improving parsing efficiency 
is to devise an algorithm which cannot parse all pos- 
sible sentences, but which efficiently parses those sen- 
tences which it can parse. Let us call this the restricted 
purser approach to efficiency. The hope is that the 
parsable sentences correspond to those constructions 
which people use most commonly, and are able to suc- 
cessfully understand; while sentences that cannot be 
parsed, although perhaps technically in the language, 
correspond to pathological examples (for people) such 
as garden paths. For example, Marcus achieved de- 
terminism in his PARSIFAL system (Marcus 1980) by 
limiting the parser’s lookahead to at most three con- 
stituents, and argued that many English garden paths 
require a larger lookahead window. Similarly, Blank’s 
register vector grammar parser (Blank 1989) used a 
finite (and small) number of registers to store previ- 
ous parser states, thereby restricting the parser’s back- 
tracking capabilities. 

While it is beyond the scope of this paper to ar- 
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gue in detail against the restricted parser approach, 
we feel it suffers from two difficulties. First, it is not 
clear that the sentences that these parsers can success- 
fully process really do correspond to those sentences 
which are commonly used by people. In particular, 
psycholinguistic evidence indicates that some sentences 
predicted to be garden paths by theories of limit’ed 
lookahead or limited backtracking are in fact easily 
understood by people (e.g., Crain & Steedman 1985). 
Second, these systems do not gracefully degrade: ei- 
ther a sentence is parsable in linear time, or it cannot 
be parsed at all. ’ NLP systems should be capable of 
parsing unusual syntactic constructions, even if they 
cannot be parsed as efficiently as more commonly used 
constructions. 

As an alternative to the restricted grammar ap- 
proach, we offer an approach based on the use of pars- 
ing heuristics, which are used to select which grammar 
rules to apply at each step in the parse. The heuristics 
utilize a combination of syntactic and semantic infor- 
mation to determine which rule to apply next. While 
these heuristics do not improve our parser’s worst-case 
complexity, we have found that they do improve the 
system’s average-case performance. Empirical testing 
has indicated that t,he system parses sentences in lin- 
ear time on average. In addition to achieving im- 
proved average-case complexity, our system also de- 
grades gracefully. Those sentences which mislead the 
heuristics are still successfully parsed, though not in 
linear time. Another major benefit is that when our 
heuristics succeed, the correct interpretation is gener- 
ated; i.e., the one that a human would generate. 

Our heuristic approach has been implemented as 
part of the LINK system (Lytinen 1992), which is one 
of several unification-based grammar systems (Shieber 
1986). This system uses a bottom-up parser with 
a unification-based grammar and a chart mechanism. 
The particular heuristics we have encoded have been 
inspired by the work of Ford, Bresnan, and Kaplan 
(1982), although we are using an extension of the set 
of heuristics proposed by t(hem. 

In the rest of this paper, we first review some prior 
work on parsing natural language. Then we describe an 
initial system which we implemented, that uses heuris- 
tics to parse a small subset of English in linear time. 
Next, we describe initial attempts at heuristic parsing 
in a ‘real’ domain. Fina.lly, we conclude with a discus- 
sion of some problems we ha.ve encountered and future 
directions. 

Prior Work 

The knowledge of gra,mmars and the a.bility to parse 
input using these grammars has advanced rapidly since 
the advent of the computer. Work in parsing formal 

‘Marcus (1980) d iscusses possible techniques for parsing 
garden path sentences, but, t,hese were not implemented in 
PARSIFAL. 

languages advanced rapidly in the 196Os, and this ad- 
vancement aided the development of programming lan- 
guages and compilers for these languages. These for- 
mal methods have been applied to natural languages, 
but they have met with less success. 

In this section we first discuss some algorithmic ap- 
proaches to parsing, including some results from for- 
mal language theory. After this, we discuss some other 
work that has been done in heuristic approaches to 
natural language parsing. 

Algorithmic Approaches 
Early work on formal languages was done by (Chom- 
sky 1956), h w ere he introduced context free grammars. 
Backus adapted context-free grammars into BNF no- 
tation, which was used for formally describing Algol 
60 (Naur 1963). Efficient algorithms were designed to 
parse regular languages in linear time, significant sub- 
sets of context-free languages in linear t,ime, and all 
context-free languages in cubic time. 

However, natural language is not easily understood 
in formal language terms. The position of natural lan- 
guages on the scale of complexity of formal languages 
is under debate, though most current systems assume 
that natural language is at least context-free. This 
assumption is implied by the use of cont(ext,-free gra,m- 
mar rules. Others, e.g. (Blank 1989), feel t,hat natural 
language is a regular language. Blank’s argument is 
that humans are finite; therefore, our language can be 
defined by a finite automata. We are indeed finite, but 
our language may be more easily described by context 
free rules. 

There has also been work in fast algorithms for pars- 
ing natural language. Tomita (1987) has developed a 
parser which on average case behaves in n-logn time, 
though it is an n-squared worst case algorithm. This 
work is based on Earley’s (Earley 1970) fast algorithm 
work. Its weakness is threefold: first, it functions on a 
restricted context-free grammar. Second, while more 
efficient than many parsers, it is not linear. Third and 
most important, it is not psychologically valid. It gen- 
erates all grammatically valid parses, and humans do 
not do this. Similarly, it has no means of choosing 
the correct interpretation (the interpretat,ion humans 
produce) from all of the grammatical interpretations. 

euristic Approaches 
Early studies of heuristics focused on a small number 
of heuristics which specified parsing decisions. Kim- 
ball (1973) was a pioneer in this field and introduced 
the principles of right association, early closure, and 
others. These heuristics are quite useful, but nothing 
is said about how they are related to each other. 

Another approach was to build a heuristic parser to 
account for linear parsing. Marcus (1980) built PARSI- 
FAL, Ford, Bresnan and Kaplan (1982) built a system 
which exploited their lexical preference heuristic, and 
Frazier and Fodor (1978) built the sausage machine. 
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The main drawback of all of these systems is that t,lley 

functioned only in small domains. It is not clear tllat 
they would scale up to a larger domain. 

Blank (1989) designed a system with linearity in 
mind. His system used a regular grammar with reg- 
isters to account for embedded constructs. This ap- 
proach has certain limitations since some constructs 
can be indefinitely embedded. Furthermore, the num- 
ber of rewrite rules needed for any significant subset 
of English would be enormous. Blank’s heuristics are 
embedded into his parsing mechanism, so he really 
has nothing to say about heuristics. His work does, 
however, provide an excellent statement on linearity. 
Blank’s results are impressive, but again his system 
only works on a small subset of English. 

A System for a Small Domain 
Our first attempt at an efficient heuristic parser was 
based on the work of (Ford, Bresnan & Kaplan 1982). 
The heuristics they implemented included the final ar- 
guments, syntactic preference, and lexical preference 
heuristics. The final arguments heuristic has been 
mentioned by others including Kimball (1973). It 
states that the attachment of the final argument of a 
verb phrase should have low priority; this delayed at- 
tachment allows the final argument to have extra mod- 
ifiers attached to it. The syntactic preference heuristic 
states that a word which is in multiple lexical cate- 
gories should be expanded to the strongest category 
first. For instance, the word that can be a pronoun or 
a complementizer; the pronoun is the stronger category 
so its interpretation as a pronoun should be preferred. 

The most important heuristic is the lexical prefer- 
ence heuristic; it states that lexical items will have a 
preference for certain semantic items. For instance, in 
the sentence The woman positioned the dress on the 
rack, the lexical item positioned will prefer a location 
phrase. For this reason, on the ruciG:should be attached 
to the verb phrase positioned, instead of being attached 
to the noun phrase the dress. It is important to note 
that this heuristic utilizes both syntactic and semantic 
information. 

We implemented Ford et al. ‘s heuristics in the LINK 
system, enhanced with several others of our own. One 
of our heuristics, the phrase creation heuristic, is a 
special case of Kimball’s (1973) right attachment rule. 
The heuristic prefers to attach incoming lexical items 
to the most recent open constituent, provided that 
constituent is an ‘elementary’ one (e.g., noun phrase, 
prepositional-phrase, . ..) rather than a more complex 
constituent (e.g., subordinate clause). Thus, in The 
air force pilots, although force and pilots could be in- 
terpreted as verbs, this heuristic prefers to interpret 
them as nouns, since then the string can be parsed 
as a single noun phrase. Note that this heuristic ap- 
plies only to simple phrases and would not apply to 
a phrase like the house on the hill which contains two 
simple phrases. This heuristic is not perfect, because it 
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is strictly syntactic. For example, in the sentence The 
document will reiterate, will is initially read as part of 
the noun phrase The document will. While this is valid 
a more robust method would read will as a modal verb. 
Eventually the correct interpretation is made, but in 
this example heuristic parsing breaks down. 

Another of our heuristics, the left to right heuristic, 
causes the parser to build constituents further left in 
the sentence before those further right. These heuris- 
tics were simply implemented as a Lisp subroutine. 
The routine was passed a list of the possible rules that 
could be applied at each point in the parse, and re- 
turned the rule which should apply. 
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Figure 1: Near-Optimal Heuristic Parses 

Figure 1 shows the performance of this simple sys- 
tem on a set of sentences from (Ford, Bresnan & Ka- 
plan 1982). The horizontal axis of Figure 1 shows the 
length of the sentence, and the vertical axis shows the 
number of rules applied in parsing the sentence. The 
dotted line signifies the number of rules that the sys- 
tem applies, and the solid line signifies the minimum 
number of rules that can be applied to get the cor- 
rect parse. In general, the minimum number of rules 
increases linearly with the length of the sentence. 

For more than half of the sentences, our system gen- 
erates the correct parse in the minimum number of rule 
applications. The system does no worse t,han 1.5 times 
the minimum number of sentences needed. All of these 
unnecessary rule applications are due to the nature of 
the phrase creation heuristic. 

The success of this system is not surprising. Bres- 
nan implemented these heuristics on a t.op-down sys- 
tem and came up with the appropriate results. It sim- 
ply shows that these heuristics can be implemented in a 
bottom-up parser, using a unification-based grammar. 

A System for an Open Domain 
After completing this simple implementation, we 
started scaling up our system to a more complex set of 
sentences. We chose the corpus from the Fourth Mes- 
sage Understanding Competition (MUC-4) (DARPA 



1992), a collection of 1600 articles from newspapers 
and other sources that describe terrorist events which 
occurred in Latin America during 1989-1991. Here is a 
typical sentence from this corpus for which our heuris- 
tics successfully guide the parse: 

Farabundo Marti National Liberation Front detach- 
ments have conducted the largest military operation 
in the entire history of the Salvadoran conflict in the 
country’s capital. 

To see if our simple heursitic parsing system would 
scale up, we randomly chose a set of 100 sentences 
from the MUC-4 corpus. Using our simple rule se- 
lection heuristics in this test resulted in a miserable 
failure. Unlike Ford et ab.‘s examples, the MUC-4 sen- 
tences tend to be much longer, and contain a much 
wider variety of syntactic phenomena not encountered 
in the earlier examples. In fact, not one sentence was 
completely parsed by the above heuristics; instead the 
parser had to fall back into general search to arrive at a 
complete interpretation. It was readily apparent that 
the few heuristics that we had used would be insuffi- 
cient to handle all of these new sentences. 

Expanding the System 
The new system consisted of many parsing heuristics. 
All heuristics from the earlier system were ported to 
this system. This included the left to right mechanism, 
the simple phrase creation heuristic, the minimal at- 
tachment heuristic, the syntactic preference heuristic, 
and the lexical preference heuristic. 

We also augmented the system with several new 
heuristics. The least complex heuristic was the par- 
ticle grubbing heuristic, which is a method to handle 
compound verbs. For instance, in sentences contain- 
ing the phrasal verb blow up, often the particle up is 
separated from the verb blow. Thus, in the sentence 
The terrorists wild blow the cur up, there is an ambi- 
guity when up is encountered as to whether this word 
should be interpreted as a particle (attached to blow) 
or a preposition (in which case a noun phrase should 
follow). In this situation, the particle grabbing heuris- 
tic prefers to interpret up as a particle. 

We also added several heuristics for determining 
when verbs should be interpreted as part of a sub- 
ordinate clause, as opposed to the main verb of the 
sentence. For example, if a noun phrase was followed 
by a comma and a verb, the verb was interpreted as 
beginning a passive rela.tive clause. For example, in 
two soldiers, shot.. . , the passive interpretation of shot 
would be preferred. On the other hand, without an ex- 
plicit marker such as a comma or a relativizer (‘who’ or 
‘that’), the active interpretation of the verb was pre- 
ferred. Similar heuristics were added for other types of 
clauses, such as infinitive clauses. 

In summary the heuristics that were implemented in 
the extended system were: 

o Psychological Parsing Mechanism Heuristics 

1. Left-to-Right Parsing 
2. Delay Attaching a Phrase Until it is Complete 

o Syntactic Combination Heuristics 

1. Simple Phrase Creation 
2. Particle Grabbing 
3. Conjunctions of Noun Phrases 

o Semantic Syntactic Phrase Combination Heuristics 

1. Create a Pre-Subject 
2. Create a Relative Clause 
3. Create a Sentential Compliment 
4. Create an Infinitival Compliment 
5. Combine a Verb-Phrase with the Subject 

Search Control Heuristics 

1. Combine Large Phrases 
2. Apply a Rule Which Will Complete The Parse 

Another heuristic that we added was a search control 
heuristic. It was only used after standard heuristic 
parsing broke down. It did not function in a left to 
right manner, but combined large adjacent phrases. In 
this context, large phrases are anything that is a simple 
phrase or larger. This counterbalanced the effects of 
syntactic constructs that were not explicitly accounted 
for by the parsing heuristics. This type of heuristic 
can be very useful in a natural language system, but 
it should only be used as a last resort; since it is not 
psychologically valid, it may give the wrong answer 
among ambiguous interpretations. 

Test esu1ts 
Figure 2 shows the results of our test on the MUC-4 
corpus using our enhanced heuristics. The horizontal 
axis shows the length of the sentence, and the verti- 
cal axis shows the number of rules applied in parsing 
the sentence. The solid line shows the minimum num- 
ber of rules needed to generate the correct parse. Our 
system’s performance is broken down into two parts. 
First, the dotted line represents the number of rules ap- 
plied when the heuristics succeed in generating a cor- 
rect parse. 0 n o th er sentences, the heuristics fail to 
generate a complete parse, and the system falls back 
into undirected bottom-up chart parsing. These sen- 
tences are represented by the bold dotted line. In these 
cases, there is still an improvement over parsing with- 
out heuristics, because some structure has been built 
by the heuristics before the system reverts t,o it(s undi- 
rected processing. The result of a completely undi- 
rected parsing (i.e., parsing without our heuristics) is 
shown by the dashed and dotted line. Note that there 
is a ceiling on the chart, and this is represented by the 
top line labeled 500. As sentences get longer, depth- 
first search can lead to thousands of rules being gener- 
ated. 

The heuristics perform quite well, particularly when 
they succeed in generating a complete parse. The sys- 
tem with heuristics performs better than without them 
on all of the sentences. More importantly, when the 
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heuristics succeed, statistical analysis shows that the 
number of rules applied increases linearly with sen- 
tence length. On the 35 successfully parsed sentences, 
using a weighted R2 analysis, the best fit polynomial 
was 4.16 + 2.15x (x = sentence length); R2 = 0.929. 
The ratio is 2.15 the length of the sentence. As in the 
first system, most of these extra rules are due to the 
nature of the simple phrase creation heuristic. 
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Figure 2: Heuristic Pursing Results from. an Open 
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Even when the heuristics fail, the number of rules 
applied is significantly less than without heuristics. 
The reason for this is that the heuristics have built up 
some partial structure. When this is the correct partial 
structure, search from this point is much shorter than 
general search. The heurist-ics 
the size of the search space. 

have, in effect, reduced 

Analysis of Test Results 
Although our test data shows several successes, it also 
shows a number of failures. These failures are an im- 
provement upon prior systems, but they do not achieve 
the dtisired linear parsing time. There are two reasons 
for the failures. First, our heuristics still fail at several 
points, indicating that, they are incomplete. Second, 
many constructs are not accounted for by the heuris- 
tics. 

Virtually all of the heuristics occasionally fail. For 
instance, the relative clause heuristic may not com- 
plete a relative clause. In the sentence fragment the 
iwo people who were killed in the uttuck, the heuristics 

guide the parser to find an interpretation in which the 
relative clause is finished after killed and in 2he atlack 

becomes the location of the people. Similarly, the sim- 
ple phrase creation heuristic occasionally fails; it some- 
times incorrectly combines two adjacent noun phrases 
into one phrase. For instance, in the fra.gment alleged 
terrorists today killed, alleged terrorists is grouped with 
today. This eventually leads to a missing subject. In 
our current system, this type of failure is particularly 
harmful, because the phrase combination heuristics de- 
pend on the correct simple phrases; all phrase combi- 
nations are tried before the original phrases are broken 
into smaller phrases. 

The reason for the failures of these heuristics is their 
lack of semantic knowledge. Except for the lexical pref- 
erence heuristic and the filling of verb frames, all of the 
heuristics we used are purely syntactic. To make them 
more effective, they must use more semantics. In sec- 
tion 3 We explained how the phrase creation heuristic 
fails because of its strictly syntactic basis. A given 
rule is preferred because it is syntactically and seman- 
tically the strongest rule. In this preliminary study my 
heuristics were mostly syntactic. 

The largest problem is that several constructs are 
not handled by the heuristic parser. For instance, only 
the simplest types of conjunction are handled. This 
leads to a deterioration in performance when other 
constructs are encountered. When a conjunctive verb 
phrase is encountered, the system has no choice but to 
fall into general search. The solution for this problem 
is simply encoding more heuristics. 

Finally, it must be noted that this test was run on 

what is still a relatively small domain. The lexicon and 
the set of grammatical rules is insufficient for a larger 
sample of sentences, because lexical, syntactic, and se- 
mantic ambiguity would all increase. As the system 
is made more general, its performance will degrade. 
Occasionally we can fall back on cheap h$uristics and 
general search, but, in the long run, we will need a 
much broader range of heuristics to be successful. 

Conclusion 
We have provided evidence that parsing guided by 
heuristics can be performed on natural language in lin- 
ear time in the average case. While we found many of 
the heuristics suggested in the psychological literature 
to be useful, these heuristics by themselves were inad- 
equate for the range of constructions found in our lim- 
ited domain. Our work indicates that a complete sys- 
tem would require a great number of heuristics. These 
include very broad heuristics, such a5 the left to right 
heuristic; heuristics which apply to several constructs, 
such as the lexical preference heuristics; and narrow 
heuristics, such as particle grabbing. The left to right 
heuristic is so intimately related to the serial nature of 
human natural language processing that it could actu- 
ally be built into the parsing algorithm. On the other 
hand, the particle grabbing heuristic is so dependent 
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on a given lexical item that a special heuristic may 
be needed for each case. Although our current set of 
heuristics is still not adequate to handle all English 
constructions, those that it does handle are parsed in 
linear time by our system. We expect that additional 
heuristics will extend this result to a wider variety of 
constructions. 

Heuristic parsing mechanisms have proven successful 
in small domains, but in larger domains, many more 
heuristics will be required. The problem then becomes 
one of software engineering. How do we encode all 
of these parsing heuristics, and how do we handle the 
potential interactions among them? 

The need for a useful method of encoding pars- 
ing heuristics becomes even more apparent in real do- 
mains. In addition to the large variety of syntactic and 
semantic phenomenon that are encountered in such do- 
mains, there is a greater likelihood of encountering un- 
grammatical texts. From the system’s point of view, a 
sentence may be ungrammatical for two reasons. First, 
the input may simply be improper English. Second, 
the grammar that was provided may be insufficient. 
In either case, there will be a mismatch between the 
grammar rules and the structure of the input, and in 
either case, the system will have to use some kind of 
search techniques to find a reasonable match between 
grammar and input. Another problem is encountering 
unknown words. An intelligent parser can aid or solve 
all of these problems. 

A final note must be made on the encoding of pref- 
erences in the form of heuristics. If a sentence is not 
parsed by an NLP system the way humans parse it, 
it is not parsed correctly. In an ambiguous grammar, 
it may be that several grammatically valid interpre- 
tations can be generated, but if people only generate 
one, then the NLP system must only generate one. 
Since the reason for interpreting sentences is to inter- 
pret them the way that humans do, our systems must 
parse like humans. Thus, any biases in interpretation 
by people must be reflected in search heuristics used 
in an NLP system. 
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