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Abstract 

In planning tasks an agent may often find himself 
in a situation demanding that he choose an action 
that would prevent some unwanted event from oc- 
curring. Similarly, in tasks involving the genera- 
tion of descriptions or explanations of sequences 
of events, it is often useful to draw as many in- 
formative connections as possible between events 
in the sequence; often, this means explaining why 
certain events are not possible. In this paper, I 
consider the semantics of event prevention and ar- 
gue that a naive semantics which equates preven- 
tion with the elimination of all future possibility 
of the event in question is often difficult, if not 
impossible, to implement. I argue for a more use- 
ful semantics which falls out of some reasonable 
assumptions regarding restrictions on the set of 
potential actions available to an agent: (1) those 
actions about which the agent has formed inten- 
tions, (2) those actions consistent with the agent’s 
attitudes (including its other intentions), and (3) 
the set of actions evoked by the type of situation 
in which the agent is embedded. 

Introduction 
Any reasonable theory of action must consider the se- 
mantics of preventing events. This is important in 
planning: an agent may find himself in a situation de- 
manding that he choose an action that would prevent 
some unwanted event from occurring. This is also im- 
portant to tasks involving the generation of descrip- 
tions or explanations of sequences of events: it is often 
useful in such descriptions to draw as many informative 
.connections as possible between events in the sequence. 

A naive definition of event prevention motivated by 
examples such as (la) might base the notion on the 
creation of circumstances in which the event to be pre- 
vented could not occur. Such a definition would count 
too few events as legitimately “preventing,” excluding 
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reasonable cases such as (lb) in which intuition sug- 
gests that the agent who was prevented was somehow 
predisposed to not attempt the desired action in the 
new, resulting situation. 

(la) I prevented him from drinking this water by 
drinking it myself. 

(lb) I prevented him from drinking this water by tak- 
ing it away. 

By examining the use of the verb prevents as it occurs 
in normal language I will argue that its commonsense 
usage is much more restrictive in terms of the set of 
possible futures relative to which it is interpreted. I 
claim that this more restrictive and more useful notion 
is a consequence of reasonable contextual restrictions 
that agents place on the set of potential actions avail- 
able to them: (1) those actions about which the agent 
has formed intentions, (2) those actions consistent with 
the agent’s attitudes (including its other intentions), 
and (3) the set of actions evoked by the type of sit- 
uation in which the agent is embedded (for example, 
in a traffic situation, the set of actions defined by the 
vehicle code). I will show that many of these proper- 
ties need not be taken as axiomatic but rather can be 
seen as deriving from a set of assumptions regarding 
the rational constitution of agents. 

a&ground 
One characteristic of the notion of some event, e, pre- 
venting another event, e’, is that it makes implicit ref- 
erence to an event that never occurs (e’). This sug- 
gests that the semantics must consider future possi- 
bility, only a portion of which might be realized. A 
first attempt at a definition might therefore base it on 
the conditional “if e does not occur, e’ will.” Unfor- 
tunately, there is an obvious problem with this sort of 
definition. Consider the statement, 

(2) The vaccine prevented him from getting smallpox. 

Unintended would be a suggestion that smallpox would 
have inevitably eventuated had the person not received 
the vaccine. A more acceptable definition in terms of a 
model of branching time was suggested by McDermott 

Representation for Actions & Motion 683 

From: AAAI-93 Proceedings. Copyright © 1993, AAAI (www.aaai.org). All rights reserved. 



[McDermott, 19821: e prevents e’ just in case before e, 
e’ was possible, while after e, e’ became impossible. In 
this paper, I will refer to this definition of prevention 
as necessary prevention, for reasons that will become 
clear shortly. Sentence (2) is an example of necessary 
prevention. The problem with the definition of nec- 
essary prevention, as I have already noted by way of 
example (lb), is that it handles too few cases. In fact, 
in the same paper McDermott quotes James Allen as 
objecting to its limited usefulness: a literal application 
of the definition by an agent in the course of planning 
would make it difficult for that agent to be able to 
prevent anything, there being so many things in the 
world outside an agent’s control. In the next section I 
consider the constraining influence that the prevailing 
context, in the form of the beliefs, desires, and inten- 
tions (BDIs) of the agent being prevented, might have 
on the set of actions that should realistically be con- 
sidered “possible,” 

In order to express some of these contextual restric- 
tions, I will draw on a logic of BDI developed by Co- 
hen and Levesque (C&L) [Cohen and Levesque, 19901 
to which I will make a few additions. Their logic mod- 
els belief with a weak S5 modal logic where possible 
worlds are linear sequences of event types; complex 
action descriptions are possible by way of statements 
in dynamic logic. An agent i’s belief in some propo- 
sition 4 is expressed by the statement: BeZ(i, 4). An 
agent’s goals (consistent desires) are similarly captured 
by statements of the form Goal(i, 4). The semantics 
of both Bed and Goad are in terms of two sets of pos- 
sible worlds: one captures the agent’s goals and is a 
subset of the second set which captures the agent’s be- 
liefs. An agent’s intentions are then composite objects 
modeled as persistent goals which an agent will main- 
tain until the action intended is achieved or until the 
agent believes the action is no longer possible. Their 
temporal model is one based on discrete linear time, 
indexed by the integers, with modal temporal oper- 
ators: 04 means 4 is eventually true in the current 
world (which includes the current moment), 04 is de- 
fined as 1014, and later(4) is defined as 14 A 04. 
Their action representation is based on dynamic logic 
in which primitive actions are closed under nondeter- 
ministic choice ((Y ] p), sequencing (a ; ,8), tests (a?), 
and iteration (a*). Conditional actions are defined by 
way of the usual if-then-else statement: [if a then cx 
else ,8] defined as [a? ; cy ] la? ; /?I. Finally, the modal 
operators happens(a) and done(P) refer to the actions 
QI and ,8 as, respectively, happening next or as having 
just happened in the current world-time point (with an 
optional extra argument standing for the agent of the 
action). The reader is referred to [Cohen and Levesque, 
19901 for details on the logic. 

Since we will need to refer to future possibility I will 
introduce the following branching modal operators to 
C&L’s logic: 0~4 means that among all of the possible 
worlds with pasts identical to the real one, there is 

some possible future in which 4 holds. q  B is defined 
again as 10~ 14. F ormally, this can be done as follows. 
Let the set of worlds compatible with world u, at time 
t (written comp(ut, t)) (where, in C&L, T is the set of 
possible worlds and each world is a function from times 
to event types) be: comp(w, t) = {w’ E T 1 w’(t’) = 
w(t) for all t’ 5 t and M, W, t’ /= p iff M, w’, t’ k p for 
each primitive proposition}. This collapses all of the 
worlds with pasts identical to the current world: as 
such it introduces a forward branching structure. The 
operators are then defined as follows. M, W, t b 0~4 
iff for some w’ E comp(w , t) there is a t* 2 t such that 
M, w’, t* /= 4. •~ is then defined in the usual way: 
q  B =def lo B+. 1  wi 1 1  1  a so make use of an operator, 
+, which I will define as follows: 

e + e’ =def happens(e) 3 +zter(huppens(e’)) 

which can be glossed as stating that e is not followed 
by e’. 

In this paper, I will adopt a common convention in 
which an event can have more than one type or de- 
scription associated with it [Davidson, 1989; Goldman, 
1970; Pollack, 19861. Alternative descriptions of a par- 
ticular instance of an event are often conditioned either 
on the prevailing circumstances at the time of occur- 
rence or on the previous event history. To use a typi- 
cal example, flipping a switch can also be described as 
turning on a light just as long as the switch and light 
are connected and functioning in the appropriate man- 
ner and just as long as the light was not already on. 
C&L allow predications over events in order to support 
this convention. This requires, however, second order 
statements in order to quantify over those predications. 
Instead, in this paper I add a predicate type(el, ez) to 
their language which is true at a particular world-time 
point if e2 is an alternative type for ei. That is, one 
might have 

IV, w, t b happens(e) 
Atype(e, flip- switch) A type(e, turn-on) 

The act of preventing some event will then be treated 
as an act whose type is, among others, a prevention of 
that event. In general, when referring to a prevention 
I will be referring to a particular event token (an event 
type occurring at a specific world-time point) as pre- 
venting some event type. Given this, the definition of 
necessary prevention can be expressed symbolically as: 

type(e, prevents(e’)) f 
happens(e) A q  g[e + e’] A Oghuppens(e’) 

An alternative, common definition ([Jackendoff, 
19911) equates prevention with causation of a particu- 
lar sort. Assuming, for the moment, that one has an 
adequate treatment of negative events, the definition 
is the following: 

er PREVENTS e2 .iff. eiCAUSES (NOT ea) 
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As Shoham observes [Shoham, 19881, however, the 
two behave quite differently counterfactually: ei PRE- 
VENTS e2 entails that if ei hadn’t occurred, e2 could 
have occurred, but need not have’. Whereas ei 
CAUSES (NOT e2) entails that if ei had not oc- 
curred e2 would have. Another approach has been sug- 
gested by Shoham, who defines prevention according to 
the form that the causal rules actually take. Briefly, 
Shoham’s suggestion is to count the “exceptional con- 
ditions” in causal rules (usually represented with “ab- 
normality” predicates) as preventing conditions. One 
problem with this suggestion is that it does not address 
contextual effects, involving, for example, the agent’s 
mental state in delimiting the space of possibilities that 
agent is willing to consider. 

Finally, note that though many of the examples I 
will discuss refer to past preventions (for example, (la), 
(lb), (W, th e issue of the evaluation of the associated 
counterfactual - for example, in the case of necessary 
prevention, “if e had not occurred then e’ would have 
been possible” - is an issue which is, I believe, orthog- 
onal to the matters with which this paper is concerned: 
namely, the conditions which must hold at some world- 
time pair (w, t) such that one is justified in claiming 
that some event, e, occurring at (w, t), will prevent 
the occurrence of some later e’, irrespective of how one 
should counterfactually reconstruct the state, (w, t), 
from a later state. 

Agent-Centered Notions of Event 
Prevention 

In order to derive a more manageable definition of 
event prevention - one that does not suffer from 
Allen’s objection - I will examine the role of context 
in the interpretation of natural language statements 
involving the verb prevents. Consider first what ap- 
pears to be a simple instance of necessary prevention 
as I have defined it: 

(3) I prevented him from drinking this glass of water 
by drinking it myself. 

Previously, I said that before some event was prevented 
it need only have been possible. However, in (3) in 
which an action is prevented, this does not seem quite 
right. If the individual in question does not intend to 
drink the water, say, because he is not even in the room 
and thereby unaware of the glass of water, then, even 
if (3) satisfies the conditions of necessary prevention, 
it hardly seems to represent a justified claim. Consider 
another example: suppose someone is standing next to 
a window and I claim that by standing between that 
person and the window I thereby prevent the person 
from being shot. This seems justified only if I was 
aware of someone trying to shoot that person in the 
first place. Sometimes these beliefs might only be de- 
faults: for example, if the president is visiting a hostile 

1 

Will 

Actually, this is not quite 
discuss this further in the 

correct if e2 
next section. 

is an action. I 

country one can claim to prevent an attempt on his life 
- say, by keeping him indoors - if one is justified in 
assuming that an attempt might be made in that sort 
of situation. 

Continuing with (3), suggesting that the agent must 
intend the specific action in question and therefore be 
committed to its execution, is not completely right ei- 
ther: consider the situation in which two glasses are 
in front of the agent and (3) is uttered. For the claim 
in (3) to hold it seems only necessary that the agent 
intend to drink (generic) water (call this act-type cy), 
either glass believed by the agent to be an acceptable 
choice (call one of these e’). The agent may have com- 
mitted to drinking the referenced glass of water or re- 
mained uncommitted; but the agent should not have 
committed to another choice. That the agent must be 
aware of these choices is necessary otherwise we could 
claim an event as prevented even though the agent 
never believed that event to be a possibility. From this 
it seems that the following amendment to the definition 
of necessary prevention of some e2 by ei is needed: 

PRl) 
(i) The agent, A, who is the patient of the pre- 
vention, intends some act o (ii) there is some act, 
e’, which A believes is of type o, and (iii) e’ is of 
type e2, (iv) the agent has at most committed to 
e’. 

In (PRl), the qualification in (ii) that it need not be 
a fact that A can do (Y by doing e’, but rather that A 
need only believe that the relation holds together with 
(iii), is crucial for handling cases of the prevention of 
the unintended side-effects of an agent’s intended ac- 
tions. In the following variation of (3), if the glass 
actually contains alcohol, but agent A doesn’t know 
it, one is justified in stating that one can prevent the 
agent from getting drunk (e2) by drinking the glass 
oneself, even if the agent does not intend to become 
drunk but only intends to drink water (o), since, as 
far as A knows, drinking from that glass (e’) will sat- 
isfy that intention. In this example I am making the 
following assumption regarding the agent’s rationality: 
intentions are always as specific as possible. Therefore, 
if one intends to drink something cold one doesn’t also 
intend to drink some particular water out of some par- 
ticular glass. So the more general intention is super- 
seded by the more specific one as soon as it is formed. 
The need for the referenced qualification in (ii) is a con- 
sequence of an observation made by [Bratman, 19871 
that an agent, in general, does not intend all of the side 
effects of his actions. It is also meant to capture some 
sense of agent A’s awareness of available possibilities; 
lack of awareness being modeled by lack of belief that 
some event is of some specific type. 

I will express (PRl) in Cohen and Levesque’s logic 
in the following way. First define a notion of potential 
action relative to some arbitrary agent i: 
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poss(e2, i) G 
3ct?le’3z.intentionu!(e’) A intends(i) CV) 
AlBed(i, lhuppens(i, CC; e’; type(e’, a)?)) 
AOBhuppens(i, x; e’; type(e’, es)?) 

these are the actions (ez) we believe might eventuate 
by virtue of the fact that they depend on a prior in- 
tention on the part of some agent. Note that rather 
than introduce another accessibility relation for these 
potential actions, I have chosen to express the restric- 
tion with the available modal operators from C&L’s 
logic, much as Moore did in defining ability deriva- 
tively, by way of knowledge axioms[Moore, 19851. The 
requirement that the e’ in the definition of poss be 
“intentional” seems necessary because not all actions 
are of the sort requiring a prior intention; only those in 
which the prior intention has “causal force.” Consider, 
the following. 

(4) The carpet prevented him from slipping. 

This certainly does not suggest that the agent must 
have had the prior intention to slip. Other cases in- 
clude the more problematic variety of “intention-in- 
action” ([Davidson, 1989; Anscombe, 19631). 

Returning to the definition of poss, the last three 
conjuncts capture conditions (i),(ii), and (iii) of (PRl). 
In order to handle condition (iv) we need some sort 
of closed-world assumption with respect to intentions. 
The third conjunct states that there is some possi- 
ble future in which the agent believes doing ei will 
result in the performance of a. A statement of 
BeZ(i, huppens(z; e’; type(e’, a)?)) would have instead 
said that agent i was certain that the referenced se- 
quence occurred next. The last conjunct states that 
the agent might be wrong or might not be aware of 
other descriptions for that event (e’). We can then de- 
fine the following notion of agent-centered prevention: 

type(el , prevents(e2, i)) Z 

Ahappens 

Aposs(e2, i) A q  B(el + e2) 

This says that ei prevents e2 from the point of view of 
the set of potential actions of agent i, where e2 is an 
action the agent might perform as a side-effect of some 
other action. I refer to this definition as agent-centered 
since its semantics must explicitly appeal to an agent’s 
attitudes. Note that (PRl) immediately suggests a 
useful planning strategy: if we desire to prevent some 
o and we know that a is not intended, then no action 
on our part is necessary since, as far as we know, the 
action we desire to be prevented will never eventuate. 
A further simple strategy, falls out of the fact that e’ 
is considered a possibility simply by virtue of the fact 
that it is an option that agent i considers possible. This 

suggests that one can also prevent an agent from per- 
forming some action by forcing the agent to only believe 
that the conditions for prevention obtain, even if they 
actually don’t; that is if BeZ(i, type(e, prevents(e’, i))). 
Of course, agent i can hold the belief that e will pre- 
vent e’ without having any reason to believe that e will 
actually occur. 

Some statements which refer to an event prevention 
are inherently statements about the “abilities” of an 
agent. For example, consider: 

(5) Going to the 
the seminar. 

meeting prevented her from atten ding 

in which there was no intention 
Contrast this example with: 

to attend the seminar. 

(6) The phone call prevented her from attending the 
entire meeting. 

in which a prior intention to attend the entire meeting 
is required. Example (5) is a statement that reflects 
the inherent abilities of the agent while (6) makes a 
statement about the necessary future. This is clear if 
one considers the associated counterfactuals. In the 
case of (5), we can say that “If she hadn’t gone to the 
meeting she could have attended the seminar (whether 
or not she had intended to or not),” whereas in (6)) we 
can say that “If she hadn’t received the phone call she 
would have attended the entire meeting. 

In certain situations, an agent may not have fixed 
on any particular intention but might only be deliber- 
ating over the various alternatives that could achieve 
some desired goal. For example, consider an agent em- 
bedded in a traffic situation with a goal to arrive at 
a particular address. Prior to forming any intentions 
regarding actions to achieve its goal, the agent may 
consider many possible actions available in that traffic 
micro-world. In cases such as these, where it is difficult 
to be certain about which actions might play a role in 
an agent’s plan, we must either weaken the definition 
of poss(e, i) to actions desired - but not necessarily 
intended - by an agent or consider means for neces- 
sary prevention under the restricted causal structure 
of that particular microworld. Consider the second al- 
ternative by way of the following example: 

(7) The red light prevents him from turning left. 

Suppose that in this example the agent’s intentions 
are not at issue. Here it appears that the current con- 
text, prescribed by the content of the vehicle code, con- 
strains the set of actions the agent is disposed to con- 
sider, even if the agent is aware of possibilities outside 
that set. Alternatively, one could explain this exam- 
ple by suggesting that the agent has a constant back- 
ground maintenance goal or intention to “not break 
the law” and that this goal is serving to constrain the 
actions about which it will deliberate. Although, seem- 
ingly formally equivalent, it appears that the first alter- 
native is to be preferred on practical grounds: under 
the second alternative the agent would have to con- 
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tinually deliberate regarding the consistency of a con- 
sidered .action with the maintenance goal in question, 
and would be forced, at the same time, to consider its 
entire stock of beliefs and potential ‘actions. Further, 
in the case of the constant background intention, an 
agent would normally almost always be “intentionally 
not breaking the law.” This seems somehow to cor- 
rupt the use of the concept of prior intention, in the 
sense that intentions are “formed” for the purposes of 
guiding future actions until they have been realized. 

I propose to handle this case by modifying the tem- 
poral portion of the logic so that a model now includes 
not only the set T of possible worlds but also, a set 
{G,C2, "', Cn}, where each set Cl (w, t) is a nonempty 
subset of T; the case of n = 1 reduces to the earlier 
version of the logic with comp(w, t). Each Ci can be 
viewed as a sort of cont’ext; the entire set of contexts 
forming a lattice structure closed under meet and join 
operations, I-I and LJ, corresponding to intersection and 
union of possible worlds in the model; with a partial 
order 3 defined on the set (Ci fl Cj 5 Cj ) Each Ci 
will be consistent with some set of causal rules which 
constraint the structure of possible worlds in the set. 
The definition for satisfaction would then be modified 
as follows:* ? 

ww I= CznC3 oB$ iff 

M, w, t kc1 0~4 and M, 20, t kc3 0~4 

where, as before, hf,w,t kc* DiumondB4 iff 
M, w’, t’ b 4 for some t’ 2 t and some w’ E Ci(w, t). 
One could then have a particular set of causal rules in 
each context which defined the necessary or possible 
actions sanctioned by that context. For example, con- 
sider the following simple set, relative to some model, 
world, and time: 

/=“’ obstucZe(dir) > 
q  Bl(huppens(e) A type(e, turn(dir))) 

kc2 green(Zight) > OB(huppens(e) A type(e,proceed) 

kc2 red(Zight) > 
lOB(huppens(e) A type(e,proceed)) 
AlOB(huppens(e)eA type(e) turn(left))) 

That is, in Cl if there is an obstacle in some direction, 
dir, one may not turn into that direction; while in C:! 
if there is a green light one can proceed and if there is 
a red light one may not turn left or proceed forward. 

Given these axioms, we then might have: 

I= cm2 happens(e) A type(e) red(Zight)) > 
type(e,prevents(turn(Zeft))) 

In other words, in the everyday context of a typical 
driver, a red light will prevent a driver from turning 
left while, in a less specific context we might have, 

kc1 happens(e) A type(e) red(Zight)) > 
+ype(e,prevents(turn(Zeft))) 

as desired (where cl fl c2 3 cl). I explore such a re- 
striction on actions in more detail in [Ortiz, 19931. 

Consider now the following, slightly different exam- 
ple which demoristrates an even more restrictive notion 
of prevention. In the situation following this utterance, 

(8) I prevented him from drinking this water by telling 
him it was poisoned. 

the action,of drinking the water is still certainly possi- 
ble though, unlike the case in (3), no longer desirable. 
So, while in (3) the agent had the intention to drink 
the water, my statement of (8) causes the agent to drop 
its intention thereby rendering the action “impossible.” 
In this case, the intention must have been relativized 
to some belief, as suggested in [Cohen and Levesque, 
19901; such a belief representing a justification or rea- 
son for forming and maintaining the intention. The 
justification might be of the form “the x substance is 
water and there is nothing abnormal about it.” 

The balance of an agent’s goals and intentions will 
also serve to filter the options he is disposed to consider 
[Bratman, 19871. For example, consider the situation 
illustrated in Figure 1, abstracted from the video game 
discussed in [Chapman, 19921. In this example, there 
is a character called the Amazon (A) who wishes to 
get to an object called a Scroll (S). Scrolls are only 
activated for a limited period of time. The Amazon 
has two possible routes by which to get to the scroll: 
either via door d or via door d’. Several demons (D) 
are blocking door d; although the Amazon is perfectly 
capable of destroying them she still chooses door d’ 
because it takes time to destroy a demon and in so 
doing the Amazon would not be able to get to the 
scroll in time. In this sort of situation, one would be 
perfectly justified in asserting: 

(9) The demons prevented the Amazon 
through door d. 

from exiting 

even though the action claimed to be prevented is cer- 
tainly still “possible.” Note that crucial to a correct 
treatment of this example is the previous observation in 
(PRl) that the Amazon could not have already formed 
the intention to take some other option (door d’). In 
that case, we would not be justified in claiming the 
prevention. This property falls directly out of a the- 
orem from [Cohen and Levesque, 19901 on intentions 
providing a screen of admissibility: 

intends(x, b) A q  beZ(x, a #+ b) > +ntends(x, a; b) 

That is, if an agent intends b, but the agent believes 
that a prevents b then -the agent will never form the 
intention to do a; b. Therefore, if the intention is never 
formed, it cannot be considered a potential action. 
This example suggests that one can prevent an action 
either by preventing the physical act behind it or creat- 
ing circumstances in which the physical act either cre- 
ates additional unintended effects or does not realize 
its intended ones. In some cases, the prevailing context 
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Figure 1: Taking an agent’s plans and goals into ac- 
count. The Amazon wants to get to the readied scroll 
before it changes state. It is “prevented” from exiting 
through door d by virtue of its existing commitments. 

might render impossible the successful prevention of 
the physical act itself. For example, if a pitcher wishes 
to prevent a player from hitting a home run, unavail- 
able to him is the act of tying the hitter’s hands behind 
his back (for the same reason I argued explained (7)); 
unhappily, he must resort to more traditional means 
such as by catching the corner of the plate with a fast- 
ball. 

Conclusions 
I began with the observation (originally due to Allen) 
that cases of necessary prevention are often almost im- 
possible to enforce. In particular, the definition of nec- 
essary prevention seemed not to be at the heart of the 
interpretation of the natural language event descrip- 
tions I discussed. This led to my suggestion for a more 
restrictive, agent-centered version of the definition that 
took into account an agent’s mental state as well as the 
constraining effect of the current situation on the set 
of actions an agent was disposed to consider. I ar- 
gued that an agent’s intentions figure prominently in 
determining the contents of that set of potential ac- 
tions. I then demonstrated that many cases of preven- 
tion fall out of a theory of the rational constitution of 
agents: agents will generally not consider actions that 
conflict with current commitments captured in their 
intentions. I went on to suggest an extension to Cohen 
and Levesque’s BDI logic in which alternative causal 
microworlds, represented as alternative sets of possible 
worlds, capture useful and common restrictions that 
agents make to the set of actions about which they 
will deliberate. Finally, these observations suggested 
a number of planning strategies: for example, one can 
prevent an agent from performing an action by forcing 
the agent to drop its intention, by causing the agent to 
believe that the action is no longer possible, by creating 
circumstances in which the action would either inter- 
fere with the realization of other intentions or would 
introduce unintended effects, or finally by restricting 
consideration to the smaller micro-world in which we 

believe the agent is currently focusing upon. Such 
strategies never represent sure bets, nevertheless, they 
do represent good bets and certainly more tractable 
strategies for getting by in the world. 
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