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Abstract 
The statistical basis for sense resolution decisions is 
arrived at by the application of a process to a corpus of 
instances. In general, once the process has been applied to 
the corpus, the system contains both some residual 
representation of the instances and some explicit 
augmentation of that representation with information that 
was implicit in the corpus. For example, part of the 
residual representation of He feels happy on Fridays might 
be the (word sense) pair (happy feel-as-emotion), and part 
of the augmentation might be the probability of happy 
co-occurring with the sense of feel as an emotion. We 
show that for the simple residual representation of (word 
sense) pairs, the existence of such a representation in and 
of itself captures much of the regularity inherent in the 
data. We also demonstrate that augmenting the residual 
representation with the actual number of times each pair 
occurs in the training corpus provides most of the 
remainder of the power of probabalistic approaches. 
Finally, we show how viewing this residual representation 
as a form of episodic memory can enable symbolic, 
knowledge-rich systems to take advantage of this source of 
regularity in performing sense resolution.’ 

1. Introduction 
Word sense resolution, deciding among the multiple 

possible meanings for a polysemous word, is a standard 
problem in natural language processing. Along with 
structural ambiguity, it is one of the main potential 
sources of intractability in computational natural language 
systems. Early symbolic solutions, e.g. (Hirst, 1987; 
Small & Reiger, 1982; Wilks, 1975), were problematic 
because they required large amounts of hand-crafted 
knowledge. As a result, they scaled neither within nor 
across domains. The knowledge-lean response to those 
efforts has been to concentrate on a variety of statistical 
solutions (including neural nets) that compute, in one 
form or another, the probability that a given sense of a 
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particular word will occur in a particular context. Such 
co-occurrence information has been used to drive sense 
resolution in tasks ranging from automatic text-tagging, 
through information retrieval, to machine translation. 
Although statistical methods have not been demonstrated 
to achieve human-like accuracy in performing the task, 
they have the advantage that they scale easily, making 
them useful for large, unrestricted corpora. 

If human levels of accuracy and computational ease are 
the eventual goal, the knowledge-rich/knowledge-lean 
dichotomy cannot persist. While it is unclear whether 
human levels of performance can be achieved without 
access to the actual knowledge sources humans use, the 
empirical evidence clearly indicates that statistical 
techniques alone will not suffice. Indeed, many 
statistically-based systems have had their performance 
improved significantly by the addition of comprehensive, 
readily-available knowledge sources in the form of on- 
line artifacts, e.g. parallel texts (Brown et al, 1991; Gale, 
Church & Yarowsky, 1992a) or a thesaurus (Yarowsky, 
1992). 

What has been lost in the initial move away from 
knowledge-based systems, and what has not been 
recovered in the current move toward artifact-based 
knowledge, is the fundamental question of exactly what 
knowledge source statistical techniques gain access to. A 
recent study by (Leacock, Towel1 & Voorhees, 
1993a) compared three corpus-based statistical methods 
for sense resolution (details appear in Section 4, below). 
They concluded that “the response patterns of the 
classifiers are, for the most part, statistically 
indistinguishable from one another.” This is an evocative 
result that seems to indicate that each of these techniques 
is getting at essentially the same source of regularity (and 
further, that there is a limit to how much that source of 
regularity can contribute to a solution to the problem). 

The motivation for the work described in this paper is 
the desire to understand the results of Leacock and others 
from the symbolic, knowledge-rich point of view. Having 
done so, we could imagine a symbol system that uses 
standard knowledge sources for sense resolution (e.g. 
syntactic and semantic regularities) when they are 
available, but which can fall back on this alternate 
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knowledge source when the standard sources are not 
available. Our more immediate goal is to answer three 
questions: What is the essential nature of the knowledge 
source? What is the simplest method for capturing its 
regularity? How effective is that method, compared to 
existing non-symbolic techniques? 

2. The episodic knowledge source 
The statistical basis for sense resolution decisions is 

arrived at by the application of a process to a corpus of 
instances. Both the process and the definition of what 
constitutes an instance may vary in detail and/or 
complexity across systems. In general, however, once the 
process has been applied to the corpus, the system 
contains both some residual representation of the 
instances and some explicit augmentation of that 
representation with information that was implicit in the 
corpus. For example, in applying a Bayesian-style 
classifier to the instance He feels happy on Fridays with 
the task of discriminating among the meanings of feels, 
the system might acquire (word sense) pairs like (happy 
emotion) and (Fridays emotion), then augment these 
pairs with the likelihood of each word’s co-occurrence 
with each sense. To answer the first two of the questions 
posed above, we looked for ways to simplify the 
information that was being used to augment the residual 
representation. This led us to consider two processes: 
1. EMO, in which the residual representation of (word 

sense) pairs remains unaugmented, and 

2. EMl, in which the residual representation of (word 
sense) pairs is augmented only by the number of 
times each pair occurs in the corpus. 
An example of the output using EM0 for a sample 

drawn from the duty corpus is shown in Figure 1 (the 
corpus is described in Section 3). At the top of the figure 
are three instances (single sentences), one from each of 
the three senses represented in the corpus: tax (sentence 
l), responsibility (sentence 2), and work (sentence 3). 
The (word sense) pairs below the sentences show the 
unaugmented residual representation. The output for 
EM1 for this sample would augment each pair with a one 
(because no word is repeated for any of the senses), 
recording both existence and number. 

Once a classifier has been built by processing the 
training portion of the corpus it is used to assign a word 
sense to the target item in each instance of the test set. 
Selecting the sense of the target item using a Bayesian- 
style classifier is generally done by computing for each 
sense the sum of some function of the conditional 
probabilities over all tokens in the instance, then selecting 
the sense with the largest sum. In contrast, EM0 and EM1 
assign a sense to the target word using the following 
algorithms: 

0 EMO: For each word in the sentence, increment by 
one the counter for each sense of the target word for 
which there is a (word sense) pair. Choose the sense 
with the largest counter, deciding randomly among 
ties. 

@ EMl: For each word in the sentence, increment the 
counter for each sense of the target word by the 
number of times that (word sense) pair appeared in 
the training set unless the (word sense) pair occurred 
at least once for each sense. Choose the sense with 
the largest counter, deciding randomly among ties. 

The added condition in EM1 helps to ameliorate cases in 
which, for example, a function word like the happens to 
appear more often within the subcorpus for a given sense 
than any content word appears within any sense. Under 
those circumstances the sheer number of instances of the 
would swamp any discriminating power in the content 
words. Of course, EM0 does not require this condition 
because a word for which there exists a record for each 
sense cannot change the outcome of the decision. 

The label EM0 stems from the observation that the 
output of this process is a simple, albeit distinctly non- 
human-like, episodic memory. No existential co- 
occurrence information is lost by the process, although a 
great deal of other explicit information is ignored and no 
implicit information is recovered. That EM0 is less 
powerful than statistical techniques seems uncontroversial 
since it clearly extracts less information from the data; 
during test, no frequency information is available. EM0 
is a member of what Barnett calls distance-free heuristics. 
Distance-free heuristics give 

a partition of the set of structures into equivalence 
classes, class0, classl, class2, etc., where classN is 
preferred to classN+l, but no assumptions are made 
about relative distances. Formally, this induces an 
ordering that is isomorphic to an initial subsequence of 
the natural numbers, while probability distributions 
are isomorphic to the reals. So there are two 
differences between distance-free heuristics and 
probability distributions: 1) probability distributions 
have arbitrary precision (between any two objects you 
can always squeeze a third - actually an infinite 
chain of objects) and probability distributions have a 
well-defined sense of distance (Barnett, 1993). 

Since EM0 records only existence, it places all the 
structures in its residual representation in the single class, 
class0. It is also in this sense of being distance-free that 
we claim that EM0 is intrinsically less powerful than 
prevailing statistical approaches. 

EM1 is, of course, a slightly more sophisticated version 
of EMO, sitting somewhere between a frequency- 
independent approach and a probabilistic representation. 
The key piece of information that is omitted from EM1 is 
the meta-information which usually plays a modulating 
role on the raw counts (e.g.the total number of 
instances/sense or the total size of the corpus as a whole). 
If we broaden our perspective for a moment to consider 
sense resolution within the context of a more complete 
natural language processor, this means that a statistical 
approach must know at learning time every class of 
decision for which it will need to use this exemplar as an 
instance. Only then can it track the number of instances 
in the corpus for each class and augment the residual 
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Instances: 
1. The agencies pay no other duty or tax on their operations in Ethiopia. 
2. Therefore I have a duty to stop the case. 
3. The two men continue to have other duties at the firm. 

Output from FMO: 
(a responsibility) (on tax) 
(agencies tax) (operations tax) 
(at work) (other tax) (other work) 
(case responsibility) (pay tax) 
(continue work) (stop resopnsibility) 
(ethiopia tax) (tax tax) 
(firm work) (the responsibility) (the tax) (the work) 
(have responsibility) (have work) (their tax) 
(i responsibility) (therefore responsibility) 
(in tax) (to responsibility) (to work) 
(men work) (two work) 
(no tax) 

Figure 1: EMO’s residual representation of a subset of the duty corpus. 

representation(s) accordingly. EMl, on the other hand, 
requires no such augmentation. Thus, EM1 cannot 
determine any notion of “true probability” at decision 
time (but it may be able to use the information in the 
residual representation more generally - we will touch 
on this again at the end of Section 5). Is EM1 distance 
free? Although EM1 clearly induces an ordering that is 
isomorphic to an initial subsequence of the natural 
numbers, there is a meaning to the relative distance 
between classes. While EM1 is not strictly distance-free, 
its lack of arbitrary precision argues that in this sense, as 
well, it is less powerful than full statistical approaches. 

The remainder of this paper proceeds from the 
assumption that the knowledge source whose regularity is 
captured by statistical techniques is simply a type of 
episodic memory2, and that EM0 and EM1 are two of the 
simplest methods for capturing the regularity in that 
knowledge source. In the next two sections we examine 
how this view fairs empirically. 

3. Experiment I: The duty corpus 
Our pilot experimental results are based on data 

provided by George Miller and Ben Johnson-Laird of the 
Princeton Cognitive Science Laboratory. They explored 
the possibility of increasing the accuracy of sense 
resolution decisions using a novel form of artifact-based 
knowledge, the WordNet lexical database (Miller et al, 
1990). Their pilot study used a Bayesian-style classifier 
on both semantically tagged and untagged versions of a 
corpus containing, sentences from the Wall Street Journal 
for three senses of the word duty. Figure 2 shows the 
tagged version of sentence 1 from Figure 1, with the 

2For a differing view, specifically that statistical methods are 
recovering some approximation to the topical information provided by 
the discourse, see (Leacock, Towel1 & Voorhees, 1993b).” 

categorization of content words into WordNet synonym 
sets given between the markers <s> and ds> (tags 
slightly modified to save space). The figure also gives 
some indication of the labor involved in producing such a 
corpus, and the reason this particular method for 
incorporating WordNet into the sense resolution task was 
abandoned (Johnson-Laird, 1993). 

<stn>4922dstn> 
<w>“dw><tag>’ ‘dtag> 
<w>Thereforedw><s>[adv.all.O]c/s><t>RBdt> 
<w>,dw><t>,dt> 
<w>Idw><t>PPdt> 
cw>havedw><s>[verb.poss.4]ds><t>VBPdt> 
<w>adw><t>DTdt> 
<w>dutydw>cs>[noun.act.O]ds><t>NNdt> 
<w>todw><t>TOdt> 
<w>stopdw><s>[verb.social.O]ds><t>VB</t> 
<w>thedw>ct>DT</t> 
<w>casedw><s>[noun.act.O]ds><t>NNdt> 
<w>.dw><t>.dt> 

Figure 2: Tagged version of sentence 1 from Figure 1. 

3.1. Description 
Miller and Johnson-Laird provided a duty corpus 

containing three subcorpora with 45, 49, and 46 instances 
for the three senses tax, responsibility, and work 
respectively. In addition, they provided results for the 
performance of their Bayesian classifier under three 
experimental conditions: 

0 Condition A: weights were computed for each sense 
and word (i.e. the token between <w>dw> markers) 
in the training set, and the highest sum used during 
test. 

e Condition B: weights were computed only for non- 
function words during training, the highest sum was 
used during test. 
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0 Condition C: as for Condition B, but weights were 
also assigned to members of a word’s synonym set if 
that member did not already appear in another sense. 
For example, in the sentence in Figure 2, the weight 
for stop would have been assigned to halt as well. 

The performance of EM0 and EM1 under each of these 
conditions conforms to the descriptions given above, with 
“weights” being computed as outlined in the previous 
section. 
3.2. Results and discussion 

Recall and precision results for the Bayesian classifier, 
EMO, and EM1 under each condition are shown in Figure 
3. The values for the Bayesian classifier reflect only a 
single run over the data, using 30 sentences from each 
subcorpus for training and the remainder for test. The 
values for EM0 and EM1 are averages over 25 runs, with 
each run randomly selecting 30 sentences from each 
subcorpus for training and using the remainder for test. 

Process 

Bayesian 

EM0 

EM1 

Measure 

Recall Precision 

Figure 3: Recall and precision for each classifier, 
by experimental condition. 

It is clear from the values in Figure 3 that all three 
classifiers perform comparably in Condition A but that 
EM0 and EM1 do not perform as well in Conditions B 
and C. It is unclear whether the discrepancy in Condition 
B is significant because of the small number of runs for 
the Bayesian classifier. The discrepancy in Condition C 
seems significant regardless, but may well be due to an 
inconsistency between the two experiments during the test 
phase. The Princeton data was collected using semantic 
tagging information during both training and test in 
Conditions B and C; our experiment used untagged data 
during the test for all conditions3. It is impossible to tell 
whether this accounts for all of the discrepancy without 
an item-by-item comparison for a single data set using all 
three classifiers. If it is the source of the difference, 
however, this result may indicate that synonym expansion 
does not help significantly in a realistic test setting. 

“Johnson-Laird writes, “ . ..my motivation was to discover in an ideal 
world whether using expanded training data (i.e. synonyms) would help 
disambiguation... The advantage of using semantically tagged test data, 
was that word matches would be done via sense identity, rather than 
lexicographic form (Johnson-Laird, 1993).” 

4. Experiment II: The line 
Our second experiment sought to compare the 

performance of EM0 and EM1 with the three statistical 
methods reported in (Leacock, Towel1 & Voorhees, 
1993a). Claudia Leacock of the Princeton Cognitive 
Science Laboratory provided the 4136 instances from the 
Wall Street Journal and APHB4 corpora. Each instance 
consisted of a two sentence context: a sentence that 
contained one of six senses of the noun line and the 
sentence that preceded it5. When the preceding sentence 
also contained line, the context was extended back to 
include a third sentence. Figure 4 shows a sample 
instance, taken from the subcorpus for line as cord. 

The set, designed by Mr. Hall’s longtime associate 
Eugene Lee, has the audience divided in half, facing 
a central playing area. Off to one side -- representing 
the “have-nots” of Louisiana -- is a broken-down 
shack with a woodpile and a wash line. 

Figure 4: A sample instance of line as cord. 

4. I. Description 
The line corpus is divided into subcorpora for each of 

the following six senses: cord (e.g. wash line, 373 
instances), division (e.g. line between right and wrong, 
376 instances), formation (e.g. ticket line, 347 instances), 
phone (e.g. phone line, 429 instances), product (e.g. 
new line of cars, 221 1 instances), and text (e.g. a line of 
poetry, 400 instances). In each run, the test set consisted 
of a randomly chosen subset of 200 instances from each 
subcorpus for training, and a randomly chosen 149 
instances from the remainder of each subcorpus for test6. 
The three statistical processes compared in (Leacock, 
Towel1 & Voorhees, 1993a) were a Bayesian-style 
classifier developed by Gale, Church, and Yarowsky 
(Gale, Church & Yarowsky, 1992a), a content-vector 
approach based on (Salton, Wong & Yang, 1975), and a 
neural net. The reader is encouraged to see (Leacock, 
Towel1 & Voorhees, 1993a) for full descriptions outlining 
the particular details of each approach; here, we present 
only a brief overview. 

The Bayesian approach: relies on Bayes’ decision 
theory for weighting tokens that co-occur with each sense. 
The particular classifier used here computed weights as 
the log(Pr(tokenlsenselPr(token)). To select the sense 
during test, the classifier computes the sum of the tokens’ 
weights over all tokens in the instance for each sense, and 
selects the sense with the largest sum. 

4A 25 million word corpus obtained from the American Printing 
House for the Blind and archived at IBM’s T. J. Watson Research 
Center. 

5Sense was assigned based on six of the twenty-five senses available 
for line in WordNet, Version 1.3. Sentences in which line w;1s part of a 
proper noun or part of a collocation with a single sense in WordNet (e.g. 
product line) were excluded. 

6For EM0 and EM1 the numbers were 200/sense for training and 
147/sense for test. These numbers are slightly different from those 
reported in (Leacock, Towel1 & Voorhees, 1993a) due to reclassification 
of two misclassified instances after publication of that study. 
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The content vector approach: casts each sense as a 
single vector of concepts constructed from the training 
instances for that sense. The concepts are defined as the 
set of word stems in the corpus minus a set of about 570 
very high frequency words. Concepts in a vector are 
weighted to reflect their relative importance in the text, 
with concepts that occur frequently in exactly one sense 
receiving the highest weighting. To select a sense for a 
test instance, a vector in the space defined by the training 
instances is constructed for the test instance. Then the 
inner product between its vector and each of the sense 
vectors is computed and the sense with the largest inner 
product is chosen. 

The neural net approach: views sense resolution from 
the supervised learning paradigm. From (input features, 
desired response) pairs the network partitions the training 
instances into non-overlapping sets corresponding to the 
desired responses by adjusting link weights until the 
output unit representing the desired response has a larger 
activation than any other output unit. Vectors had more 
than 4000 positions but were sparsely populated with an 
average of 17 concepts. Many network topologies were 
tried, the results reflect a back-propogation network with 
no hidden units. 

Each process was tested on a pilot two-sense distinction 
task (using the product and formation subcorpora), a 
three-sense distinction task (using product, formation, 
and text), and the full six-sense distinction task. To 
examine the effect of training set size on recall accuracy, 
each process was also run in the six-sense task with 50 
and 100 instances during training and 149 (or 147) during 
test. All values reported below for the Bayesian, content 
vector and neural net classifiers are taken from (Leacock, 
Towel1 & Voorhees, 1993a). 
4.2. Results and discussion 

Recall results for the two- and three-sense tasks, and 
recall and precision results for the six-sense task are 
shown in Figure 5. The values for the statistical methods 
are averages over three runs, while the values for EM0 
and EM1 are averages over 25 runs.7 

Much of the motivation for the original six-sense study 
came from the fall-off in accuracy observed across the 
statistical classifiers when moving from two to three 
senses. The hypothesis was that the degradation would 
continue, and that by six senses performance would be 
quite poor. As can be seen in all cases except EMO, the 
hypothesis was disproved; performance between three and 
six senses appears to have essentially plateaued. To 
examine the trend more closely, we ran EM0 and EM1 
over all combinations of subsets of three, four, and five 

7The expected recall performance of a baseline system (Gale, Church 
& Yarowsky, 1992b) that simply guesses the most frequent sense in the 
test set would be 17% for the type of test set used by Leacock et al and 
replicated here. The expected recall performance of a baseline system for 
a test set that reflected the proportions of the six senses as they occur in 
the corpus, would be 53% (i.e. 53% of the instances in the combined 
WSJ/APHB corpus are for the sense of line as product.) 

Process I 2 senses I 3 senses I 6 senses 

Bayesian 

Content 
vector 

Neural net 

EM0 

EM1 

1 Recall Recall 

76% 

Recall Precision 

71% 73% 

Figure 5: Performance by process & condition, line corpus. 

senses of line. Figure 6 shows recall averages for each 
process, with 200 training instances/sense and 147 test 
instances/sense. The averages are over all combinations 
within a given number of senses, 5 trials/combination. 
The results for six senses for EM0 and EM1 have been 
repeated in this figure for context. The gradual but steady 
decline in accuracy for EM0 is evident. 

Process 

EM0 

EM1 

Recall 

Figure 6: Recall avg’s for EM0 & EMl, by # of senses. 

The lack of significant degradation for six senses using 
the statistical classifiers led Leacock et al to conclude that 
overall accuracy is a function of the difficulty of the 
senses rather than a strict function of the degree of 
polysemy. They found that cord and product were the 
senses classified most accurately. Text was the most 
difficult for the statistical classifiers, with formation and 
then division the next most difficult. As shown in Figure 
7, both EM0 and EM1 also classified cord and product 
most accurately. Division, formation, and text were also 
the least accurate senses for EM0 and EMl, but 
formation was more difficult than text for both precision 
and recall. 

Process 

EM0 

EM1 

Recall%/Precision% 

Figure 7: Recall/precision for EM0 & EM 1, by sense. 
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Figures 5, 6, and 7 indicate that the results are 
comparable across classifiers with the exception of the 
accuracy of EM0 in the six-sense condition. Again, we 
must be careful in making judgments of significance 
because the averages for the statistical methods are over a 
small number of runs. Neverthless, as with the duty 
corpus, a ten percent difference seems likely to be 
significant. In trying to understand the origin of the 
decrease in EMO’s performance, we examined the data 
reflected in Figure 5 more closely. It became evident that 
the number of sense assignments being decided at random 
for EM0 was growing steadily, from about three times as 
many on the average for EM0 when compared to EM1 
with two senses, to almost ten times as many for six 
senses. Remember that sense is randomly decided among 
senses whose accumulated sums are tied. In the case of 
six senses, this meant that a substantive portion of the 
total number of instances (about 20%) were being decided 
at random for EM0 while only about three percent were 
being decided at random for EMl. Knowing the number 
of instances being decided at random, we can calculate 
the efiective recall rate (ERR) for EMO, i.e. the recall 
rate for those instances in which the method is able to 
resolve the sense unequivocally. Since for a total test set 
size of N, 

N(RecallAvg) = #NDR(ERR) + #DR( l/#senses) 

where NDR means “not decided randomly” and DR 
means “decided randomly,” we can compute the 
effective rate as 

ERR = (N(RecallAvg) - #DR( l/#senses)) / #NDR. 

Performing this calculation for EM0 and EM1 over the 
same data sets summarized in Figure 5 gives an effective 
rate of 73% for EM0 with six senses, comparable to the 
rates achieved by EM1 and the statistical methods8. 

There are two important aspects to this result. First, 
EM0 seems to do about as well as the other methods for 
small numbers of senses. This is probably because the 
larger the number of senses, the larger the training set, 
and the higher the likelihood that a given word will 
appear at least once in those instances for each sense. The 
second important aspect is that we can predict exactly 
under what conditions EMO’s performance will be 
comparable to the other methods, i.e. we know that if we 
limit EMO’s performance to those instances where it can 
make an unequivocal decision, it will act as an equally 
viable process for the knowledge source. 

The final result to be discussed concerns the more 
general relationship between recall rate and number of 
training examples. Leacock et al point out that collecting 
training contexts is the most time-consuming part of 
building a statistical classifier. They argue that if 
statistical methods are going to be useful in high-level 

NLP tasks, then, given comparable recall and precision 
rates, classifiers requiring small training sets are to be 
preferred. Figure 8 shows the increase in recall rate as a 
function of the number of training examples. It 
superimposes this measure for EM0 and EM1 on a similar 
graph in (Leacock, Towel1 & Voorhees, 1993a). Given 
that it has the flattest curve, the content vector approach 
would seem to gain the least from an increase in training 
set size, although EM0 and EM1 compare favorably to the 
other statistical approaches9. 

5. Conclusions 
Ours is not the first result to indicate that problems 

solvable at a particular level of performance by a 
powerful set of techniques can also be solved by simpler 
derivatives of those techniques. Miller has shown how a 
specific search technique over a static, symbolic 
representation can perform as well as probabilistic 
representations in a concept acquisition task, accounting 
for response times, accuracy rates, and the effects of noisy 
or incomplete data (Miller, 1993). Holte has demonstrated 
that rules that learn to classify examples on the basis of a 
single attribute are often as accurate as the more complex 
rules induced by most machine learning systems for the 
most commonly used datasets (Holte, 1993). Preliminary 
work by Barnett in applying distance-free heuristic 
versions of a hidden Markov model to word tagging 
appear promising as well (Barnett, 1993). 

Each of these projects, along with our own, is 
motivated at least in part by the fundamental question: 
Where is the power coming from? It would seem that, for 
sense resolution at least, a great deal of the regularity 
captured by statistical techniques is similarly captured by 
the existence of the residual representation of the training 
instances alone. A modest increment of accuracy can be 
achieved by augmenting the residual representation with 
the raw frequencies of the elements in it. Deriving the 
actual probabilities (or equivalents), however, seems to be 
of little additional use. Is this an argument against 
statistical approaches, per se? No. Given that EM0 and 
EM1 do not perform better than the statistical approaches, 
the latter cannot be supplanted on performance grounds. 

Still, lack of superior performance is not an argument 
against practical benefit. Recall that while our basic 
motivation was to understand the source of power 
captured by statistical techniques, our aim was to do so 
within the context of a symbolic, knowledge-rich 
approach. Indeed, this work was undertaken with the 
specific goal of characterizing the relevant knowledge 
source so that it could be added to a particular 
cognitively-motivated natural language system, NL-Soar 
(Lehman, 1994; Lehman, Lewis & Newell, 1991; Lewis, 
1993). Statistical techniques do not fit naturally within 

‘The effective rate for EM0 for two senses was 89%, for three senses, 
79%. 

‘Retroactively, we computed similar data for the duty corpus, varying 
training set size from five to 30 sentences, with a similar gain of about 
ten percent accuracy overall. 
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Figure 8: Average recall as a function of training set size for the line corpus. 

the existing framework of NL-Soar. Although NL-Soar 
does contain knowledge sources for syntax and semantics, 
it is unclear whether those sources are redundant with 
respect to the knowledge source reflected by statistical 
techniques, or orthogonal to that source. If we ignore that 
knowledge source and it is a significant, independent 
component of human levels of performance, then the 
model as a whole will be inadequate. 

Thus, the challenge in attacking word sense resolution 
in NL-Soar was to find a version of the knowledge source 
that would both fit naturally into the existing framework 
and capture about as much of the regularity as the 
statistical techniques (otherwise we would be forced to 
assume significant redundancy). EM0 and EM1 meet both 
criteria. They can be called on when richer knowledge 
sources (e.g. syntax and semantics) are inadequate to 
make a sense resolution decision - falling back on a 
weak method, as outlined in Section 1. EM0 has the 
additional advantage that it is a technique with which we 
have had a great deal of experience. We know how to 
create such an episodic memory as a by-product of 
learning during problem solving, and have seen how it 
can provide the basis for inductive generalization in other 
tasks, e.g. (Conati & Lehman, 1993; Miller, 1993). 

We believe our empirical results and the view of the 
relevant knowledge source as a type of episodic memory 
opens up a number of possible avenues for future 
research: 

0 We know that EMO’s effective recall rate is 
comparable to the other techniques. Since we can 
detect when EM0 cannot make an unequivocal 
decision, it is straightforward to fall back on EM1 in 
those circumstances. In NL-Soar, the knowledge 
that would be learned under such a scheme would 
probably override the unit-valued contributions from 
individual words by higher-valued contributions for 
constellations of words. What is the effect on 
performance for such a hybrid system? 

l We also know that EM0 is effective when the 

number of possible senses is relatively small. Is 
there some other mechanism at work that keeps the 
number of potential senses in a context small enough 
to make EM0 viable by itself? 

* If we fall back on episodic memory when richer 
knowledge sources fail, we establish a relationship in 
NL-Soar in which those richer sources can be viewed 
as arising, in part, from learning over the episodic 
memory. Thus, there would be significant 
redundancy between the richer and episodic sources. 
Under such a view, human levels of performance 
would be a function of the recasting of the episodic 
regularities into the level of generality expressed by 
syntactic and/or semantic terms. Although a full 
acquisition scheme would have to explain how the 
terms themselves arose, does this view provide an 
initial step down the acquisition path? 

0 In order to compare EM0 and EM1 with the 
statistical methods, it was necessary to use the same 
sort of corpora. There is nothing inherent in this 
choice for NL-Soar. Elsewhere we have argued that 
the appropriate source for episodic memories (for a 
cognitive model, at least) is not a corpus of 
sentences, but a corpus of experiences (Lehman, 
1994). The relevant criterion should be “How many 
of the concepts referred to by these words have co- 
occurred in my experience?” rather than “How 
many of these words have co-occurred in sentences I 
have read?’ ’ Since NL-Soar is designed to 
comprehend in the context of performing tasks, it 
should be possible to explore the possibility of 
justifying a candidate meaning of a polysemous 
word by recognizing the situation being described as 
having occurred in the world. In this view, the 
importance of not having to track the size of the 
corpus becomes evident. At the moment that such 
experiences arise we do not necessarily want to have 
to anticipate all of the ways in which they will serve 
as instances. 
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