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Abstract 

Recurrent neural networks solving the task of short- 
term traffic forecasting are presented in this report. 
They turned out to be very weII suited to this task, 
they even outperformed the best results obtained with 
conventional statistical methods. The outcome of a 
comparative study shows that multiple combinations 
of feedback can greatly enhance the network perfor- 
mance. Best results were obtained with the newly 
developed Multi-recurrent Network combining output, 
hidden, and input layer memories having self-recurrent 
feedback loops of different strengths. The outcome of 
this research wiIl be used for installing an actual tool 
at a highway check point. The investigated meth- 
ods provide short-term memories of different length 
which are not only needed for the given application, 
but which are of importance for numerous other real 
world tasks. 

Introduction 
Forecasting the number of cars passing a check point on 
a highway is important for warning the people working 
there of upcoming heavy traffic. It is needed to avoid 
congestion and to control the highway accesses. At the 
site under investigation, the number of cars has been 
estimated by looking at reference days having similar 
properties. This task has also been tackled with vari- 
ous traditional statistical methods taking into account 
also recent traffic flow. This report shows how bet- 
ter performance can be achieved with recurrent neural 
networks. The novel network architecture developed 
for this task shows the importance of designing appro- 
priate feedback links for time series prediction tasks. 
The combination of various types of feedback allows 
the formation of “memories” having different qualities. 

*This research was supported by a grant from the Aus- 
trian Industrial Research Promotion Fund, Project No. 
2/282 as a part of the Esprit-II project Nr. 5433 “NEU- 
FODI” (Neural Networks for Forecasting and Diagnosis 
Applications) which was performed in cooperation with 
BIKIT (Belgium), Lyonnaise des Eaux Dumez (France), 
Elorduy y Sancho, and Labein (both Spain). The data sets 
were provided by COFIROUTE, a subsidiary of Lyonnaise 
des Eaux Dumez. 

Forecasting with Neural Networks 
Time series forecasting is relevant for numerous appli- 
cations in a wide range of areas. For instance, forecast- 
ing product demand in business or forecasting option 
prices in financial markets. Since estimates about fu- 
ture developments are important for decisions and ac- 
tions today, there is always a need for better forecasting 
techniques. A lot of research has been done in the field 
of time series forecasting, an area to which AI meth- 
ods can contribute a lot. In comparison to traditional 
statistical methods, neural networks offer a high flex- 
ibility concerning the types of functions that can be 
approximated adaptively during the training process. 
They are well suited to such function approximation 
tasks. After being trained to perform mappings for 
the examples in the training set, they can generalize 
to new examples. 

Delay Mechanisms 
Time series can only be handled by neural networks 
when some kind of delay mechanism is provided be- 
cause multiple input patterns together in their given 
order have to influence the output. Windows, time de- 
lays, and feedback are examples of such mechanisms. 
Networks that can handle time series require at least 
one delay mechanism, but better performance can be 
achieved by combining different mechanisms as, for in- 
stance, an input window and feedback. This way the 
strengths of several techniques can be exploited. An 
overview of such mechanisms is given in (Ulbricht et 
al. 1992). 

Non-recurrent Networks 
The most straightforward approach for handling time 
series is using an input window which holds a restricted 
part of the time series. The neural network analyzes 
this part of the time series before the window is shifted 
by one or more elements further in time. An example 
can be found in (Tom & Tenorio 1989). Such a win- 
dow can be modeled by collecting sequence elements 
arriving one after the other in some input memory un- 
til they can be used. Thus, the temporal dimension 
is reduced to zero by parallelizing sequence elements. 
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However, it is also possible to apply windows to several 
layers to repeat the windowing effect, as it is done in 
the TRACE model of speech perception (McClelland & 
Elman 1986). Such additional windows let the actual 
window size of the network grow. Time windows are 
also created in so-called time delay networks (see, for 
instance, (Wan 1990) or (Waibel 1988)). Signals origi- 
nally ordered in time arrive at a single unit in parallel 
at the same point in time. 

All these networks are non-recurrent networks with- 
out any feedback loops. They can only handle limited 
parts of time series at once. Moreover, invariance prob- 
lems can arise because such networks are not flexible 
regarding the length of time intervals. The capacity of 
the memory of networks employing only non-recurrent 
mechanisms is limited by the size of the windows or by 
the number of time delays. 

Recurrent Networks Types of Memories 

The memory of a network with feedback has no defini- 
tive temporal limitation. The advantage of such a 
memory has to be paid by incompleteness, though. 
Past inputs are not kept in their complete original 
form, but only in a processed format thereby extract- 
ing and memorizing only a few characteristics. How- 
ever, when using simple feedback loops the knowledge 
on past inputs and states decays rapidly. On the one 
hand, this effect seems to be very reasonable because 
the further back in time the less important events seem 
to be for the current situation. On the other hand, 
some past events can be very important. Both types 
of memories can be useful: flexible ones keeping recent 
events and rigid ones storing information over longer 
time periods. Another advantage of recurrent networks 
is that they allow the formation of states. If recurrent 
networks are updated like feedforward networks (with 
a single update per time step) they keep their general 
characteristics. Networks of this kind are also called 
“recurrent feedforward networks,” “simple recurrent 
networks,” or “partially recurrent networks” (Hertz, 
Krogh, & Palmer 1991). 

Various neural network architectures employing dif- 
ferent types of feedback can be found in literature. 
Output feedback is part of the network described 
in (Jordan 1986). The unit activations of the hidden 
layer are fed back in the network presented on page 184 
in (Elman 1990). In the fully recurrent network de- 
scribed in (Smith & Zipser 1989) all information is fed 
back via a single feedback loop around the only layer. 
Storing the contents of the input layer for the next 
time step is equal to using input windows and does 
not introduce true recurrence. Finally, memory layers 
can also be fed back to themselves as it is also found 
in the network described in (Jordan 1986). This type 
of feedback has to be combined with some other feed- 
back. The flexibility of such a memory can be tuned 
by adjusting the influence of these feedback loops. As 
will be shown in this report, memories can take on any 

In this context, a memory is a layer receiving a copy 
of some other network layer. Its contents can later be 
fed forward to other layers - typically to the hidden 
layer. Such a memory layer stores information over 
time as unit activations. If the associated time delay 
is of length 1, the contents of the layer are stored for 
one time interval. Different types of delay connections 
for transferring the contents of a layer to a memory 
layer can be distinguished. They can be classified ac- 
cording to their properties in various ways. Feedback 
usually gets its name from the layer that is fed back 
as, for instance, “output feedback.” In the tested net- 
works, memory layers keep information of one or sev- 
eral of the following layers: the input layer, the hidden 
layer, the output layer, or one of the memory layers. 
Information is not necessarily stored by the memory 
layer the way it is received, but it can also be trans- 
formed before it is stored as it is done in some of the 
described experiments. When two layers are fed to a 
single layer they can be combined by weighting the 
two parts. Some other functions can also be useful, as 
for instance, calculating the error at the output as the 
difference between the output and the target. 

The performance of neural networks in general is de- 
pendent on the network architecture, and also highly 
dependent on how the input is pre-processed. For in- 
stance, the performance can often be improved by ex- 
plicitly giving the difference between two values. It can 
further be improved by employing appropriate tech- 
niques for handling temporal aspects as, for instance, 
the formation of memories. The objective of the ex- 
periments presented in the following section is to find 
a way of optimally combining and exploiting such tech- 
niques in order to lower the error at the output. 

The Application 
The Data Set 
The given data set contains a time series of the num- 
ber of vehicles passing a highway check point per hour. 

grade between being very flexible and very rigid. Since 
various combinations might be useful, memories with 
different degrees of flexibility can be part of a single 
neural network. This way short-term memories of dif- 
ferent length are brought into neural networks having 
only long-term memories - the weights. 

Self-recurrent connections with low weights lead to 
flexible memories quickly losing information. When 
raising these weights the memories become more and 
more rigid. Since they can keep information over 
longer time periods, they might be useful for avoiding 
invariance problems arising in many neural networks. 
Units in such layers have similar activity no matter 
whether a certain event occurred a few time steps later 
or earlier. Combining both flexible and rigid memories 
would allow the networks to handle both variant and 
invariant properties of time series. 
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Figure 2: Architecture of a recurrent network with multiple hidden layer feedback 

used to code such information as, for instance, the fact 
that school holidays were going to start 2 days later. 
Furthermore, there was a time window over the 3 last 
hours starting with the number of vehicles counted be- 
tween 2 and 3 a.m. The last and current value of the 
time window was the traffic during the fifth hour of 
the day. Another unit coded the number of cars dur- 
ing the fifth hour a week before the current time. Since 
it seemed to be interesting to compare this value with 
that one week before, the difference between these two 
values was also supplied. It was coded by two units, 
one for positive and one for negative values, because 
they represent two different trends: an increase and a 
decrease in traffic respectively. Finally, the number of 
cars that had passed the check-point during the eighth 
hour a week before was also given because this corre- 
sponds to the value to be predicted. 

Hidden Layer Feedback 

Since not only the last hours, but also the last days are 
important for forecasting, in the next experiment (Net- 
work 2) the history of days was also taken into account. 
Therefore feedback was introduced. The contents of 
the hidden layer (10 units) were fed back after each up- 
dating phase (like in the network presented in (Elman 
1990)). In the next updating cycle the stored values 
were fed forward to the hidden layer together with the 
input layer. In another test, the hidden layer was fed 
back three more times, but - like in the network pre- 
sented in (Jordan 1986) - into context layers in which 
each unit had a recurrent feedback loop to itself. The 
feedback from the hidden layer and the feedback from 
the unit itself have to be combined in some way. When 
they are both given equal weights, 50% of feedback 
from the hidden layer is added to 50% of self-recurrent 
feedback. In order to create memories of different flex- 
ibility the feedback links to the memory layers were 
given different weights. A weight of 75% produced a 
rigid memory layer slowly adapting its activations over 
time and thus keeping information over longer time pe- 
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riods whereas a memory with a self-recurrent feedback 
link with a weight of 25% can be regarded as a more 
flexible short-term memory. 

A network containing 4 such memory layers (Net- 
work 3) is depicted in Fig. 2. In a first step, the next 
sequence element is copied to the input layer. Then, 
the hidden layer is updated. It receives input from the 
input layer and from all context layers. The activations 
are then propagated to the output layer and further 
analyzed. Finally, in a fifth step all context layers are 
updated and prepared for the next time step. 

In many neural networks the error at the output is 
used to adjust the weights which form the long-term 
memory of the network. When feeding back network 
layers, this influences unit activations which can be 
regarded as short-term memory. Four different de- 
grees of self-recurrence allow the formation of short- 
term memories with different flexibility. This allows 
the network to capture short-term events in addition 
to the acquired long-term knowledge. 

Output Feedback 

In another experiment output, target output, and the 
difference between the two were also fed back (Net- 
work 4). They were fed back like the output in 
the network described in (Jordan 1986), but at first 
without any feedback loop from the memory units to 
themselves. Like for the hidden layer feedback, the 
next time this feedback was duplicated three times, 
each time with different feedback weights (Network 5). 
Feeding back the output and the actually observed 
value is only possible when they are available at the 
point in time when the next forecast is to be performed. 
When using longer lead times recent information can- 
not be taken into account. Here, it is possible because 
the lead time is 3 hours, and because the actual num- 
ber of vehicles having passed the check point the day 
before is available. 

Since both hidden layer feedback and output feed- 
back improved the performance, they were both part of 
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Figure 3: Architecture of the Multi-recurrent Network 

the next tested network (Network 6). It had 4 feedback 
loops for the hidden layer activations and 4 feedback 
loops for output information. 

Input Memory 
In another experiment, the input window covering the 
3 last hours was memorized analogously to the con- 
tents of the hidden layer and of the output layer (Net- 
work 7). This network contains two different kinds 
of windows: one over several hours and one over two 
days. Then, three more input memory layers with dif- 
ferent degrees of self-recurrence (again 25%, SO%, and 
75%) were added (Network 8). This way the input se- 
quence can be stored in a compressed form. A longer 
input history can be kept without requiring much more 
space. 

Finally, all introduced feedback links were combined. 
This network (Network 9) which is depicted in Fig. 3 
had 4 context layers for feeding back the contents of 
the hidden layer, 4 context layers for feeding back out- 
put information (consisting of the forecast value, the 
actually observed value, and the difference between the 
two), and 4 context layers for storing the sequence of 
input windows. 

Results 

An overview of the results of the experiments with the 
9 networks described above is given in Table 1. The 
RMSE on the test set is given for 3 repeated experi- 
ments. In the last column, their mean is listed. For 
better comparison, the mean is also depicted in the bar 
chart in Fig. 4. 

The value these results have to be compared with is 
the RMSE of 210.6 which is the best result obtained 
with a conventional statistical method. It is outper- 
formed by all tested neural networks. 

In most experiments, the introduction of feedback 
improved the results. This is remarkable because it 
means that the positive effect of adding feedback is 
much larger than the negative effect of the much larger 
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Results obtained with neural networks having 
di$erent types of memories 

input dimension. The influence of different types of 
memories is assumed to be dependent on the given ap- 
plication. In this case, the most effective technique for 
reducing the error turned out to be multiple output 
feedback which is part of Networks 5, 6, and 9. But 
hidden layer feedback and input processing also en- 
hance the result, so that the best performance is that 
of Network 9 which combines all presented memory 
techniques. 

This shows that it is reasonable to supply a large 
number of feedback links in neural networks. How- 
ever, this results in the problem that each additional 
context layer unit leads to an increase of the input 
dimension. Proper handling of high-dimensional in- 
put and dimension reduction, for instance, by pruning 
techniques, could be part of further research. More- 
over, methods for improving the quality of the memo- 
ries could be investigated. 
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Net 
Nr. 

1 
2 
3 
4 
5 
6 
7 
8 
9 

1 Feedback 
Hidden 

- 
1 
4 
- 
- 
4 

- 
- 
4 

I RMSE 
output Input Test 1 Test 2 Test 3 

- - 152.87 147.18 146.31 
- - 133.32 141.71 139.54 
- - 130.75 130.60 138.37 
1 - 138.90 145.26 121.87 
4 - 111.83 114.47 114.39 
4 - 115.50 111.11 108.86 

- 1 141.31 149.10 146.29 
- 4 142.29 145.14 131.16 
4 4 109.15 112.20 107.72 

Table 1: Overview of the experiments 

Mean 
148.79 
138.19 
133.24 
135.34 
113.56 
111.82 
145.57 
139.53 
109.69 

Concluding Remarks 
The goal of the experiments was to check whether neu- 
ral networks can solve the task of short-term traffic 
forecasting. This task was solved and better results 
were obtained than with conventional statistical meth- 
ods. The novel type of network architecture developed 
specifically for this application will be used as a ba- 
sis for an actual tool at a highway check point. Var- 
ious types of feedback are part of the Multi-recurrent 
Network. Not only activations of the hidden layer are 
stored in memory layers, but also output information 
and the input window. The introduction of multiple 
self-recurrent feedback loops allows the formation of 
short-term memories with different properties. This is 
an important extension to neural networks which often 
have only long-term memories. Such short-term mem- 
ories are not only of use for this task, but important 
for a large number of other real world applications. 
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