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Abstract 

We propose a decision-theoretic notion of invariance in 
bounded rational decision making. We show how optimal 
decision making in sensory robotics can be approximately 
preserved under transformations of the decision rule. In par- 
ticular, we present a decision theoretic analysis of the use of 
visual routines in action arbitration in real-time robot soccer. 
In this domain, stochastic dominance, and therefore deci- 
sions, can be sensed approximately from the environment, 
and we exploit this in our decision making. 

Introduction 
The world demands behavior that is immediate, and yet 
guided by the anticipated consequences of observed events. 
As designers of autonomous agents, we seek robustness in 
agent behavior in the face of uncertainty. Decision theory 
and game theory (Savage 1954; von Neumann & Morgen- 
stern 1947) are normative theories of action with optimal 
prescriptions about rational behavior. Applying these theo- 
ries is often a battle with computational complexity (Cooper 
1990). The space of possible contingencies is typically 
large, and guaranteeing an agent’s response time to external 
events often requires trading off the optimality of the agent’s 
decisions. 

For this reason, there is great interest in theories of qual- 
itative probability and decision theory incorporating, for 
example, technology from nonmonotonic reasoning (Gold- 
szmidt 1993). We propose a new point in the spectrum 
of qualitative decision-making, a continuous counterpart to 
symbolic qualitative reasoning. Our theory attempts to shed 
light on the informational utility of certain classes of geo- 
metric relations and perceptual cues. Sensors that detect 
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these relations and aspects are seen as incorporating a kind 
of visual qualitative probability, enabling an agent to ap- 
proximately sense probabilities and relationships between 
probabilities from the environment. Using such virtual sen- 
sors for answering probability queries, an agent can sub- 
stitute sensing for expensive probability computations in 
decision-making. Rather than being a purely symbolic the- 
ory, our approach points the way toward the embodiment of 
qualitative probability in systems dynamically sensing and 
interacting with their environments in real-time. 

Concretely, we adapt visual routines (Ullman 1983) to 
extract geometric information that accurately or approxi- 
mately indexes optimal actions in the control of soccer- 
playing mobile robots. We exploit this under a notion of 
decision-theoretic information invariance, where approxi- 
mately optimal transformations in an agent’s decision rules 
can lead to improved performance with bounded loss in 
decision quality. 

The Soccer Domain 
The Laboratory for Computational Intelligence at the Uni- 
versity of British Columbia has been undertaking a project 
called Dynamo centering around mobile robot soccer (Bar- 
man et al. 1993). Soccer is a highly dynamic domain 
ideal for research in bounded rational decision-making. It 
is characterized by continual activity, direct physical ma- 
nipulation, distributed interacting agents (friendly, hostile, 
and neutral), and a high degree of uncertainty. 

Dynamo soccer involves small off-the-shelf radio- 
controlled toy cars, which we call Dynamites, playing on 
a ping-pong table-sized field (Figure 1). All sensing and 
computation is off-board. A ceiling-mounted camera tracks 
movements of the vehicles and the soccer ball. Color coding 
of the vehicles and ball simplifies tracking enabling frame 
rate (60Hz) measurement of position, orientation, and ve- 
locity of all objects. The vehicles can be commanded at 
60Hz as well; actual lag depends on the controller used. 

Members of the Dynamo group’ have implemented a 
layered control architecture with vehicle and ball trajectory 
planning and demonstrated it in real games of Dynamite 
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Figure 1: Dynamites playing soccer. a 

soccer (Sahota 1994). The state of the art in this experimen- 
tation has been two robots playing against each other. This 
author is currently investigating algorithms to incorporate 
more players. In the remainder of this paper, we outline an 
analysis of work toward this end. 

Visual Routine Arbitration for Soccer 
We are interested in applying decision-theoretic and game- 
theoretic principles in Dynamite controllers. In this paper, 
we develop a simple visual routine-based decision rule for a 
soccer task, and contrast its decisions with probabilistic and 
decision-theoretic algorithms. In the process, we hope to 
show that adopting a biologically-inspired algorithm need 
not conflict with being a good Bayesian. 

The theory of visual routines is due to Ullman (Ullman 
1983). Visual routines theory assumes the existence of a 
small set of primitive visual operators that perform com- 
putations on a scene or image. Examples of operators are 
line projection (drawing “

rays”), 

detecting intersections of 
rays, measuring distances, and filling regions with color. A 
visual routine is a pattern of activity of visual operators to 
extract intermediate-level information from an organism

’

s 

surroundings. A visual routine is like a subroutine built out 
of the primitive computations of visual operators. A visual 
routine can, for example, detect if a point is in an enclosed 
region in an image by color-filling from the point outward 
(Chapman 1992). A visual routine might also, for example, 
help pool players with projection of ball trajectories. 

Visual routines theory was developed as a model of 
biological vision. It was applied to video game play- 
ing by Chapman and Agre (Agre & Chapman 1987; 
Chapman 1992). Dynamite soccer is similar to their video 
games, especially in our current configuration with a cam- 
era that has a complete bird

’

s 

eye view of the game playing 
area. Thus it is at least plausible that Dynamites can apply 
visual routines fruitfully. After all, humans must use vision 
or at least some form of visually-mediated computation to 
play soccer. In this paper, we consider the use of visual 
routines in a Dynamite

’

s 

decision2 to shoot the ball to score 
or pass to a team mate (Figure 2). 

2As noted, all computation is off-board; we may loosely speak 
of a Dynamite

’

s 

decision to refer to the decisions of its off-board 
controller. 

Figure 2: The shoot-or-pass decision. Filled circles are 
friends, white circles enemies. M is me, F is friend, E is 
enemy, and G is goalie. B is the ball. The two longer arrows 
are projected trajectories for shoot and pass. 

In the shoot-or-pass scenario, a Dynamite is close to the 
ball, and it is trying to assess whether to aim directly for 
the goal to try to score, or to pass the ball to its team mate 
instead. Using visual routines, a Dynamite can roughly 
estimate the possibility of the enemy intercepting its shot or 
pass. 

The visual routineprocessor (VRP) is the actual “

engine” 

that performs visual operations. The VRP is able, for exam- 
ple, to measure distances by the magnitude of the scan path 
from a point to another point. For the shoot-or-pass sce- 
nario, a VRP might compute the likely paths of the ball and 
vehicles by projecting rays on the basis of current direction 
and velocity (or other assumptions about the likely course of 
the objects). Intersections of the rays indicate likely points 
at which objects may collide. Thus we can use the VRP 
as an estimator of whether an enemy intercept has a chance 
of succeeding by comparing the projected times of the en- 
emy and ball to intersections of their possible trajectories. 
Such estimates are typically coarse; fine motion, actions by 
friends, and many other details are ignored by the VRP in 
its projections. 

In the following, we refer to the visual-routines based 
controller as the visuaZ routine arbitrator (VRA). A VRA 
decision rule might be: 

if 

el 

el 

fi 

then 

safe-for-shoot then 
shoot 
se if safe-for-pass 
pass 
se 
shoot-out-of-range 

where safe-for-shoot and safe-for-pass arevi- 
sual routines that act as oracles on the safety (unlikelihood 
of intercept) of different shots. 

Alternatively, a Dynamite could make its decision on 
the basis of a game theoretic model. Dynamite soccer is a 
perfect information zero-sum game; thus a maximin strategy 
is optimal. For example, we could assume that the enemy 
will compute its fastest path to the likely path of the ball 
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and beeline for the intersection. Maximizing our expected 
utility on that basis yields our optimal action. 

A decision theoretic arbitrator (DTA) for such analysis 
might incorporate, for example, a Markov decision pro- 
cess model of the temporal behavior of friends, foes, and 
the ball. The Markov decision process model includes a 
stochastic model of the domain, a utility function modeling 
preferences over outcomes, and assumptions about enemy 
actions. The stochastic model involves state variables such 
as the position, orientation, and velocity of vehicles and the 
ball; the utility function may say that scoring is good, and 
that intercept is bad. The expected utility of an action a 
is c, P(w]a)U(w), where each w is a possible state result- 
ing from executing a. Decision theory prescribes a rational 
agent to undertake the action b that has the maximum ex- 
pected utility. The number of states w is of exponential 
order, and the problem of finding the action with maximum 
utility is NP-hard (Cooper 1990). 

Decision-theoretic Information Invariants 
The main thesis of this paper is that we can substituteexpen- 
sive decision-theoretic computation by simple visual com- 
putations with bounded loss in the optimality of the deci- 
sions made. We capture this with the notion of decision- 
theoretic information invariance. 

Recently, Donald and colleagues (Donald, Jennings, & 
Rus 1993) and Horswill (Horswill 1993) have introduced 
theories of program transformation focusing on the invari- 
ance of the input/output behavior of sensory-robotic control 
programs. Roughly speaking, two programs are informa- 
tionally invariant (borrowing Donald’s terminology) if they 
achieve the same results in the same situations. The idea is 
to determine what information and computation is actually 
important in executing a task. 

The theory proposed here is similar, but whereas previ- 
ous work focused on deterministic relations in computing 
decisions, we use decision theory and game theory as our 
basis for selecting control outputs. In the abstract, we can 
evaluate a program transformation on the basis of the ex- 
pected utility of adopting the transformation. In this paper, 
we assume that utility is defined in such a way that the 
expected utility is just the probability that a transformed 
control program agrees with an optimal deliberator. 

As an example, consider the shoot-or-pass decision. In 
the following, let s stand for shoot, p for pass, and i for 
intercept. In selecting the optimal action, a DTA compares 
the expected utilities of shoot and pass: EU[s] and EU[p]. 
Each EU is the expectation of the utility over possible out- 
comes, e.g., U[i]P[i(s] + U[li]P[+js] is the expected utility 
of shoot. Under the reasonable assumptions of zero utility 
for intercept and positive utility for no intercept, the DTA’s 
decision is based on the following: 

Jwsl L ~WPI 
U[+]P[+] 5 U[+]P[+lp] 

kP[+] < P[%lp] 

The constant k is the quotient of the utilities of no intercept 

Figure 3: Using the VRP to bound intercept probability. 

of shot and pass (in general, the utility of the no intercept 
outcome is dependent on the action). Let us suppose for now 
that k = 1: i.e., we interpret the utilities “myopically” as 
intrinsic utility of not getting intercepted. This assumption 
will be relaxed later on. 

Under this assumption, we find that, comparing two ex- 
pected utilities is equivalent to comparing two probabilities 
in our case. All we need then is a reliable and efficient ora- 
cle for the probability comparison.3 In the next section, we 
analyze the applicability of visual routines as such oracles. 

Analyzing the Visual 
In the following, we analyze an intuition that VRA decision 
rules based on distance measurement approximate more de- 
tailed intercept probability computations that a DTA might 
perform. 

Assume for now that the ball and enemy have constant 
velocity, and that the enemy is holonomic and can switch 
directions instantly. A VRP can then make projections about 
enemy intercept by (1) projecting a ray corresponding to 
the ball trajectory, (2) project a ray from the enemy to the 
ball trajectory, (3) mark the intersection, and (4) measure 
the distances of each line segment (ball and enemy) to the 
intersection (Figure 3; I is an intersection, D-E is enemy’s 
distance to the intersection, D-B that for the ball.). 

If the velocities of the enemy and ball are the same, 
then the distance approximates the probability of success 
or intercept of the shot relative to that intersection in the 
following sense: if the enemy is farther than the ball from 
the intersection, then the probability of success is higher 
than the probability of intercept. If enemy is closer than 
the ball to the intersection, then the probability of success 
is lower than that of intercept. If one is much greater than 
the other, then the probability accordingly changes. If the 
velocities of ball and enemy are not the same, then we adjust 
the distances with appropriate factors of proportionality. 

3Depending on performance characteristics desired, and given 
rules whose reliability and efficiency are known, we can build 
a control system that approximates an optimal DTA with known 
error and performance. This is similar to control of inference 
using “anytime” and “contract” algorithms (Dean & Boddy 1988; 
Zilberstein 1993). 
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Thus, in the soccer scenario, sensing of distance quali- 
tatively substitutes for probability assessment. In a loose 
sense, we sense probability approximately from environ- 
mental cues. Equally importantly, we approximately sense 
stochastic dominance and other relationships between prob- 
abilities. Thus, the VRA is an oracle for the expected utility 
comparison of the previous section. 

Just how approximate is the VRA as an oracle? It is easy 
to see that proportionality in the probabilities is not likely 
to be preserved except very roughly. In the following, we 
present an analysis of the accuracy of the VRA. Bear in mind 
that ours is but a coarse analysis with many simplifying 
assumptions. 

There are different criteria that apply in considering the 
competitiveness of decision rules for soccer; an objective 
criterion is that a decision rule win soccer games consis- 
tently. We propose to eventually obtain such experimental 
data, but first, we wouldlike to have an idea of what we hope 
to gain from experiments. In this paper, we restrict ourselves 
to analyzing inference quality not over whole games, but in 
the context of “plays” within games. We evaluate the VRA 
on its own terms, in terms of what it is trying to compute 
(namely, the likelihood of intercept or success) rather than 
its overall utility in soccer playing. 

To begin with, we assume holonomic vehicles and that 
the enemy will beeline to the shortest intercept path. We 
also assume that we are ready to hit the ball so that we do 
not need to worry about the time or path it takes to hit the 
ball in the first place. The analysis outlined below can be 
extended to incorporate this easily. 

Given the assumptions, the problem boils down to the 
following. The inputs are Db and De, the distances, respec- 
tively, of the ball and the enemy to their intersection point, 
computed by the VRl? How accurately does comparison of 
Db and D, reflect the probability of success and failure of 
the shot? The assumption, of course, is that a DTA would 
compute its decisions based on as accurate as possible an 
assessment of this probability. 

To estimate the robustness of the VRA, we need descrip- 
tions of likely ball and vehicle motion. In particular, we 
need their uncertainty to be captured by probability distri- 
butions. In our case, due to the large variability in speed, 
it is reasonable to assume normal deviates for these param- 
eters. As usual, a normality assumption simplifies certain 
aspects of analysis, but it is not a necessary one. We only 
require that there be some form of probabilistic estimate. 

What we wish to know is the likelihood that a VRA deci- 
sion rule is correct. We have analyzed this likelihood based 
on a variety of assumptions and also on several different 
VRA decision rules. We do not have the space to present all 
of our analyses. Instead we outline an important basic case 
to give a flavor of the analyses involved. 

Our basic analysis concerns the probability of a correct 
VRA prediction: 

P[VRA predicts success A success 1 a] 
+ P[VRA predicts intercept A intercept 1 a] 

probability that the VRA predicts success for a shot and the 
shot actually succeeds. The other case can be derived from 
this case. 

The VRA’s decision algorithm is based on the relationship ^ ^ 
4 < 3 where : is the VRA’s estimate of . . We can rewrite 

t&3 as bb . ve < be + vb. what We wish to estimate is P[& . 
Ve < De . vb A success la]. The conjuncts are conditionally 
independent given initial conditions and in this case, the 
desired probability is P[& . ri, < D, . rib ) a] x P[ success (a]. 

We assume that the VRA’s estimates given initial con- 
ditions are fixed. Thus the first conditional probability is 
simply either 1 or 0. How can we determine likelihood of 
success of a shot? It is reasonable, at least to a first approx- 
imation, to estimate this using the same relationship as the 
VRA (integrated with respect to Db, D,, Vb, V,): 

P[& * ve < D, + &,I&$,, vb, Ti,l 

= /J/J 

In the first integral, f is the joint density of all the random 

f(&,De, b, ve@brD^e, vb, ri,> 

Db. v,d),. vb 

variables. We can rewrite it as the second integral because 

= JJJJ 
all the random variables are conditionally independent, and 

f(Db Ifib>f(De I@df-(v, I Ijblf(ve I lie) 

&,.ve<De,vb 

each random variable is only dependent on its estimate. The 
resulting integral can be estimated, in principle, for any set 
of integrable densitiesf(.). 

In our case, we have assumed that eachf(VIv) is normally 
distributed. Each f(D I@ parameterizes the uncertainty in 
actual distance given a distance measurement. In the Dy- 
namo testbed, we have determined that the vision system 
estimates positions and distances accurately to l/lOOth of 
an inch. Thus it is reasonable to assume that each distance 
estimate is correct, thereby removing its uncertainty. 

Given the preceding, the VRA’s decision rule can be based 
on the relation %rie < vb where Db and D, are assumed to II 
be constants. OG probability estimate becomes 

JJ f(vb 1 vb)f(ve 1 li,)dvbdv, 

2 ve<vb 

So what are thef(.)? The VRA has many choices on what 
to adopt as its speed estimate. Some reasonable ones are 
(1) initial velocity, (2) mean velocity and (3) lower or upper 
bound (lower bound for ball, upper bound for enemy). 

If the VRA uses mean velocity, then each conditional 
distributionf(V. IV.) is just the normal distribution that we 
have as the estimate of velocity. 

JJ N(/-b cb, Vb)N(/Je, ge, VeWbdVe 

@e<vb 

Although we cannot derive a closed 
it is trivial to estimate numerically. 

form for this integral, 
where a! are the initial conditions. We first analyze the 
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1”.“8 l”6 El oqeg 
Success Overall 

0.85 0.90 

Table 1: VRA accuracy: “Success” is the accuracy for 
only the success case, and “Overall” is the accuracy also 
including intercept. 

k Success Overall 
0 0.85 0.90 
1 0.96 0.85 
2 0.99 0.75 

Table 2: A “cautious” VRA predicts success well but it is 
poor overall. 

So now, we can estimate the probability that the VRA 
predicts success and actual success occurs for a particular 
initial condition. The probability of intercept is the comple- 
ment of the probability of success. The probability of VRA 
correctness for a particular initial condition is simply one or 
the other probability, depending on what the VRA predicts. 

The likely overall accuracy of the VRA is the expectation 
of VRA correctness over the possible initial conditions. In 
our analysis, we have simply assumed that all initial condi- 
tions are equally likely. We estimated the mean and variance 
for enemy speed as 3.0 and 0.5, and that for the ball as 1.8 
and 0.6. Given these assumptions, our estimate of the VRA 
accuracy is 0.90. 

As we can see, provided that our assumptions are valid, 
the VRA’s estimate is quite competitive. Of course, what 
approximations are acceptable depends on the problem and 
the domain. Given that the VRA effectively ignores the 
variability in velocities, a 10% loss does not seem bad con- 
sidering the simplicity of the decision algorithm, and the 
computational complexity of decision theoretic inference. 

By varying speed parameters, it is possible to see that the 
VRA does best where the uncertainty in velocity is lowest. 
Conversely, if the mean velocity is a poor predictor of actual 
velocity, then the VRA will naturally not do as well (Table 
1). 

Here is another estimate when the VRA is cautious, using 
a minimax criterion, assuming high speed for the enemy and 
low speed for the ball (Table 2). For example, we choose 
p f ka, where p and g are parameters for the normal density 
lower/upper bounds. The higher k is, the more “cautious” 
the estimate. 

More importantly, we can extend our analysis to derive 
the likelihood that a VRA will serve as a good oracle for 
the probability comparison of Section 4. We adopt the 
following as our VRA: 

if shoot-safer-than-pass then 
shoot 

else 

Table 3: VRA accuracy for probability comparison. 

pass 
fi 
This VRA computes the same decision as the DTA provided 
that the visual routine shoot-safer-than-pass is a 
reliable probability comparator. 

To compare shoot and pass, our inputs include distances 
of enemy and ball for both shoot and pass. Let Df be distance 
for shoot and L?’ be distance for pass. Then we have D& 
D”,, L$, @, and we also have velocity estimates as before. 

What we wish to estimate is the likelihood, given ini- 
tial conditions, that P[successIpass] < P[successlshoot] 
istruewhen shoot-safer-than-pass returns true, 
and P[successIpass] > P[successJshoot] when the visual 
routine returns false. The VRP estimates this by compar- 
ing likely travel times of ball and enemy to their intercept 
point. Let T = D/V be the time of travel. The VRP esti- 
mates P[successjpass] 5 P[successlshoot] by the relation 

5 5 g. It is easy to see that this is equivalent to 
b b 

(1) 
Thus, the VRP estimate is independent of the velocities of 
the ball or enemy; it depends only on the distances. 

All that remains is to determine, given a VRP estimate 
by (I), if the predicted relation actually holds. The actual 
probabilities can be estimated, for example, by the same 
method as before. 

Under our assumptions about enemy and ball behavior, 
we find that the VRA is a highly accurate predictor of the 
probability relation, and thereby of the optimal decision 
(Table 3). If we use the VRA as an oracle for probability 
comparison, we achieve about 0.99 accuracy without having 
to engage in any probability computation (but at the expense 
of some vision computation). Thus, the optimality of an 
agent is almost invariant under substitution of a DTA with 
the VRA. 

Recall that earlier in the paper, we made an assumption 
that the utility of no intercept was the same for both shoot 
and pass, i.e., k was assumed to be 1 in the relation below: 

kP[successJshoot] 5 P[successlpass] 

It should be easy to see that it is straightforward to modify 
the visual routine decision rule in Equation 1 to incorporate 
k. Thus, for this problem, the visual routine decision rule 
can compute relations not only between probabilities, but 
between expected utilities as well. We are currently ex- 
tending the analysis of this paper so that the visual routine 
takes into account the probability of success of a shot by the 
friend, given that a pass succeeds. 
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The analysis that we have performed here is for a special 
simple case. It is effectively an analysis of the sensitiv- 
ity of control output to the type of algorithm used. It is 
related to work in value of information (Howard 1966), 
“anytime” and “contract” algorithms(Dean & Boddy 1988; 
Zilberstein 1993), and approximation and abstraction in 
Bayesian networks (Provan 1993). In addition to work 
presented here, we have performed analyses using differ- 
ent assumptions about enemy and ball behavior and their 
uncertainty. For example, we have performed analyses in- 
corporating steering uncertainty in addition to uncertainty 
about vehicle velocity. As might be expected, the effect of 
this is not great unless there is a lot of uncertainty in the 
steering drift. We are currently in the process of extending 
our analysis to a case where the enemy simply servos to the 
ball position. Finally, we have evaluated both simpler and 
more complex VRA metrics, for example, comparing only 
the distance of the enemy to the ball trajectory (ignoring 
velocity and ball distance). In a longer version of the paper, 
we will present these results as well as proofs about the 
reliability of the VRA as a probability comparator for the 
shoot-or-pass decision. 

Conclusions 
What we have tried to do in this paper is to back our intuition 
about the suitability of visual routine-based algorithms for 
the soccer domain with formal analysis. In the process, we 
discovered that under certain assumptions, the visual routine 
arbitrator is a good approximation to an optimal rational 
decision-maker. In the problem we studied, we find that the 
essence of decision-theoretic optimization computation is 
captured by geometric relations that can be discovered by 
visual routines. 

Our analysis, although reassuring to the Bayesian in that 
it quantifies the robustness of different decision rules, is not 
meant as an end in itself. It is but a first step, and much 
remains to be done. First of all, although the VRA clearly 
involves simple computation, we need a concrete analysis 
of the performance gains obtained by using the VRA. Sec- 
ondly, we would like to remove various assumptions made 
about vehicle dynamics and enemy behavior. We would 
also like to extend our analysis to other domains where 
probability can be considered to be sensed both actively 
and peripherally. In general, we are interested in develop- 
ing tools for continuous game theory and control involving 
sensing and interaction with a dynamic environment. Last 
but not least, we are currently in the process of implement- 
ing a simple visual routines processor for testing the VRA 
in experiments. 
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