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Abstract 

This paper steps back from the standard infinite hori- 
zon formulation of reinforcement learning problems to 
consider the simpler case of finite horizon problems. 
Although finite horizon problems may be solved us- 
ing infinite horizon learning algorithms by recasting 
the problem as an infinite horizon problem over a state 
space extended to include time, we show that such an 
application of infinite horizon learning algorithms does 
not make use of what is known about the environment 
structure, and is therefore inefficient. Preserving a no- 
tion of time within the environment allows us to con- 
sider extending the environment model to include, for 
example, random action duration. Such extentions al- 
low us to model non-Markov environments which can 
be learned using reinforcement learning algorithms. 

Introduction 
This paper reexamines the notion of time within the 
framework of reinforcement learning. Currently, re- 
inforcement learning research focuses on the infinite 
horizon formulation of its problems; finite horizon 
problems may occasionally be mentioned, but are 
rarely studied explicitly (Kaelbling, Littman, & Moore 
1996). Within the infinite horizon formulation, the 
goal is to find the optimal stationary policy. Stationary 
policies, however, are exactly that: stationary. They 
do not allow time-dependencies in the policies they 
represent; indeed, the notion of time is essentially fi- 
nessed away. This paper focuses on developing rein- 
forcement learning algorithms to solve finite horizon 
problems. 

The key idea underlying reinforcement learning al- 
gorithms is to combine techniques from the theories 
of stochastic approximation and dynamic program- 
ming. This allows reinforcement learning algorithms 
to solve problems which are of the same form as dy- 
namic programming problems, but contain unknown 
parameters. A finite horizon problem, by its nature, 
distinguishes between different points in time. There 
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is an explicit “end” to which one can be near or far. 
When the model parameters are fully known, the clas- 
sic dynamic programming solution to such a problem 
is a policy which varies with each time step. The 
question, then, is how to find such a policy when the 
model parameters are unknown. Of course, any fi- 
nite horizon problem may be restated as an infinite 
horizon problem over an extended state space which 
includes time; in other words, any finite horizon prob- 
lem may be solved using an algorithm which solves 
infinite horizon problems. However, this is gener- 
ally not very efficient, since an algorithm intended for 
an infinite horizon problem does not fully utilize the 
known structure of a finite horizon problem environ- 
ment. 

By explicitly addressing finite horizon problems, 
it is possible to design reinforcement learning algo- 
rithrns which are much more efficient; such an algo- 
rithm is presented in this paper. The basic idea be- 
hind the algorithm is that each experience provides 
us with information relevant to more than a single 
value parameter. This allows us to update many pa- 
rameters per experience, as opposed to standard algo- 
rithms which update a single parameter. In addition, 
there are other advantages to explicitly considering fi- 
nite horizon problems. For example, we can model 
properties such as action duration. In general this 
allows the modelled environment to be non-Markov. 
However, since the extended state-time environment 
retains the Markov property, it is clear that such en- 
vironments may be learned; what is not as clear is 
whether it is possible to still take advantage of the en- 
vironment structure to learn efficiently. We show that 
this is in fact the case, and present such an algorithm. 

A risk vs. no-risk game 
Let us clarify the ideas introduced above by first con- 
sidering the following simple game. In this game, the 
player has two moves: a “risky” move and a “no- 
risk” move. The risky move wins with probability p 
and loses otherwise, while the no-risk move wins with 
probability q but otherwise allows the player to “try 
again,” and hence never loses (Figure 1.) 

REACTIVE BEHAVIOR 577 

From: AAAI-97 Proceedings. Copyright © 1997, AAAI (www.aaai.org). All rights reserved. 



The “risky” move 

The “no-risk” move 

Both moves 

Figure 1: A simple risk vs. no-risk game. InPlay is the start 
state with reward 0. The states WIN! and GameOver have 
rewards 1 and 0, respectively. 

The standard Q-learning/infinite-horizon dynamic 
programming framework provides us with a tech- 
nique for finding the optimal stationary policy g* for 
this game. Here optimal is defined to mean the policy 
which maximizes the cost function 

where y is the discount factor, X,S is a random variable 
representing the state at time t under policy g, and 
R(Xa) is a random variable representing the reward 
associated with state Xa. 

In the case of this particular game, we find the opti- 
mal stationary policy to be 

g*(lnPlay) = 
risky move ifP> * 
no-risk move otherwise 

Note that the other two states, WIN! and GameOver, 
provide no choices to the player and hence are not 
relevant towards specifying a policy. When y = 0, the 
condition for selecting the risky move reduces top > q; 
in other words only one step into the future is relevant 
to the decision. On the other hand, when y = 1, the 
condition reduces to p 2 1. Since p is a probability, this 
condition can only be satisfied by p = 1; if the risky 
move is a sure win, then there is no reason to consider 
the no-risk move. For p < 1, the optimal policy is 
to never take the riskv move. This is natural, since 
equally weighting all &mes in the future is equivalent 
to saying that the objective is to win eventually, and 
hence there is no reason to make the risky move. 

Let us now consider the finite-horizon case, where 
the player has a time-limit/horizon T. Assuming that 
time is discrete and starts at 0, we find that the optimal 
(non-stationary) policy for 0 < t < T is 

( risky move ifp>qand 
g*(lnPlay,t) = _ t +-I 

no-risk move otherwise 

This policy simply states that if p 5 q, then never make 
the risky move; otherwise, if p > q, only make the risky 
move at the last possible moment, when t = T - I. _ 

Although simple, this example shows how non- 
stationary policies can express more sophisticated con- 
trol strategies than stationary ones. Of course, there is 
a cost associated with this increase in expressiveness: 
the policy is now also a function of time, and hence the 
en&ding of the policy will be correspondingly larger. 

The addition of random action duration makes even 
a simple environment such as this risk vs. no-risk 
game interesting. Consider letting the two actions risk 
and no-risk have durations following the distributions 
nr (t) and 7rn,. (t), respectively, as given below: 

Duration t = 
1 2 3 

?r, t = 
?m?-[t{ = 

0.3 0.7 0.0 
0.6 0.1 0.3 

(In this example, the action durations are bounded 
above, by 2 and 3.) What this means, for example, is 
that if the risky move is taken in state InPlay at tirne 
t, the probability of ending in state WIN! at time t + 2 
is r,(2) x p = 0.7~. Note that although we explicitly 
model time as a distinguished variable t, our transi- 
tion probabilities are defined over the extended state 
space (s, t), and hence the model makes no claims as 
to the state of the game at the intermediate time t + 1. 
If, in addition, we fix p = 0.8, q = 0.5, and let the hori- 
zon T = 5, then the optimal policy and correspond- 
ing value function for InPlay may be easily computed 
using dynamic programming. In particular, we find 
them to be 

Time Optimal Move Value 
0 no-risk move 0.9075 
1 no-risk move 0.825 
2 risky move 0.8 
3 risky move 0.8 
4 no-risk move 0.3 
5 -horizon/end game- 

We see that the optimal end-game strategy is no longer 
as simple as in the previous case. In particular, it is no 
longer optimal to make the risky move at the last (deci- 
sion) step, since the risky move takes more than 1 time 
step with relatively high probability. Note also that 
in general, adding action duration to the environment 
model makes the environment non-Markov, since the 
state at time t + 1 is not conditionally indepedent of the 
state history given the state at time It (it is only possible 
to add a finite num .ber of auxiliary “in-transit” ’ states to 
create a Markov model of an environment with action 
duration if the maximum duration is bounded above 
or if the duration is memoryless.) 

We now consider how to learn such non-stationary 
policies given that the model parameters are un- 
known. We first consider the case without action du- 
ration. 

Finite-horizon 
Let us define the problem to be addressed and fix our 
notation. Let X be a finite set of states, k4 be a finite 
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set of actions, and ‘T = (0, 1, - - . , 7’) be a finite set of 
points in time. Let P&U), where z,y E X, u E 24, 
denote the transition probability of going from z to 
y under u, and let R(z), where z E X, denote the 
random variable with finite mean ii(x) representing 
the reward associated with state 2. A policy g is a 
mapping from X x 7 to 24. Given a policy g and a 
probability density function over X for the initial state 
at time 0, the random variables {Xa 1 t E ‘T} represent- 
ing the state at time t while acting according to g are 
well defined, and hence we may define the expected 
cost under this policy to be J(g) = E[ CtET R(Xf) 1. 
The problem is to find the optimal policy g*, where 
9* = argrnax, J(g). 

When {P&,(u)} and {ii(x)} are known, this is 
the standard finite-horizon Markov decision process 
problem, and hence may be solved using classic dy- 
namic programming (Bertsekas 1987). The goal of this 
section is to develop a learning algorithm for deter- 
mining the optimal policy when {PZ,(u)) and {R(z)} 
are unknown. Of course, since IX 1 and 171 are both fi- 
nite, standard Q-learning on the extended state space 
X x ‘J may be used to solve this problem. Let us first 
consider this standard solution, and briefly review the 
Q-learning framework. 

Consider the following function over the extended 
state space X x 7-: 

V(x,t) = E x we*) 
[ 1 

(1) 
7>t 

where 2 E X, t E T, and Xa* = 2. Intuitively, V( 2, t) 
is the expected cost-to-go given that one is in state 
x at time t, and acts according to the optimal pol- 
icy Given V(x, t) it is straightforward to obtain the 
optimal policy: Let S(Z, u) be the random variable 
over X wbsch is the succesor state of z having done 
u. Then the optimal action in extended state (z, t) is 
argrnaxU E[ V(S(x, u), t + 1) 1. Hence we may rewrite 
Equation (1) as 

V(x,t) = ii(~) + mz,ax E[ V(S(x, u), t + 1) ] 

= m.y(E[R(x) + v(S(~&f + I)]) 

This may be further rewritting by introducing what is 
called the Q-function: 

V(X> t) = myQ((s, t), u) 

Q((o),u) = R(x) +E[V(S(qu),t+ I)] 

The goal of Q-learning is to find such a function Q that 
satisfies this equilibrium constraint. Since { PZY (u)} 
and {R(x)) are unknown, the Q-function must be 
estimated. In particular, Q-learning uses the fol- 
lowing update rule/estimator. Given the experience 
(2, t) 21\ (y, t + 1) with reward r for state 2: 

Qn+dW), 4 + (I- wx)Qn((z,t), u) + (2) 
%&= + v,+1(Y, t + 1)) 

where 

Vn+l(U + 1) +- m-xQ&,t + I), 4 (3) 

whenevert<T-l,andift=T-1 

vn+1(Y, t + 1) = (1 - %)K+1(Y,t + 1) + %J’ (4) 

where r’ is the reward for state y. Qn and Vn represent 
the estimate of Q and V after the nth observation. 

This update rule, however, does not make use of 
the known structure of the underlying problem, and 
is therefore inefficient with respect to the number of 
experience samples. Since the unknown parameters 
{Pry(u)} and {ii(x)} do not depend on time, each 
experience (z, t) --% (y, t + 1) with reward r pro- 
vides us with information that can be used to update 
Q( (2, T) , u) for all 0 < r < T. More precisely, each 
such experience provTdes us with the ability to com- 
pute an unbiased sample of R(z) + V(S(x, u), T + 1) 
for all 0 5 T < T. Hence, since the equilibrium con- 
straints are still the same, we may sirnply apply Equa- 
tion (2) for all r to obtain the following update: 

Qn+l((x, 4,~) + (I- ~>Qn((x, T>, u) + 
h(r + V,+I(Y, 7 + 1)) 

where Vn+l ( y , r + 1) is again defined by Equations (3) 
and (4). Note that with a, chosen appropriately, this 
update rule satisfies the conditions of the convergence 
Theorem in (Jaakola, Jordan, & Singh 1994), and hence 
converges with probability 1. 

Simulation results 
Let us compare this new algorithm, which we call 
QT-learning, to the standard one using the simple risk 
vs. no-risk game environment without action duration 
described above. The parameters of the environment 
were set as follows: T = 5, p = 0.8, and q = 0.5. 

Both learning algorithms were configured in the fol- 
lowing way The inital estimates of the Q-values were 
chosen uniformly at random in the range [O.O, 0.11. 
The exploration policy was to select, with probabil- 
ity p,, an action uniformly at random; with proba- 
bility 1 - pe the algorithm would select what it cur- 
rently (i.e., for the current values of n, x, and t) con- 
sidered the best action: argmaxU Qn ((x, t), u). The 
exploration probability pe was varied over the values 
{0.05,0.1,0.15,0.2,0.25}. Thelearningratecrwasheld 
constant for each run, and was varied over the val- 
ues { 0.005,0.01,0.025,0.05,0.1} across runs. For each 
combination of the parameters there were 4 runs, for 
a total of 100 runs for each algorithm. 

Two performance measures were used to evaluate 
the learning behavior of the algorithms. The first was 
the sum of squared error of the estimated value func- 
tion for the state InPlay for 0 5 i < T = 5. The second 
was the policy error for the same (state, time) pairs. In 
standard Q-learning, for each experience sample ex- 
actly one parameter is updated. Hence measuring the 
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risk vs. no-risk game without action duration 

0.1 

0.01 
1 I I I lJ,+ ,%“TJ% /h 

0 20 40 60 loo -- . I . . . , _??., 
Number ot expenenceslupclates (x3UU) 

Figure 2: Comparison of the sum of squared error of 
the value function between standard Q-learning and QT- 
learning on the risk vs. no-risk game without action duration. 
For QT-learning, the performance is shown both against the 
number of experience samples seen by the algorithm (#expe- 
riences) and the number of parameters updated (#updates). 

performance against the number of experience sam- 
ples seen by the Q-learning algorithm is equivalent 
to measuring the performance against the number of 
parameters updated. However, this does not hold 
for &T-learning, since many parameters are updated 
per experience sample. The performance of the QT- 
learning algorithm is therefore shown against both. 

The resulting performance curves, which are the 
averages of the 100 runs, are shown in Figures 2 and 
3. The results are somewhat surprising. Even when 
the performance of &T-learning is measured against 
the number of parameters updated, &T-learning out- 
performs standard Q-learning. It was expected that 
since both &T-learning and Q-learning use the same 
update function with respect to any single parameter, 
their performance when compared against the num- 
ber of updates would be essentially the same. Indeed, 
the preliminary data that was collected for this sim- 
ulation experiment had coincided with this intuition; 
the more complete results shown here seem to indicate 
that QT-learning performs even better than one might 
have expected. 

What is unambiguously clear, however, is that QT- 
learning is significantly more data/experience effi- 
cient. Intuitively, this efficiency follows from the num- 
ber of degrees of freedom in the parameters assumed 
by each algorithm. Although both algorithms estimate 
I~ll’rll~l P ammeters, the Q-learning algorithm esti- 
mates the parameters assuming that each is a distinct 
degree of freedom. The &~-learning algorithm, on the 
other hand, does not assume this; it makes use of the 
fact that the parameters are in fact not unrelated, and 
that lX121Ul + 1x1 p arameters suffice to fully specify 
the environment model. Now {pZ,(u)} and-{R(z)}, 
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Figure 3: Comparison of the policy error between standard 
Q-learning and QT-learning on the risk vs. no-risk game 
without action duration. For &-learning, the performance 
is shown both against the number of experience samples 
seen by the algorithm (#experiences) and the number of pa- 
rameters updated (#updates). 

the actual parameters which specify the environment, 
do not depend on time. Therefore the convergence 
rate of the performance measure also does not depend 
on 171. Of course, this dependence cannot be entirely 
eliminated since the size of the policy is 0 ( 17-I). How- 
ever, the dependence is contained entirely within the 
learning procedure, which updates 0( 17.1) parameters 
per data sample. 

ctions with rando lXti0 

We now consider extending the model to incorporate 
random action duration. Let r,(t) be a probability 
density function over { 1,2, . . .} representing this du- 
ration for action u. Then we may define the following 
transition probabilities for all 2, y E X, u E 2.4, and 
t1,t2 E 7-: 

%,,1)(,,,*) (4 = FtXJ(+$2 - h) 

This may be viewed as saying that 

Fr{Y,T2 IX, KG} 

(5) 

= Pr{YIX,U,~}Pr{T2IY,X,U,~l} 
= Pr{YIX,U}Pr{T2-TrIU} 

TFhe important point to note is that this transition prob- 
ability is stationary; i.e., only the difference t2 - tl is 
relevant. The model described previously is the spe- 
cial case when 7rr, (t) = 1 if t = 1 and is 0 otherwise. 
Again, it is clear that the problem of finding an op- 
timal policy in this environment may be solved by 
using standard techniques on an extended state space. 
However, as before, we would like to make use of our 
prior knowledge concerning the structure of the envi- 
ronment to develop a more efficient algorithm. Let us 



first consider the equilibrium relation which must be 
satisfied by the optimal Q-values: 

Q*((G~), u> 

= &) + x q$$,)(y,t*)(u)v* (y, t2) 

= R(z) + z: &/(442 - tl)V*(Y$2) 

yEX,tzET 

where the definition of V* (y, t2) is analogous to that 
of V(y, t) in Equations (3) and (4). We see that this 
extension to include uncertain action duration has not 
significantly increased the complexity of the estima- 
tion problem. 

There is, however, one issue which must be ad- 
dressed. Namely, it is necessary to more carefully 
specify what we now mean by the time-limit /horizon 
T. Let us distinguish between “hard” and “soft” time- 
limits. A hard time-limit treats all times after T as if 
they do not exist. A soft time-limit, on the other hand, 
simply ignores rewards obtained after time T; it does 
not “stop time” at T. When the time-limit is hard, the 
environment is no longer stationary, and requires that 
we add an auxiliary final (time-limit exceeded) state 
8’. Equation (5) above is correspondingly modified to 
become 

p&,t*)(Y,t2) (4 = 1 

f&7h(t2 - h) iff2 L T 

ift2 > T 

for y # F, and for y = F: 

qr,tl)(F,t2) (4 = 
pZY(u) z xr,(~ - tl) if t2 = T 

T>T 

0 ift2 #T 

The importance of this distinction is clear. If the en- 
forcement of the time-limit is soft, then it is possible 
to have experiences (2, tl) --% (y, t2) where t2 > T; 
this allows us to construct from the experience the 
appropriate unbiased sample for all 0 5 r < T as 
before. Hence the update rule given an experience 
(x, tl) -% (y, t2) with reward r is for all 0 5 r < T 

Qn+l((~ T), u> +- (I- an>Qn((~ T>, u) + 
4~ + v,+1(Y, 7- + (t2 - t1))) 

where the definition of V,+l(y, t’) is extended so that 
v,+1(Y, t’) = 0 for all t’ 2 T. It is natural that this 
algorithm, as in the simpler case, would have the per- 
formance advantages over a standard Q-learning al- 
gorithm running over the X x T state space. 

0t~ the other hand, if the enforcement of the time- 
limit is hard, the extention is not as straightforward. 
Experiences where t2 = T must certainly be treated 
separately, and would allow us to update only a sin- 
gle parameter. In addition, even when t2 < T, only 
those parameters for r such that r + (t2 - tl) < T 
may be updated. Hence the updating procedure on 

experience (z, ii) u\ (y, t2) with reward r becomes: 

risk vs. no-risk game with action duration 

t I I I I 
standard Q-learning - 

QT-learning (#experiences) - - - - 
QT-learning (#updates) 

20 40 60 80 
Number of experiences/updates (x500) 

Figure 4: Comparison of the sum squared error of the value 
function between standard Q-learning and QT-learning on 
the risk vs. no-risk game with action duration. For QT- 
learning, the performance is shown both against the number 
of experience samples seen by the algorithm (#experiences) 
and the number of parameters updated (#updates). 

Iftz < TthenforallTsuchthatO 5 r < T-(tz-tl) 

Qn+l(b 4,~) + (1 - an)&+, T), u) + 

Q& + v,+dY, 7- + (t2 - t1))) 

Otherwise, if t2 = T, then 

Qn+l ((G tl), u> + (I- an>Qn((z, tl), u) + 
4~ + vn+dY, t2)) 

Ihe efficiency of this algorithm when compared to 
standard Q-learning would depend on the difference 
between the mean duration of actions and T. If T is 
sufficiently large compared to the mean action dura- 
tions, then this algorithm will have performance ad- 
vantages similar to those presented before. 

This last algorithm for environments with hard time- 
limits was tested using the risk vs. no-risk game with 
action duration described at the beginning of this pa- 
per. The learning algorithm was configured in the 
same manner as in the previous simulation experi- 
ment. The results are shown in Figures 4 and 5. 

Although the &T-learning algorithm still shows 
significant efficiency over the standard algorithm, it 
would appear that this more sophisticated environ- 
ment is correspondingly more difficult to learn. On 
the other hand, the standard Q-learning algorithm 
appears to perform better. This is not unexpected, 
since the addition of action duration connects the ex- 
tended state space more densely, and hence allows 
information concerning updated parameter values to 
filter more readily to the rest of the estimates. 
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risk vs. no-risk game without action duration 

standard Q-learning - 
QT-learning (#experiences) ---- 

QT-learning (#updates) ____- 

0 20 40 60 80 
Number of experiences/updates (x500) 

100 

Figure 5: Comparison of the policy error between standard 
Q-learning and QT-learning on the risk vs. no-risk game 
with action duration. For QT-learning, the performance is 
shown both against the number of experience samples seen 
by the algorithvm (#experiences) and the number ofparame- 
t&s updated (#updates). 

Discussion and future work 
There are several notable disadvantages of the finite 
horizon formulation as presented above. First, it re- 
quires that the horizon* T be known. Second, the 
6(/71) size required to represent the policies may 
make the algorithms impractical. In this final section 
we consider”ways in which these problems might be 
addressed. 

First let us consider relaxing the condition that T 
be known. In particular, consider reformulating the 
problem so that T be a random variable with values 
(0, 1, - - -) representing the remaining lifetime of the 
agent, and suppose that the current state X0 is fixed 
and known. Then the cost function given a policy g is 

o Is it possible to characterize the competitive ratio 
(c.f. (Ben-David et al. 1990)) between the best policy 
in a policy family and the optimal policy? 

8 What is the trade-off between the complexity of a 
policy family and the loss incurred by the best policy 
in the family over the optimal one? 
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= gPr{T=r}E cR(X&) T=r I 1 
r=o 

= ~E[R(X~)]~Pr{T=~) 
t=o r=t 
cm 

= ~E[R(X&)]Pr{T>t} 
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