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Abstract

The study of phase transitions in algorithmic problems has
revealed that usually the critical value of the constrainedness
parameter at which the phase transition occurs coincides with
the value at which the average cost of natural solvers for the
problem peaks. In particular, this confluence of phase tran-
sition and peak cost has been observed for the Boolean sat-
isfiability problem and its variants, where the solver used is
a Davis-Putnam-type procedure or a suitable modification of
it. Here, we investigate the relationship between phase transi-
tions and peak cost for a family of PP-complete satisfiability
problems, where the solver used is a symmetric Threshold
Counting Davis-Putnam (TCDP) procedure, i.e., a modifica-
tion of the Counting Davis-Putnam procedure for computing
the number of satisfying assignments of a Boolean formula.
Our main experimental finding is that, for each of the PP-
complete problems considered, the asymptotic probability of
solvability undergoes a phase transition at some critical ratio
of clauses to variables, but this critical ratio does not always
coincide with the ratio at which the average search cost of
the symmetric TCDP procedure peaks. Actually, for some of
these problems the peak cost occurs at the boundary or even
outside of the interval in which the probability of solvability
drops from 0.9 to 0.1, and we analyze why this happens.

Introduction and Summary of Results
During the past decade, there has been an in-depth study of
phase transitions in NP-complete problems; more recently,
this study has been extended to decision problems that are
complete for complexity classes higher than NP. There are
both intrinsic and pragmatic goals in pursuing this line of in-
vestigation. The main intrinsic goal is to analyze the “struc-
ture” of presumably intractable problems from an angle that
had not been explored earlier in computer science (note that
phase transition phenomena in graph theory have been ex-
tensively studied by combinatorialists for several decades).
A more pragmatic goal is to relate phase transitions in a de-
cision problem to the average-case performance of solvers
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for that problem and, ultimately, make progress in under-
standing the average-case complexity of the problem itself.

The study of phase transitions in decision problems en-
tails the identification of a “constrainedness” parameter that
is used to partition the space of problem instances. With
each parameter value one associates the asymptotic prob-
ability of solvability (i.e., the probability of a random in-
stance being a “yes” instance) in the subspace determined by
that parameter value. A phase transition occurs at a critical
value of the parameter if the asymptotic probability of solv-
ability abruptly changes from 1 to 0 in the vicinity of that
critical value. Starting with the influential paper (Mitchell,
Selman, & Levesque 1992) on 3SAT, numerous investiga-
tions revealed that for several different NP-complete prob-
lems the critical value at which a phase transition occurs is
also the place where the average cost of solvers for the prob-
lem peaks. For instance, this correlation between phase tran-
sition and peak cost has been observed for kSAT in (Kirk-
patrick & Selman 1994), for the Traveling Salesman Prob-
lem in (Gent & Walsh 1996b), and for the Number Parti-
tioning problem in (Gent & Walsh 1996a). Moreover, it
has been observed for problems that are complete for cer-
tain higher complexity classes, including the second level
of polynomial hierarchy PH (Gent & Walsh 1999) and PP
(Bailey, Dalmau, & Kolaitis 2001).

This confluence of phase transition and peak cost raised
the intriguing possibility that the average cost of every rea-
sonable solver for a combinatorial problem peaks in the
vicinity of the phase transition. Recent investigations, how-
ever, have revealed a more subtle state of affairs to the effect
that the peak cost may very well be solver-dependent and,
therefore, may occur at a value different from the critical
value for the phase transition of the asymptotic probabil-
ity. In particular, this was found by (Coarfa et al. 2000)
and (Aguirre & Vardi 2001), when they experimented with
3SAT solvers whose underlying algorithms are fundamen-
tally different from the Davis-Putnam-Logemann-Loveland
procedure (DPLL) used in the original experiments for ran-
dom 3SAT by (Mitchell, Selman, & Levesque 1992). Thus
far, however, it has remained the case that, for decision prob-
lems solved using the DPLL-procedure or certain DPLL ex-
tensions, the peak average cost occurs at the critical value
at which the asymptotic probability of solvability under-
goes a phase transition. For instance, this has been the case
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for kSAT, k ≥ 3 (Kirkpatrick & Selman 1994), and for
3SAT(B) (Zhang 2001), a family of NP-complete decision
problems extracted from the optimization problem MAX
3SAT. Beyond NP, this has also been the case for 2QSAT,
a complete problem for the second level ΣP

2 of the poly-
nomial hierarchy PH (Gent & Walsh 1999), as well as for
#3SAT(≥ 2n/2), a complete problem for the class PP of all
decision problems solvable using a polynomial-time proba-
bilistic Turing machine (Bailey, Dalmau, & Kolaitis 2001).

In this paper we report on a detailed experimental inves-
tigation of a family of PP-complete satisfiability problems,
aiming to compare phase transitions in these problems with
average peak cost of a DPLL extension for solving them.
Before describing our main findings, we discuss briefly the
class PP and also present an overview of related work. A
probabilistic Turing machine is a nondeterministic polyno-
mial time Turing machine M with the following accepting
condition: a string x is accepted by M if and only if at least
half of the computations of M on input x are accepting.
As mentioned above, PP is the class of all decision prob-
lems solvable using such machines. It is known that PP
contains both NP and coNP, and is contained in PSPACE;
moreover, PP-complete problems are considered to be sub-
stantially harder than NP-complete problems (see (Papadim-
itriou 1994)). This is so because PP is tightly connected
to the class #P of all functions that count the number of
accepting paths of nondeterministic polynomial time Tur-
ing machines. As shown by (Valiant 1979), the prototypical
#P-complete problems are #SAT and #3SAT, i.e., the prob-
lems of counting the number of satisfying assignments of
CNF-formulas and 3CNF-formulas. Since that time, natu-
ral #P-complete problems have been encountered in logic,
algebra, graph theory, and artificial intelligence. In par-
ticular, #P-complete problems arising in AI include com-
puting Dempster’s rule for combining evidence (Orponen
1990) and computing probabilities in Bayesian belief net-
works (Roth 1996). The aforementioned tight connection
between #P and PP was unveiled by (Angluin 1980), who
showed that P#P = PPP; this means that the class of de-
cision problems computable in polynomial time using #P
oracles coincides with the class of decision problems com-
putable in polynomial time using PP oracles. Thus, PP-
complete problems are decision problems that capture the
inherent computational complexity of #P-complete prob-
lems.

The class PP was first studied by (Simon 1975) and (Gill
1977), who showed that the following satisfiability prob-
lem, often called MAJ SAT, is PP-complete: given a CNF-
formula ϕ and a positive integer i, does ϕ have at least
i satisfying assignments? In (Littman 1999) and also in
(Littman, Majercik, & Pitassi 2001), initial experiments are
reported on the performance of a DPLL extension on in-
stances (ϕ, i) of MAJ SAT, where ϕ is a 3CNF-formula
in the space of random 3CNF-formulas under the fixed-
clauses-to-variables model. Note that an instance of MAJ
SAT consists of both a Boolean formula and an arbitrary in-
teger that serves as a threshold for the count of satisfying as-
signments. It turns out, however, that PP-complete problems
can also be obtained by taking certain concrete functions as

thresholds for the count. In particular, (Bailey, Dalmau, &
Kolaitis 2001) showed that for every rational number α with
0 < α < 1, the following problem #3SAT(≥ 2αn) is PP-
complete: given a 3CNF-formula ϕ with n variables, does
ϕ have at least 2αn satisfying assignments? Intuitively, each
of these problems can be thought of as a question about the
occurrence of 1 in a prefix part of the binary representation
of the total number of satisfying assignments. For instance,
#3SAT(≥ 2n/2 ) asks whether at least one of the first n/2
bits of the number of satisfying assignments is equal to 1.

(Bailey, Dalmau, & Kolaitis 2001) embarked on a study
of phase transitions for the family #3 S AT(≥ 2αn), 0 <
α < 1, of PP-complete problems under the fixed clauses-to-
va riables ratio model. Specifically, for each of these prob-
lems, they obtained analytical upper and lower bounds for
the value of the critical ratio r∗(α) of clauses to variables
at which a phase transition in the asymptotic probability of
solvability may occur. Moreover, they carried out a set of
experiments for the problem #3SAT(≥ 2n/2) using a mod-
ification of the Counting Davis-Putnam procedure (CDP),
which was designed by (Birnbaum & Lozinskii 1999) for
solving #SAT. These experiments suggested that the critical
ratio r∗(1/2) for #3SAT(≥ 2n/2 ) is approximately equal to
2.5; in addition, the average search cost of the modified CDP
procedure peaks around 2.5 as well.

We can now describe the results of the present paper. We
carried out a detailed experimental investigation of the PP-
complete problems #3SAT(≥ 2αn) with α varying from
0.1 to 0.9 in 0.1 steps (i.e., nine PP-complete problems in
total). For this, we implemented a modified CDP proce-
dure, called symmetric Threshold Counting Davis-Putnam
(TCDP) procedure, in which both an upper and a lower
bound on the count of satisfying assignments is maintained.
Our main finding is that, for each of these PP-complete prob-
lems, the asymptotic probability of solvability undergoes a
phase transition at some critical ratio r∗(α) of clauses to
variables, but this critical ratio does not always coincide
with the ratio at which the average search cost of the sym-
metric TCDP procedure peaks. Actually, for α = 0.8 and
α = 0.9, the peak cost occurs at the boundary or even
outside of the interval in which the probability of solv-
ability drops from 0.9 to 0.1. To the best of our knowl-
edge, these findings represent the first case of a satisfiabil-
ity problem under the fixed clauses-to-variables ratio model
for which the phase transition of the probability does not
coincide with the peak cost of a natural modification of
the Davis-Putnam procedure for solving this problem. It
should be noted that, although our findings are about the
peak of the average (mean) cost for solving #3SAT(≥ 2αn),
they are also applicable to the peak of the median cost
for solving these problems, since in our experiments me-
dian behaves very similarly to the average. This should be
contrasted with the findings of (Hogg & Williams 1994;
Baker 1995) concerning differences between the average
cost and the median cost for solving GRAPH COLORING,
and similar findings of (Gent & Walsh 1994) for 3SAT un-
der the constant probability model.

Another experimental finding is that the average search
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cost of the symmetric TCDP for solving each of the prob-
lems #3SAT(≥ 2αn) increases with α. This is consistent
with the initial experimental results of (Littman 1999) and
(Littman, Majercik, & Pitassi 2001) for MAJ SAT. Thus, the
symmetric TCDP procedure uncovers differences between
the problems #3SAT(≥ 2αn) with α = 0.1 to α = 0.9,
even though these problems are indistinguishable from the
viewpoint of PP-completeness. Furthermore, the highest
peak cost of the symmetric TCDP procedure occurs when
the ratio of clauses-to-variables is equal to 1.2; interestingly
enough, this is the ratio at which the CDP procedure for
#SAT peaks (Birnbaum & Lozinskii 1999). Later on, we
provide an explanation for this tight relationship between
the peak costs of solvers for PP-complete and #P-complete
satisfiability problems.

Finally, as a byproduct of our experimental results, there
is a surprising finding concerning the tightness of the analyt-
ical techniques used to prove upper bounds for critical ratios
at which phase transitions may occur. In (Bailey, Dalmau,
& Kolaitis 2001), an upper bound for the value of r∗(α)
was obtained using a standard application of Markov’s in-
equality. This technique was originally used to derive an
upper bound for the critical ratio of 3SAT, but that bound
turned out to be rather loose. Specifically, when applied to
3SAT, Markov’s inequality yields an upper bound of 5.19,
while experimentally the critical ratio for 3SAT has been es-
timated to be around 4.3. In contrast, it turns out that, for the
PP-complete problems #3SAT(≥ 2αn), Markov’s inequality
gives progressively tighter upper bounds for r∗(α) as α in-
creases from 0.1 to 0.9. In particular, for α = 0.9 Markov’s
inequality gives 0.5195 as an upper bound for r∗(0.9), while
the experimental estimate for r∗(0.9) is 0.51.

Phase Transitions for #3SAT(≥ 2an)
If n is a positive integer and r is a rational number such
that rn is a positive integer, then F3(n, r) denotes the space
of random 3CNF-formulas with n variables and rn clauses
generated by selecting three variables without replacement
and then negating each variable with probability 1/2. Let
Xn,r

3 be the random variable on F3(n, r) such that Xn,r
k (ϕ)

is the number of truth assignments on x1, . . . , xn that sat-
isfy ϕ, where ϕ is a random 3CNF-formula in F3(n, r).
Thus, ϕ is a “yes” instance of #3SAT(≥ 2αn) if and only
if Xn,r

3 (ϕ) ≥ 2αn. The following conjecture concerning
phase transitions for the family #3SAT(≥ 2αn), 0 < α < 1,
was formulated in (Bailey, Dalmau, & Kolaitis 2001).

Conjecture 1: For every rational number α between 0 and
1, there is a positive real number r∗(α) such that:

• If r < r∗(α), then limn→∞ Pr[Xn,r
3 ≥ 2αn] = 1.

• If r > r∗(α), then limn→∞ Pr[Xn,r
3 ≥ 2αn] = 0.

Note that each decision problem #3SAT(≥ 2αn) is a
monotone property of 3CNF-formulas, i.e., if a 3CNF-
formula ϕ has fewer than 2αn satisfying assignments, then
adding clauses to ϕ gives rise to a formula with fewer than
2αn satisfying assignments. (Bollobas & Thomason 1987)
have shown that every monotone property has a threshold
function. The existence of a threshold function, however,

is a much weaker condition than possessing a phase transi-
tion of the type described in Conjecture 1. More recently,
(Friedgut 1999) has established that if a monotone property
is “non-locally-approximable” in a certain technical sense,
then it has a sharp threshold function. This condition is
more stringent than having a threshold function, but, in gen-
eral, is weaker than having a phase transition, since the
latter is equivalent to having a sharp threshold function of
the form r∗n, i.e., a linear function in which the constant
coefficient r∗  is the critical value in the phase transition.
It should also be noted that (Friedgut 1999) proved that
3SAT is “non-locally-approximable” and, consequently, it
possesses a sharp threshold function. This, however, does
not settle the existence of a phase transition for 3SAT. Go-
ing back to the family #3SAT(≥ 2αn), 0 < α < 1, it is
not known whether the problems in this family are “non-
locally-approximable” in Friedgut’s sense; in fact, determin-
ing whether or not this is the case appears to be a rather dif-
ficult problem. Consequently, it is not known whether these
problems have a sharp threshold function, let alone whether
they exhibit a phase transition as described in Conjecture 1.

Although settling the above conjecture remains an open
problem, (Bailey, Dalmau, & Kolaitis 2001) established the
following analytical upper and lower bounds for the possible
values of r∗(α).

Proposition 2: Let α be a rational between 0 and 1.

• If r > (1 − α) 1
(3−lg(7)) , then

lim
n→∞Pr[Xn,r

3 ≥ 2αn] = 0.

Hence, if r∗(a) exists, then r∗(α) ≤ (1 − α) 1
(3−lg(7)) .

• If 0 < r < 1 − α, then

lim
n→∞Pr[Xn,r

3 ≥ 2αn] = 1.

Hence, if r∗(α) exists, then r∗(α) ≥ 1 − α.

Algorithms
We modified the basic CDP (Counting Davis-Putnam Proce-
dure) in (Birnbaum & Lozinskii 1999) to make a symmetric
TCDP (Threshold Counting Davis-Putnam Procedure). The
basic CDP is a recursive function CDP(ϕ, n) where ϕ is a
CNF-formula that contains no clause which is a tautology
and n is the number of variables in the space considered. It
is similar to the DPLL-procedure and actually simpler.

• if ϕ is empty, return 2n;

• if ϕ contains an empty clause, return 0;

• if ϕ contains a unit clause {u}
return CDP(ϕ|u←1, n − 1)

• otherwise, choose any variable v in ϕ

return CDP(ϕ|v←1, n − 1) + CDP(ϕ|v←0, n − 1).

The symmetric TCDP is the CDP with a modification to
maintain upper and lower bounds on the count. Initially, the
upper bound is set to 2n and the lower bound to 0. The lower
bound at any time is the accumulated count so far. Termina-
tion occurs whenever the lower bound (i.e. the accumulated
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count) equals or exceeds the counting threshold or whenever
the upper bound becomes lower than the counting threshold
in which case we know that additional counting cannot re-
sult in the counting threshold being met.

The symmetric TCDP is a recursive function sTCDP(ϕ,
n, t, LB, UB), where ϕ is a CNF-formula that contains no
clause which is a tautology, n is the number of variables, t is
the counting threshold value being tested, LB is the current
lower bound on the count, and UB is the current upper bound
on the count. sTCDP returns 1 if it detects that the count will
equal or exceed t; it returns 0 if the count is completed and
is less than t; and returns −1 if it detects that the count will
not be able to reach t or more. Initially, LB and UB are
respectively set to 0 and 2n.

• if ϕ is empty,

LB ← LB + 2n

if LB ≥ t, then return 1, else return 0;

• if ϕ contains an empty clause,

UB ← UB − 2n

if UB < t, then return −1, else return 0;

• if ϕ contains a unit clause {u},

UB ← UB − 2n−1

if UB < t, then return −1,
else return sTCDP(ϕ|u←1, n − 1, t, LB, UB)

• otherwise, choose any variable v in ϕ

temp = sTCDP(ϕ|v←1, n − 1, t, LB, UB)
if temp = 1 or − 1, return temp,

else return sTCDP(ϕ|v←0, n − 1, t, LB, UB).

The performance measure used in our experiments was
the number of recursive calls. To reduce linkage overhead,
t, LB, and UB were implemented as globals.

Experimental Results
Experiments were run for random 3CNF-formulas with 10,
20, 30 and 40 variables, by implementing the symmetric
TCDP algorithm on a dual 1GHz i686s/4GB memory/Linux
2.4.2-2smp workstation with C and the GNU Multiple Pre-
cision package. For each space, individual runs were made
for thresholds of 2αn with α varying from 0.1 to 0.9 in 0.1
steps.

The results are depicted in Figures 1, 2 and 3. In these fig-
ures the horizontal axis is the ratio of the number of clauses
to the number of variables in the space. The ranges of for-
mula sizes represented in the graphs are 1 to 50, 1 to 100, 1
to 150, and 1 to 200 for the 10, 20, 30 and 40 variable spaces
respectively.

The probability phase transition graphs in Figure 3 show
for each test point the fraction of 1200 newly generated ran-
dom formulas that had a number of satisfying truth assign-
ments greater than or equal to the 2αn threshold. For each
α, the window in which the probability drops from 1 to 0
becomes narrower and steeper as the number of variables
increases. We used finite-size scaling, assuming a power
law of the form (r−r∗(α))nν

r∗(α) , to obtain estimates for the crit-
ical ratio r∗(α) and for the exponent ν. The estimates for
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Figure 3: Probabilty Phase Transition Graphs

Table 1: Markov Upper Bound vs. Estimate for r∗

MUB Estimate Transition Peak Cost
α r∗(α) r∗(α) Window (n = 40)
0.1 4.6718 4.19 [3.775, 4.725] 4.5-
0.2 4.1527 3.84 [3.475, 4.300] 4.0-
0.3 3.6336 3.45 [3.150, 3.800] 3.4
0.4 3.1145 3.00 [2.775, 3.275] 3.0-
0.5 2.5954 2.50 [2.325, 2.750] 2.5-
0.6 2.0764 2.02 [1.875, 2.175] 2.0
0.7 1.5573 1.53 [1.425, 1.675] 1.6-
0.8 1.0382 1.02 [0.950, 1.200] 1.2
0.9 0.5191 0.51 [0.475, 0.575] 1.2

the values of r∗(α) are given in the second column of Ta-
ble 1; the respective estimates for the values of ν, as α
varies from 0.1 to 0.9 in 0.1 steps are: 0.4968, 0.5112,
0.5899, 0.5849, 0.5800, 0.5021, 0.5021, 0.4931, and 0.6598.
When the data were accordingly rescaled, the four curves
(n = 10, 20, 30, 40) for each α-family collapsed to a single
curve, thus providing further evidence for the existence of a
phase transition at r∗(α). Table 1 shows how the estimates
for r∗(α) compare with the upper bounds obtained using
Markov’s inequality (MUB) in the first part of Proposition
2.

The average search cost graphs in Figures 1 and 2 show
the average number of recursive calls required by the sym-
metric TCDP to test each set of 1200 sample formulas.
The run-times varied from a few minutes to a few days.
Whereas with the probability curves we had distinct fami-
lies for each value of α, here we have distinct families cor-
responding to each value of n. Figure 1 depicts the fam-
ilies for n = 10 and n = 20, while Figure 2 depicst the
families for n = 20 and n = 40. Obviously, the num-
ber of recursive calls increases with increasing values of n.
The interesting outcome is that for any particular value of n
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the difficulty varies with both α and r . For a fixed n and
fixed α , there is the characteristic “easy-hard-easier” pat-
tern of difficulty for increasing values of r . Moreove r, a s
α increases from 0.1 to 0.9, the peaks move to the left, for
example in the 40 variable family, they appear to occur at
4.5−, 4.0−, 3.4, 3.0−, 2.5−, 2.0, 1.6−, 1.2, 1.2.

Fo r eve r y α , we define the transition window for
#3SAT(≥ 2αn) to be the interval of ratios r in which the 40
variable curve drops from a probability of 0.9 to 0.1. Note
that when α ≤ 0.7, the ratio r at which the peak cost occurs
is well inside the transition window; in fact, it either coin-
cides with or is close to the experimental estimate for r∗(α),
as would be expected from the conventional conjecture that
the peak cost occurs at or near the phase transition point (see
Table 1). The state of affairs, however, changes for α = 0.8
and α = 0.9. Indeed, the α = 0.8 curve peaks at 1.2, which
is the boundary of the transition window. Even more dra-
matically, the α = 0.9 curve also peaks at 1.2, which is well
to the right of the transition window [0.475, 0.575]. See Fig-
ure 4.

Also noteworthy is the fact that the peak cost for α = 0.8
and α = 0.9 occurs at r = 1.2, which is the ratio at which
the CDP procedure for #SAT peaks (Birnbaum & Lozinskii
1999). We now provide an analysis of the relationship be-
tween the peak cost of CDP and that of the symmetric TCDP
or other variants of it.

A naive algorithm to solve threshold counting satisfiabil-
ity problems, such as #3SAT(≥ 2αn), is to simply run CDP
to find the exact number of satisfying assignments and then
compare the result with the threshold count. The most ob-
vious and direct improvement to this naive algorithm is to
consider a threshold variant of CDP in which a lower bound
on the count is maintained; we will refer to this variant as
the basic TCDP. The symmetric TCDP considered here is a
further refinement of the basic TCDP in which both a lower
bound and an upper bound are maintained. In other words,
the basic TCDP can be obtained from the symmetric TCDP
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by disabling the upper bound check.
Threshold variants of CDP, such as the basic TCDP and

the symmetric TCDP, only allow for speeding it up. They
terminate earlier than CDP does, i.e., before a full count is
completed, only when they determine that the threshold is
exceeded or cannot be exceeded. They will make full count,
however, if this early termination does not occur. Conse-
quently, for every CNF-formula ϕ, the number of recursive
calls of the basic TCDP or of the symmetric TCDP on ϕ, re-
quired to determine if the number of satisfying assignments
is greater than or equal to a threshold value t, cannot exceed
the number of CDP recursive calls required to count all of
the satisfying assignments. Moreover, if the number of satis-
fying assignments is less than the threshold value t, then the
number of recursive calls required by the symmetric TCDP
and the CDP will be equal except for cases in which the up-
per bound check is able to cause early termination. By the
same token, if the number of satisfying assignments is less
than the threshold value t, then the number if recursive calls
of the basic TCDP will be equal to those of the CDP.

Now, from the preceding comments and the definition of
the critical ratio r∗(α), it follows that as n becomes arbi-
trarily large, for every r > r∗(α) the difference between the
cost curves of the basic TCDP and the CDP will essentially
diminish. Moreover, for every r < r∗(α) the cost curves for
the basic and the symmetric TCDP will be lower than the
cost curve for the CDP. (Even though the existence of the
critical ratios r∗(α) has not been established analytically,
the above remains true, when r is taken to be respectively
bigger or smaller than the upper and lower bounds for r∗(α)
given in Proposition 2.) Finally, suppose that the cost curve
of the CDP for n variables has a peak at some ratio rc and
consider an α such that the critical value r∗(α) for the phase
transition is less than rc. In this case, the peak cost of the
basic TCDP cannot occur at r∗(α).

These remarks suggest a qualitative way that we can pre-
dict and describe the peak formation in the average cost
curves of the basic TCDP. When the critical r∗(α) for a
particular α is greater than the ratio rc value at which CDP
peaks, then the average cost curves of the basic TCDP for
that α will nearly match the CDP curve for all r values to
the right of the phase transition region because the formu-
las concerned have a very low probability of having enough
satisfying assignments to cause the basic TCDP to termi-
nate doing a complete count. As r values move into the
phase transition region, formulas will begin to have enough
satisfying assignments to terminate the algorithm early and
cause the performance curve to start to break away from
the CDP curve. To the left of the phase transition region
nearly every formula will have enough satisfying assign-
ments to cause the early termination (also note that there
are greater and greater numbers of satisfying assignments
as r gets smaller and smaller since smaller r’s correspond
to fewer constraints). On the other hand, when the criti-
cal r∗(α) for a particular α is less than the rc value for the
peak difficulty of the CDP, then the peak difficulty of the
basic TCDP for that α must match the peak for the CDP,
since, coming from the right, the break will not occur until
r < r∗(α), which means r’s to the left of the CDP peak.
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Figure 5: CDP vs. Basic TCDP Search Costs

Strictly speaking, the above analysis applies to the ba-
sic TCDP algorithm. Our experiments with the symmetric
TCDP depicted in Figures 1 and 2 reveal that the symmetric
TCDP basically exhibits a similar behavior except that the
curves appear to drop for higher α values. To further cor-
roborate these findings, we ran experiments with the CDP
and the basic TCDP. Figure 5 shows the results for 20 vari-
able runs; it also includes the curve for CDP, which is an
envelope for the curves of the basic TCDP. We note that at
its peak the symmetric TCDP requires about 4,000 recur-
sive calls for α = 0.8 and about 3,000 recursive calls for
α = 0.9, while at its peak the basic TCDP requires about
4,200 recursive calls for α = 0.8 and also for α = 0.9.
We also note that, for α = 0.9, the region r < 0.5 is the
only region of ratios in which the difference in performance
between CDP and the basic TCDP is apparent.

(Bayardo & Pehoushek 2000) designed and implemented
a different DPLL extension for solving #SAT, called De-
composing Davis-Putnam (DDP), which utilizes connected
components in the constraint graph associated with a CNF-
formula. Their experiments showed that the DDP performs
better than the CDP and that its average peak cost occurs
when r ≈ 1.5. The analysis presented earlier is also appli-
cable to the DDP and its threshold variants, as regards the
qualitative relationship between the location of phase tran-
sitions for #3SAT(≥ 2αn), 0 < α < 1, and search cost of
threshold variants of DDP on this family. We plan to carry
out an experimental investigation to complement this analy-
sis with quantitative findings.

As mentioned in the introduction, other researchers have
considered both median performance and average (mean)
performance in phase transition experiments for certain NP-
complete problems, and have discovered differences in the
behavior of these quantities. Here, we reported the average
because of its intrinsic relationship to expectation; more-
over, in our experiments median behaves very similarly to
the average, as can be seen in Figure 6.
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Concluding Remarks
In this paper, we studied the family #3SAT(≥ 2αn), 0 <
α < 1, of PP-complete satisfiability problems each of which
exhibits a phase transition at a different ratio r∗(α) that de-
pends on the parameter α. We also investigated the average
peak cost of the symmetric TCDP, a natural threshold count-
ing algorithm for solving instances of these problems. Since
the occurrence of the phase transition differs from problem
to problem in the family, we have been able to see how
the phase transition affects the performance of the algorithm
and, in the process, have discovered that peak cost does not
always occur at the location of the phase transition.
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