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Abstract

This paper addresses the problem of outdoor terrain mod-
eling for the purposes of mobile robot navigation. We
propose an approach in which a robot acquires a set of
terrain models at differing resolutions. Our approach ad-
dresses one of the major shortcomings of Bayesian rea-
soning when applied to terrain modeling, namely artifacts
that arise from the limited spatial resolution of robot per-
ception. Limited spatial resolution causes small obstacles
to be detectable only at close range. Hence, a Bayes fil-
ter estimating the state of terrain segments must consider
the ranges at which that terrain is observed. We develop a
multi-resolution approach that maintains multiple naviga-
tion maps, and derive rational arguments for the number
of layers and their resolutions. We show that our approach
yields significantly better results in a practical robot sys-
tem, capable of acquiring detailed 3-D maps in large-scale
outdoor environments.

Introduction
This paper addresses the problem of robots navigating through
unknown terrain. This problem arises in great many robot
applications, such as planetary exploration (Matthies et al.
1995) and the exploration of abandoned mines (Ferguson et
al. 2003). In such cases, a robot must rely on its sensors
to determine the location of obstacles, so as to safely navi-
gate through free space. In indoor environments, this is com-
monly achieved by assuming the world is planar and esti-
mating a 2-D cross-section of the environment (Borenstein &
Koren. 1991; Burgard et al. 2000; Simmons et al. 2000;
Yamauchi et al. 1998). Outdoor environments require a 3-D
analysis of the ground and possible obstacles that might pro-
trude into navigable space (Hashimoto & Yuta 2003; Matthies
& Grandjean 1992). Of particular importance are negative
obstacles, characterized by the absence of supporting ground
(e.g., holes) (Matthies et al. 1998) as well as obstacles that
might protrude into the robot’s workspace from far above the
ground (e.g., overhangs) (Ferguson et al. 2003).

When modeling the navigability of terrain, one common ap-
proach is to extract a navigability assessment from sensor mea-
surements (e.g., range scans), and to integrate these assess-
ment over time using Bayes filters. To perform this integration,
existing techniques partition the workspace into a grid, similar
to the well-known occupancy grid map algorithm (Moravec
1988). For each grid cell, sensor measurements are integrated
using Bayes rule to diminish the effect of sensor noise.
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Figure 1: The terrain perception pyramid: terrain is modeled with
multiple maps at differing resolutions, each sensitive to observations
at different ranges.

Real-world terrain sensors have limited measurement reso-
lution. For example, SICK laser range finders can only mea-
sure ranges with 0.5◦ accuracy; similar limitations exist for
stereo camera systems and sonar sensors. Limited resolu-
tion can cause two problems with standard evidence grid al-
gorithms:

1. First, the limited resolution may make it impossible to de-
tect small obstacles at a distance. Obstacles like curbs or
low-hanging wires can usually only be detected at close
range. This is at odds with the ideal of Bayesian evidence
integration in terrain grids: If evidence gathered at a dis-
tance systematically misses an obstacle, the grid may not
change quickly enough when the robot is finally near the
grid cell. As a result, the terrain model may miss obstacles,
compromising the safety of the vehicle.

2. Second, limited sensor resolution makes it difficult to sys-
tematically find navigable terrain at a distance. As a result, a
motion planner is either forced to make optimistic assump-
tions about the nature of terrain at a distance (with the ob-
vious expense of having to replan when negative obstacles
are encountered), or must remain confined to nearby regions
that have been completely imaged.

The first limitation is the critical one that motivates our re-
search, although our approach solves both of these problems.

The key insight in solving the first problem is to note that
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the range at which terrain is analyzed plays a systematic role
in the robot’s ability to detect obstacles. To make this depen-
dence explicit, we propose to maintain multiple terrain maps,
each sensitive to different, possibly overlapping sensor ranges.
This is illustrated in Figure 1: Terrain observations are incor-
porated into the maps sensitive to the range at which the obser-
vation was acquired. Each map, thus, models the probability
of obstacles detectable at a particular range. When combin-
ing maps for assessing the navigability of terrain, preference
is given to shorter range maps; however, all maps participate
in motion planning.

The use of multiple maps raises the issue of their resolution.
As we will show in this paper, a variable resolution approach
yields superior coverage to a fixed resolution approach. To
derive an appropriate resolution, we will analyze the effect of
measurement noise and limited resolution on the density of
measurements, so that the maximum resolution is chosen at
each level that guarantees that all grid cells are covered with
high likelihood. The result of this analysis is a pyramid of
terrain maps: Near the robot we have a fine-grained map suf-
ficient for maneuvering the robot in close proximity to obsta-
cles, whereas the map far from the robot is coarse, facilitat-
ing the task of motion planning. In extensive experiments,
we show that the resulting approach is superior to existing ter-
rain modeling approaches, in that it enhances the robot’s safety
while facilitating motion planning.

Bayesian Techniques for Navigability
In this section we present our core Bayesian technique for con-
structing navigability maps of unknown terrain. The approach
requires that the robot be equipped with a 3-D range finder.
For a fixed resolution grid, this approach is identical to a pre-
viously published algorithm in (Ferguson et al. 2003). It forms
the basis of the pyramid described in subsequent sections.

Suppose the robot acquires a 3-D range scan of its sur-
rounding terrain. Each measurement is mapped into a
(x y z)-coordinate using the obvious coordinate transforma-
tion. Whether or not a location (x y) is navigable is deter-
mined by a simple geometric analysis; A location is navigable
at height z if the z-values of all measurements in the vicinity
of (x y) are either near each other (e.g., less than 5cm devia-
tion), or are above the ground plane at a distance that exceeds
the height of the robot. Either criterion is easily verified by a
simple geometric analysis, as shown in (Ferguson et al. 2003).

The analysis of navigability results in a probability distri-
bution p(xi | zt) for each nearby location xi, conditioned on
the range scan zt (here t denotes the time). Multiple measure-
ments covering the same grid cell are then integrated using
Bayes rule:

p(xi | z1, z2, . . . , zT )

=
p(zT | xi, z1, . . . , zT−1) p(xi | z1, . . . , zT−1)

p(zT | z1, . . . , zT−1)
(1)

The “standard” derivation of the algorithm assumes that xi is
a sufficient statistic of the past, hence we get

=
p(zT | xi) p(xi | z1, . . . , zT−1)

p(zT | z1, . . . , zT−1)
(2)

and after another application of Bayes rule

=
p(xi | zT ) p(zT ) p(xi | z1, . . . , zT−1)

p(xi) p(zT | z1, . . . , zT−1)
(3)

The navigability variable is binary—either a cell is navigable
or not. Thus, we can invert the entire reasoning by substituting
¬xi for xi:

p(¬xi | z1, z2, . . . , zT )

=
p(¬xi | zT ) p(zT ) p(¬xi | z1, . . . , zT−1)

p(¬xi) p(zT | z1, . . . , zT−1)
(4)

If we now divide (3) by (4) and substitute p(¬xi | ·) =
1 − p(xi | ·) for arbitrary conditioning variables, we essen-
tially obtain the standard grid mapping algorithm in (Moravec
1988), but here for navigability:

p(xi | z1, z2, . . . , zT )

1 − p(xi | z1, z2, . . . , zT )
(5)

=
p(xi | zT )

1 − p(xi | zT )

1 − p(xi)

p(xi)

p(¬xi | z1, . . . , zT−1)

1 − p(¬xi | z1, . . . , zT−1)

Or in log-form, with the recursion added out:

log
p(xi | z1, z2, . . . , zT )

1 − p(xi | z1, z2, . . . , zT )
= log

p(xi)

1 − p(xi)

+
∑

t

[

log
p(xi | zt)

1 − p(xi | zt)
+ log

1 − p(xi)

p(xi)

]

(6)

This update equation—which simply adds or subtracts evi-
dence for the navigability from each grid cell—is at the core
of classical techniques with a single navigability grid (Fergu-
son et al. 2003; Hashimoto & Yuta 2003), as well as our new
approach that maintains a pyramid of grids at different resolu-
tions.

The key problem of this update lies in its implicit indepen-
dence assumption. Consider a grid cell xi that contains a non-
navigable curb that can only be detected at close range. Mea-
sured from a distance, p(xi | zt) will be smaller than the prior
p(xi), hence

p(xi | zt)

1 − p(xi | zt)
+ log

1 − p(xi)

p(xi)
(7)

will be negative. Let this value be called α. At close range, the
robot can detect the obstacles; hence this expression turns into
a positive value. Let us call this positive value β. The poste-
rior will only indicate occupancy if the number of close range
readings is at least n−α

β
, where n is the number of long-range

readings. Otherwise, the obstacle may be missed. Clearly, for
any value of α and β, the approach can fail when the number
of long-range readings is too large.

Multi-Resolution Approaches
The central idea of our paper is to develop a pyramid of terrain
models, in which each terrain model captures the occupancy
from measurement data acquired at different ranges. These
maps are defined through a sequence of distances

0 = d0 < d1 < d2 < . . . < dN = max dist (8)

that partition the space of all distances at which the robot can
perceive, up to its maximum range. Each interval [dn; dn+1)
defines a map, that is, at any point in time, our approach only
updates a grid cell in the n-th map if the actual distance of
this cell to the sensor (at the time of measurement) falls into

PERCEPTION   465  



the interval [dn; dn+1). In this way, each range scan leads to
updates at multiple maps.

The definition of the values {dn} requires some analysis, in
that the issue of the grid resolution and the distance band to
which each grid is tuned are closely intertwined. Our analysis
will be carried out in two parts. First, we will derive a bound
on the maximum resolution of each grid cell, which guaran-
tees with high likelihood that all grid cells are covered. This
bound sets the resolution levels at different ranges dn; as to be
expected, the resolution decreases with distance. The actual
ranges {dn} that define the individual maps are then deter-
mined by an argument that ensures uniform spread of updates
at all levels of the pyramid, which implies that all of the occu-
pancy maps are similar in their resulting confidence.

Upper Bound for the Grid Resolution
In this section, we will derive an upper bound on the resolution
of each grid cell as a function of the distance to the robot, d.
This bound is derived as a lower bound on the grid resolution.
The bound is driven by three considerations: the effects of
measurement noise, the vertical resolution, and the horizontal
resolution of the range scanning device. Its rationale is that for
exploration, we would like to guarantee coverage of each grid
cell with high likelihood. Part of our analysis requires a flat
ground. This is because the curvature in front of the robot is
generally unknown a priori.

The bound assumes a range sensor with vertical angular res-
olution of φ (e.g., 1 degree) and horizontal angular resolution
ψ, which is mounted at a fixed height h on the robot. Let rα be
the correct measurement of a range finder pointed at the verti-
cal angle α, where α = 0 denotes the horizontal direction. On
a flat surface, the exact range rα is obtained by the following
equation

rα =
h

sinα
(9)

Sensor measurements are, of course, noisy. The actual sensor
measurement is a probabilistic function of rα. Let this distri-
bution be denoted by p(r̂α | rα), where r̂α denotes the actual
measurement. For our analysis, let us assume that the variance
of this distribution is given by σ2

r .
Let d be the horizontal distance of a grid cell to the robot.

The measurement noise causes noise in the distance at which
ground is detected. The variance of this distance d due to mea-
surement noise is given by

σ2
d =

σ2

1 + (h
d
)2

(10)

where σ2 is the variance of p(r̂α | rα). To see this, we note
that the measurement angle at distance d is

α = arctan
h

d
(11)

Thus, range noise is projected onto surface noise in proportion
to the cosine of this angle:

cosα = cos

(

arctan
h

d

)

=
1

√

1 + (h
d
)2

(12)

Figure 2: Lower bound on the grid cell size, for a range scanner
with φ = 0.5◦ vertical resolution, ψ = 2

◦ horizontal resolution, and
measurement noise σ = 15cm.

Since the variance is a quadratic function, the resulting vari-
ance on the ground is as stated in (10). For d � h, we have
σ2 ≈ σ2

d, suggesting a lower bound for the grid cell size that
is asymptotically independent on the distance d.

This is quite different for the effect of limited angular res-
olution. Let φ be the vertical angular resolution of the sen-
sor. Equation (11) specified the angle at which a point on the
ground at distance d is detected. This angle is a function of d.
Its dependence on d is characterized by the derivative

∣

∣

∣

∣

∂α

∂d

∣

∣

∣

∣

=
h

d2 + h2
(13)

Thus, for any (small) angular resolution φ, we obtain

∆d ≈ φ
(d2 + h2)

h
(14)

where ∆d is the minimum vertical ground difference de-
tectable by a sensor with resolution φ. This value is of course
only an approximation, since the function α is approximated
using a linear function (first order Taylor expansion). How-
ever, for small φ, this value gives us an accurate measure of
the distance between ground detections due to sensor limita-
tions. This value increases quadratically with the distance d.

The horizontal resolution of the scanner ψ gives us the rela-
tion

∆d

2d
= arctan

ψ

2
(15)

and hence

∆d = 2d arctan
ψ

2
(16)

which grows linearly in d.
Since resolution and noise effects are all worst-case addi-

tive, an appropriate lower bound for the grid cell size is

δ(d) =
σ

√

1 + (h
d
)2

+ 2d arctan
ψ

2
+ φ

(d2 + h2)

h

(17)

which consists of a constant, a linear, and a quadratic term.
Figure 2 illustrates the lower bound on the grid cell size, for

a vertical resolution φ = 0.5◦, a horizontal resolution ψ = 2◦,
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and a measurement noise variance σ = 15cm. The top curve
is our additive lower bound, composed of the noise bound
(dashed curve) that asymptotes into a constant, the linear hor-
izontal resolution bound (thin line), and the resolution bound
(gray curve) that grows quadratically. Within a range of up
to five meters, the total bound is surprisingly close to a linear
function. Beyond this range, it becomes quadratic.

As noted above, our analysis is based on the assumption
of a flat ground. This assumption is adopted to reflect that
the ground ahead of the robot is unknown. It is pessimistic
in the face of an upward slope, in which case the density of
measurements is larger than expected (hence the bound could
be reduced). It is optimistic on downward-sloped ground, in
which the resulting grid cells might not always be covered by
at least one sensor measurement. In such situations, the robot
will have to reduce its exploration speed so as to compensate
the effects of reduced visibility in such terrain.

The Pyramid
We have just devised a lower bound on the grid cell size de-
pending on the range d at which measurements are integrated.
In this section, we will derive a rational argument for number
and shape of the layers in our pyramid.

In determining the number of layers in the pyramid, we
trade off the size of an obstacle that can be detected by the
robot and the resolution and range at which it can be detected.

For a sensor with vertical resolution π, the ability to deter-
mine an obstacle of height ∆z depends on the distance d. This
height is easily determined using the obvious geometric equa-
tion:

∆z

2d
= arctan

φ

2
(18)

This implies that the height of detectable obstacles depends
linearly on the distance d, for a sensor with fixed resolution:

∆z = 2d arctan
φ

2
(19)

This linear dependence suggests a linear decrease of grid reso-
lution in the pyramid—this is at stark contract of an exponen-
tial structure of most pyramids in the field of computer vision.
In particular, we propose an obstacle grid pyramid of resolu-
tions ∆d, γ∆d, 2γ∆d, 3γ∆d, . . ., for a linear scaling param-
eter γ. With such a linear increase in resolution, the corre-
sponding range for each layer is determined by the bound in
(20):

di = min
∆d

δ(d) < i γ ∆d (20)

While this bound is generally quadratic, within a measurement
range of 5 meters the function is approximately linear. Thus,
with appropriate choice of the pyramid resolution γ, we obtain
a pyramid that scales linearly in resolution, and where each
layer focuses on an approximately linear distance of cells near
the robot.

In our experiments, we found that a “soft” boundary works
better than a hard boundary on the association of ranges d to
a layer in the pyramid. In particular, when receiving range
measurements that provide information on navigability at the
distance d, the information integrated into the grid defined for
the range di is gated by a factor of

exp

{

− 1

2

(d− di)
2

σ2

} [

log
p(xi | zt)

1 − p(xi | zt)
+ log

1 − p(xi)

p(xi)

]

Figure 3: The robotic vehicle is based on a Segway RMP, equipped
with a vertically oriented SICK laser range finder mounted on an
Amtec pan/tilt unit. The robot uses a highly tuned Inertial Measure-
ment Unit and a GPS for localization.

This exponential decay leads to a smooth implementation
of our distance-based multi-resolution grid approach.

Experimental Setup
We recently developed a mobile robot system for 3-D mapping
and navigation of outdoor environments. Our navigation al-
gorithm is described elsewhere (Likhachev, Gordon, & Thrun
2003): In essence, this approach finds a path through the map
that maximizes the progress to a target location while mini-
mizing the risks of encountering non-navigable space.

Our robot, shown in Figure 3, is based on the Segway RMP
mobile platform. The RMP is a computer-controlled version
of the commercial Segway HT scooter. The robot is equipped
with a SICK laser range finder mounted on an Amtec pan-tilt
unit. The laser is swept back and forth in order to acquire 3-D
scans of the robot’s environment. The robot also incorporates
a sophisticated Inertial Measurement Unit (IMU) and GPS for
localization. By projecting the endpoints of the laser scans
into 3-D according to the estimated position of the robot and
the angle of the pan-tilt, the robot can construct clouds of 3-D
points describing the world around the robot.

By integrating constraints from the IMU, GPS, and matches
between laser scans, we are able to construct large-scale, glob-
ally consistent, 3-D maps of urban environments. A map of the
center of Stanford campus over 600 meters wide is shown in
Figure 4. While such maps are necessary for planning global
routes from one location to another, the robot must also moni-
tor the immediate surroundings of the robot to ensure safe mo-
tion. The navigation pyramid algorithm described in this paper
was implemented as the local navigation layer on the Segway.
Experiments were performed to validate the two advantages
of the pyramid algorithm: robustness to limited spatial resolu-
tion, and improved sensor coverage.

The first experiment is shown in Figures 5 to 7. Figure 5
shows the robot standing at a distance from a set of stairs. At
this distance the robot is not able to detect the stairs as an
obstacle. Both the standard evidence grid algorithm and the
pyramid algorithm generate terrain maps like the one shown
in Figure 5. (All levels of the pyramid were chosen to have a
fixed resolution for the purposes of comparison with the stan-
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Figure 4: 3-D map of the center of the Stanford campus constructed
by the Segway. The map is over 600 meters across, and was con-
structed from over 10 km of travel.

dard algorithm.) After standing still for several minutes, both
algorithms describe the stairs area as being empty with high
probability.

Subsequently, the robot was driven up to the stairs. At closer
ranges, the stairs are detected as obstacles, but the standard
evidence grid is unable to overcome the previous evidence de-
scribing the cells as free space. The resulting evidence grid,
shown in Figure 6 does not contain the steps and would have
resulted in a collision of the robot. The pyramid algorithm, on
the other hand (Figure 7, was able to detect the stairs. As the
robot moved closer to the stairs, the obstacles were incorpo-
rated into the shorter range layers of the terrain map.

The second experiment, pictured in Figures 8 and 9, shows
an example of the effect of multi-resolution pyramids on map-
ping performance. Figure 8 shows a fixed resolution terrain
map generated while the robot was approaching a gate. The lo-
calization of obstacles in the map is quite good, but the sweep-
ing pattern of the laser leaves large holes in the terrain map.
The abundance of holes makes it difficult to plan smooth local
paths through this environment. Figure 9 shows the same sce-
nario, except using a multi-resolution pyramid. Obstacles near
the robot are precisely mapped, while obstacles in the distance
are stored at low resolution. Furthermore, most of the holes in
the terrain map have been filled.

Conclusion
This paper proposed a pyramid approach to acquiring terrain
models with mobile robots. The model was motivated by a
key flaw in flat grid approaches to modeling the navigability of
terrain; namely, that the ability of a sensor to detect obstacles
varies with range. By integrating information into a single flat
map, failures to detect obstacles at a distance are treated as
random noise, and not what they actually are: the systematic
effect of limited sensor resolution.

Our approach alleviates this problem by devising a hierar-
chy of maps, each tuned to a different sensor range (and hence
a different sensor resolution). We derive a mathematical bound
that provides a rational argument for determining the region
covered by each map, and the granularity of the grid cells in
each map. As a result, the map resolution decreases with the

Figure 5: Watching the stairs from a distance, both algorithms create
a similar terrain map with the stairs marked as free space.

Figure 6: After the robot approaches the stairs, the standard occu-
pancy grid algorithm is unable to overcome the previous negative ev-
idence and the curb is not detected.

Figure 7: The pyramid approach is able to detect the stairs in time to
safely avoid them.

measurement range, which has the nice side effect that the re-
sulting maps tend to have much higher coverage than common
single-map approaches.

We have demonstrated our approach using an actual outdoor
mobile robot system. Our system is based on a robotic Segway
scooter, and has successfully acquired large-scale models of
areas 1km2 in size. Our experiments demonstrate that our ap-
proach successfully identifies obstacles in situations where the
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Figure 8: Model of the robot’s surroundings using a fixed resolution
grid. The large number of holes in the map makes motion planning
difficult.

flat approach fails, and that it indeed leads to improved cov-
erage in the resulting map. Computationally, our approach is
only marginally more expensive than the single map approach,
which should make our approach the method of choice for out-
door mobile robot navigation.
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