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Abstract

For decision-theoretic planning problems with an indefinite
horizon, plan execution terminates after a finite number of
steps with probability one, but the number of steps until ter-
mination (i.e., the horizon) is uncertain and unbounded. In
the traditional approach to modeling such problems, called
a stochastic shortest-path problem, plan execution terminates
when a particular state is reached, typically a goal state. We
consider a model in which plan execution terminates when a
stopping action is taken. We show that an action-based model
of termination has several advantages for partially observable
planning problems. It does not require a goal state to be fully
observable; it does not require achievement of a goal state
to be guaranteed; and it allows a proper policy to be found
more easily. This framework allows many partially observ-
able planning problems to be modeled in a more realistic way
that does not require an artificial discount factor.

Introduction
Markov decision processes (MDPs) provide a widely-used
framework for planning under uncertainty. Planning prob-
lems consider by AI researchers are most often problems of
goal achievement, where plan execution terminates once the
goal is achieved. When the course of plan execution is un-
certain, the number of steps needed to achieve a goal cannot
be predicted in advance, or even bounded. In this case, the
problem cannot be modeled as a finite-horizon MDP, and is
often modeled as an indefinite-horizon MDP, a special case
of an infinite-horizon MDP that models termination of the
process (e.g., by entrance into a zero-reward absorbing state)
and guarantees eventual termination with probability one.

When plan execution is guaranteed to terminate, the ex-
pected total reward received during plan execution is finite.
An important advantage of this is that a discount factor is
not needed to ensure a well-defined optimality criterion. A
discount factor is sometimes justified by the economic argu-
ment that a reward received sooner is worth more than one
received later. But in practice, a discount factor is often used
for mathematical convenience, since it is a simple way to en-
sure that expected total reward over an infinite horizon is fi-
nite. Use of a discount factor can have drawbacks, however.
The most serious is that discounting can skew the results of
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optimization; even a small change of the discount factor can
lead to a different optimal policy, and it is often difficult to
justify one value of the discount factor instead of another.

For completely observable MDPs, the indefinite-horizon
optimality criterion is well-understood and widely-used. In
particular, completely observable problems are often for-
malized as stochastic shortest-path problems, where plan
execution terminates once a special state is reached, typ-
ically a goal state, and no discount factor is needed be-
cause eventual termination is guaranteed. But in the AI
community, most work on planning using partially observ-
able Markov decision processes (POMDPs) has used the
discounted infinite-horizon optimality criterion. We begin
this paper with the observation that many of these problems
would be better formalized as indefinite-horizon POMDPs,
and we present several motivating examples. Recently, in
the operations research community, the framework of sto-
chastic shortest-path problems has been extended to the par-
tially observable case (Patek 2001). This analysis, although
very useful, is incomplete in some respects. In this paper,
we introduce the framework of partially observable stochas-
tic shortest-path problems to the AI community, and extend
the model in ways that make it more suitable for partially
observable planning problems.

We make the following specific contributions. First, we
refine the model of partially observable stochastic shortest-
path problems by distinguishing between state-based and
action-based termination. The traditional way to model ter-
mination of a stochastic shortest-path problem is to iden-
tify a set of goal states and to stipulate that the process
terminates when it enters a goal state. But this assumes
that the goal state is completely observable and reachable
with probability one, and both assumptions are problematic
for POMDPs. Instead, we introduce a model in which the
process terminates once a special stopping action is taken,
and we show that this provides a more realistic model for
many POMDPs. In fact, we prefer the name “indefinite-
horizon problem” to“stochastic shortest-path problem” be-
cause, with action-based termination, there is no guarantee
that a goal state will be reached, although our formulation
allows a goal state to be specified and aimed for. Finally, we
describe simple modifications of exact dynamic program-
ming algorithms for POMDPs that allow indefinite-horizon
POMDPs with action-based termination to be solved.
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In general, the problem of finding an ε-optimal pol-
icy for an undiscounted infinite-horizon POMDP is unde-
cidable (Madani, Hanks, & Condon 2003). But for the
indefinite-horizon model presented in this paper, dynamic
programming can find an ε-optimal policy after a finite num-
ber of iterations, and we describe how to compute a bound
on the error of the policy.

Background
A POMDP is formally defined as a tuple M =
(S, A, Z, P, R), where: S, A, and Z are finite sets of
states, actions, and observations, respectively; P is a set
of Markovian state transition and observation probabilities,
where P (s′|s, a) is the probability of making a transition
from state s to state s′ after action a, and P (z|s′, a) is the
probability of observing z ∈ Z after action a results in a
transition to state s′; and R is a reward model, where R(s, a)
is the expected immediate reward received for taking action
a in state s. (For convenience, we often refer to a negative
reward as a cost.)

Although the state of the process is not directly observed,
a vector of probabilities over states can be maintained, de-
noted b and called a belief state, where b(s) is the probability
that the process is in state s. If action a is taken and followed
by observation z, the successor belief state, denoted ba

z , is
determined by revising each state probability using Bayes’
theorem, as follows,

ba
z(s′) =

∑
s∈S P (s′, z|s, a)b(s)

P (z|b, a)
,

where P (s′, z|s, a) = P (s′|s, a)P (z|s′, a) and P (z|b, a) =∑
s,s′∈S P (s′, z|s, a)b(s). A belief state maintained by

Bayesian conditioning is a sufficient statistic that summa-
rizes all information necessary for optimal action selection.
This allows a POMDP to be transformed into an equiva-
lent, completely observable MDP with a continuous, |S|-
dimensional state space consisting of all possible belief
states, denoted B. In this form, it can be solved by iteration
of a dynamic programming operator that updates a value
function V : B → �, as follows,

V (b) := max
a∈A

{
r(b, a) + β

∑
z∈Z

P (z|b, a)V (ba
z)

}
, (1)

where r(b, a) =
∑

s∈S b(s)r(s, a) and β is a discount factor.
In words, this says that the value of belief state b is set equal
to the immediate reward for taking the best action for b plus
the discounted expected value of the resulting belief state ba

z .
When POMDPs are used for decision-theoretic planning,

the most widely-used objective is to maximize the expected
total discounted reward over an infinite horizon, where the
discount factor β is defined such that 0 ≤ β < 1. For
infinite-horizon POMDPs, where the process never termi-
nates, a discount factor can be avoided by optimizing the
average reward per time step. But for indefinite-horizon
POMDPs, where the process terminates after a finite num-
ber of steps, the average-reward criterion cannot be used, be-
cause the average reward per time step is zero for a process
that eventually terminates. Instead, the discount factor must
be avoided in a different way.

Motivating examples
To motivate our development of a POMDP framework for
decision-theoretic planning tasks that eventually terminate,
but after an uncertain and unbounded number of steps, we
consider some examples from the literature.

Optimal search for a moving target Interest in this class
of problems has long been associated with the problem of
search for a moving target. Eaton and Zadeh (1962) first
considered a class of pursuit problems where the objective is
to intercept a target randomly moving among a finite number
of positions. The state of the problem is the pair of pursuer
and target positions, and the pursuit terminates when both
pursuer and target are in the same position, which serves as
the goal state. For cases in which observation of the posi-
tion of the target is noisy, several researchers have formal-
ized this pursuit problem as a POMDP. In this form, it has
been used to model problems as diverse as submarine track-
ing (Eagle 1984), and polling a roaming mobile user in a
cellular network to determine its location (Singh & Krish-
namurthy 2001). Pineau et al. (2003) recently introduced
the robotic laser tag problem to the AI community as a test
domain for POMDP algorithms. Although formalized as a
discounted infinite-horizon problem, it is actually a pursuit
problem; a robot pursues a stochastically moving opponent,
and the problem terminates when the opponent is tagged.

Robot navigation There are many applications of
POMDPs to mobile robot navigation, both in artificial grid-
worlds (Littman, Cassandra, & Kaelbling 1995) and in real
environments (Simmons & Koenig 1995), to cite two early
references. In most cases, these are indefinite-horizon prob-
lems that terminate when the robot reaches a goal location.

Preference elicitation Recent work on modeling prefer-
ence elicitation as a POMDP (Boutilier 2002) provides a less
conventional example. In this problem, a system for making
recommendations to a user first asks a sequence of questions
to gather information about user preferences. The process
terminates when a recommendation is eventually made. The
reward received depends on how closely the recommenda-
tion matches the user’s actual preferences.

Besides such examples, general reasons for adopting an
undiscounted, indefinite-horizon framework can be given.
Often, there is a need to guarantee that a policy will ter-
minate. Guaranteed termination is important in a policy for
automatic recovery from system faults, as argued by Joshi
et al. (2006), and in development of a hierarchical approach
to solving POMDPs, where it is important that a policy for
a subcontroller eventually returns control to the higher-level
controller that invoked it (Hansen & Zhou 2003). A draw-
back of discounting is that it makes it impossible to guar-
antee that a policy eventually terminates, since discount-
ing allows a policy that never terminates to have finite ex-
pected cost, even when all actions have positive cost. An-
other drawback worth mentioning is that discounting intro-
duces a temporal component to risk aversion that eliminates
the possibility of stationary optimal policies in risk-sensitive
planning (Liu & Koenig 2005).
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Stochastic shortest-path problems

For MDPs that are guaranteed to terminate after a finite
number of steps, the expected total reward criterion is well-
defined and a discount factor is unnecessary. Termination
of a process can be modeled by including a reward-free, ab-
sorbing state in the state space, called a terminal state. The
process is considered to terminate once it enters this state.1

A stationary policy that is guaranteed to terminate (i.e., enter
the absorbing terminal state) with probability one from any
start state is called a proper policy.

Various conditions can be used to guarantee that a MDP
has a proper policy that is optimal. The simplest conditions
are that (1) a proper policy exists, and (2) all actions incur
negative reward (or equivalently, positive cost). The sec-
ond condition ensures that any policy that does not terminate
has infinite negative reward (or equivalently, infinite positive
cost). As mentioned earlier, Eaton and Zadeh (1962) intro-
duced a class of pursuit problems that satisfy exactly these
two conditions. Derman (1970) extended their analysis and
refered to these as first passage problems. Bertsekas showed
that the assumption of negative action rewards (i.e., positive
action costs) can be weakened in exchange for stronger as-
sumptions about the optimality of proper policies. Under the
assumption that there is an optimal proper policy, he showed
that action rewards simply need to be non-positive (Bert-
sekas 1987). Under the assumptions that there is an op-
timal proper policy and all improper policies have infinite
negative reward for some initial state, he showed that even
the assumption that action rewards are non-positive is not
needed (Bertsekas & Tsitsiklis 1991). It is this last model
that Bertsekas calls a stochastic shortest-path problem. Note
that the class of pursuit (or equivalently, first passage) prob-
lems considered by Eaton and Zadeh (and Derman) is a
proper subset of the class of stochastic shortest-path prob-
lem considered by Bertsekas.

Patek (2001) recently considered how to extend
this framework of stochastic shortest-path problems to
POMDPs. He makes the same assumptions as Bertsekas.
That is, he assumes (1) the existence of a policy that guar-
antees termination with probability one, and (2) the property
that any policy that fails to guarantee termination has infinite
expected cost from some initial state. To cope with partial
observability, he also makes an additional assumption: (3)
termination is perfectly recognized. To model termination,
he assumes there is an extra state that is zero reward and
absorbing – the same assumption as in the completely ob-
served case. But in addition, he assumes this extra state is
perfectly observed in the sense that there is a special obser-
vation symbol that is unique to transitions to this terminal
state. Given these assumptions, Patek establishes the exis-
tence of optimal stationary policies and the convergence of
value iteration and policy iteration in the limit.

1Equivalently, termination can be modeled by allowing some
“leakage” of probability out of the system, that is, by allowing
some state-action pairs (i,a) for which j pa

ij < 1. In this case, the
“leaked” probability mass can be viewed as equivalent to a transi-
tion to an absorbing terminal state.

Drawbacks of state-based termination
In most work on the stochastic shortest-path problem, the
absorbing state that is used to model termination of the
process represents a goal state. This reflects a view of the
stochastic shortest-path problem as a generalization of the
classic deterministic shortest-path problem in which the ob-
jective is to find a path to a goal state. In fact, Bersekas’ for-
mulation of the stochastic shortest-path problem is intended
to generalize the model of deterministic shortest-path prob-
lems solvable by the Bellman-Ford algorithm, where actions
costs can be either positive or negative. An important special
case of this model is the deterministic shortest-path prob-
lems solvable by Dijkstra’s algorithms, which requires ac-
tions costs to be positive. Correspondingly, an important
special case of the stochastic shortest-path problem (SSPP)
is a problem in which the terminal state corresponds to the
goal state, all actions incur a positive cost (which is not re-
quired in Berteskas’ or Patek’s SSPP model), and the objec-
tive is to find a minimum-cost policy that reaches the goal
state with probability one.

Although identifying the terminal state with a goal state
often makes sense, especially for completely observable
MDPs, it raises some difficulties for POMDPs because of
the additional assumption that is required to extend the
framework of stochastic shortest-path problems to the par-
tially observable case: the assumption that termination is
perfectly recognized. If the terminal state is identified with
the goal state, it follows that the goal state is completely
observable. Moreover, the assumption that the process ter-
minates with probability one means the goal state must be
reachable with probability one. For POMDPs, these as-
sumptions are often unrealistic.

For example, the POMDP framework has been used to
model optimal search for a target in a military context (Ea-
gle 1984; Yost & Washburn 2000; Schesvold et al. 2003).
In general terms, the problem is to search for a target and
then make a strike of some form. Limited and imperfect re-
sources for information gathering often mean the target can-
not be detected with perfect certainty and a decision to strike
must be made based on imperfect identification. In practice,
such problems are sometimes considered solved when the
probability that the target has been reached exceeds a thresh-
old (Hespana & Prandini 2002). The preference elicitation
problem mentioned earlier has a similar form. A sequence of
queries is made to discover information about a user’s pref-
erences. But the user’s preferences can never be perfectly
known, and a recommendation must be made based on im-
perfect knowledge. In these examples, there is a goal state.
But the goal state is never perfectly observed and it is not
possible to guarantee reaching it with probability one.

Another drawback of identifying the terminal state with a
goal state is the worst-case complexity of finding a proper
policy, which requires solving a reachability problem; in
particular, it requires finding a policy that is guaranteed to
reach the terminal state from any other state. The question
of whether a POMDP has a policy that reaches a particu-
lar state with probability one is decidable, but EXPTIME-
complete (Alur, Courcoubetis, & Yannakakis 1995). (The
proof of Alur et al. is included in a paper that primarily
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addresses the problem of finding a test sequence for identi-
fying the initial state of a partially observed system, but they
show that this is equivalent to the reachability problem for
POMDPs.) The EXPTIME-complete complexity of finding
a proper policy under partial observability presents a serious
challenge for algorithms for solving this class of problems.
Arguably, the least we can expect of an approximate policy
for an indefinite-horizon POMDP is that it eventually termi-
nates. If a policy is not proper, there is no guarantee that
its undiscounted expected return is finite. In that case, the
policy evaluation step of a policy iteration algorithm cannot
compute a finite value function, and it is not clear how a
policy iteration algorithm for POMDPs can even begin.

A related concern is the worst-case complexity of ver-
ifying that a particular POMDP satisfies the assumptions
of Patek’s model of partially observable stochastic shortest-
path problems. The model assumes that a proper policy ex-
ists; as we have seen, the question of whether it does or not is
EXPTIME-complete, in general. In addition, the model as-
sumes that an optimal policy is a proper policy, and that any
policy that does not terminate has infinite negative value for
some initial state. But given the undecidability of the pol-
icy optimization problem for POMDPs (Madani, Hanks, &
Condon 2003), it does not seem possible to verify these ad-
ditional assumptions in a way that applies to all cases. If the
assumptions of a model are difficult or impossible to verify
in practice, its applicability is questionable.

In the rest of this paper, we consider an alternative model
of indefinite-horizon POMDPs that does not rely on state-
based termination, and, as a result, does not have these draw-
backs.

Action-based termination
Although a terminal state is typically identified with a goal
state in the stochastic shortest-path framework, this identi-
fication is not actually required by this framework. In fact,
a terminal state simply models termination of the process.
Specifying a goal state that is distinct from the terminal state
has several potential advantages for POMDPs. It allows en-
try into the goal state to be imperfectly observed. It also
means that even if the process is guaranteed to reach the
terminal state with probability one, there need not be a guar-
antee that it reaches the goal state with probability one.

If a process can terminate without reaching a goal state,
some other model of process termination is needed. We
propose a refinement of the partially observable stochastic
shortest-path model in which termination of the process does
not depend on reaching a goal state, but on taking a spe-
cial action, called a terminal action, that explicitly stops the
process. Such an action, which can be taken in any state,
causes a transition from the current state to the terminal
state. It also results in a reward that depends on the state
in which the action is taken. This can be the reward associ-
ated with a goal state.

The model we propose is a special case of a partially
observable stochastic shortest-path problem (POSSPP). Be-
sides satisfying all the assumptions of a POSSPP, it satisfies
the following additional assumptions.

1. The action set includes one or more terminal actions.
From any state, a terminal action causes an immediate
transition to the terminal state.

2. All non-terminal actions incur a negative reward (i.e., pos-
itive cost).

3. The state-dependent reward of a terminal action can be
either positive or negative.

The importance of the second assumption is that it ensures
that all policies that do not terminate have infinite negative
reward. From the first assumption, it is immediate that there
is a proper policy with finite reward. It follows that an op-
timal policy is a proper policy. As for the third assumption,
allowing a state-dependent positive reward to be received for
a terminal action means that it is possible to associate a pos-
itive reward with a goal state. An agent can take a terminal
action when it thinks it is in a goal state, which may be im-
perfectly observed. In this case, the choice of whether or not
to continue is based on evaluating a tradeoff between the ex-
pected value of improving the probability of having reached
the goal state, and the cost of continued policy execution.

The framework we have proposed is similar to the frame-
work of optimal stopping problems in that a process is ter-
minated by taking a special action. In fact, optimal stopping
was originally studied for problems in which the underlying
state is partially observed, such as hypothesis-testing prob-
lems, where a testing process continues until evidence for a
hypothesis is strong enough that the cost of additional test-
ing is greater than its expected value. The difference from
an optimal stopping problem is that we allow the action set
to include any action, and not simply a choice of whether to
stop or continue.

There are several reasons for preferring this specialized
model of indefinite-horizon POMDPs with action-based ter-
mination. First, as we have seen, it can be used to model
problems where the goal state is partially observable and
cannot be reached with probability one, such as the mo-
tivating examples described earlier. But there are also
complexity-theoretic reasons for preferring this model.

Consider the worst-case complexity of finding a proper
policy. With action-based termination, nothing is easier; a
policy that takes a terminal action in any situation is a proper
policy. A simple, proper policy such as this provides a con-
venient initial policy that can be further improved by a pol-
icy iteration algorithm. The ease with which a proper policy
can be found when we allow action-based termination is in
contrast to the EXPTIME-complete complexity of finding a
proper policy in the case of state-based termination.

In addition, the question whether a particular POMDP
satisfies the assumptions of our model of indefinite-horizon
POMDPs with action-based termination can be verified im-
mediately. One simply checks that the POMDP includes
a terminal action, and that all non-terminal actions incur a
negative reward. From this, it follows that there is a proper
policy and that all policies that do not terminate have infinite
negative reward, which in turn satisfies the assumptions of
the more general model of POSSPPs. Without action-based
termination, the assumptions of the more general model are
difficult or impossible to verify, as we have already seen.
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We believe that many POMDPs that are modeled as
infinite-horizon discounted POMDPs can be more naturally
modeled as indefinite-horizon POMDPs with action-based
termination. For example, consider the classic tiger prob-
lem popularized by Kaelbling et al (1998). The problem
includes three actions, a listen action that incurs a cost and
can be repeated an indefinite number of times, and a choice
of opening one of two doors, where one action corresponds
to opening a door on the right and the other corresponds
to opening a door on the left. Opening a door results in a
state-dependent reward – either a treasure or a tiger is be-
hind the door. By treating the open-door actions as terminal
actions, this problem can be modeled very naturally as an
indefinite-horizon POMDP with action-based termination.
By contrast, Kaelbling et al treat the open-door actions as
reset actions that return the problem to its starting state. As a
result, an optimal policy (shown in Figure 17 of their paper)
repeatedly solves the same problem. Because it accumulates
the reward received over an infinite number of instances of
deciding which door to open, a discount factor is used, and
the choice of discount factor affects the policy. Modeling
this problem as an indefinite-horizon POMDP with action-
based termination avoids the discount factor.

Dynamic programming
For undiscounted, infinite-horizon POMDPs that satisfy the
assumptions of the stochastic shortest-path problem, which
are (1) the existence of a policy that guarantees termination
with probability one, (2) the property that any policy that
fails to guarantee termination has infinite expected cost from
some initial state, and (3) the property that termination is
perfectly recognized, Patek (2001) establishes the existence
and uniqueness of stationary optimal policies, and the con-
vergence of value and policy iteration. Because the model
that we consider in this paper – that of indefinite-horizon
POMDPs with action-based termination – is a special case
of the model of partially observable stochastic shortest-path
problems, all of Patek’s results carry over to our model.

In this section, we amplify Patek’s results in two ways.
First, we show that exact value iteration and policy iteration
algorithms for POMDPs can be adapted in a simple way to
solve indefinite-horizon POMDPs with action-based termi-
nation – in particular, by leveraging the distinction between
terminal and non-terminal actions. Second, we show how to
compute error bounds, which is not discussed by Patek.

Algorithms

Exact dynamic programming algorithms for POMDPs are
based on Smallwood and Sondik’s (1973) proof that the
dynamic-programming operator of Equation (1) preserves
the piecewise linearity and convexity of the value func-
tion. This means the value function can be represented
by a finite set of |S|-dimensional vectors of real numbers,
V = {v1, v2 . . . , v|V|}, such that the value of each belief
state b is defined as follows:

V (b) = max
vi∈V

∑
s∈S

b(s)vi(s). (2)

This representation of the value function allows the
dynamic-programming operator to be computed exactly and
there are several algorithms that do this (Feng & Zilberstein
2004). In turn, the dynamic-programming operator is the
core step of two exact algorithms for solving infinite-horizon
POMDPs – value iteration and policy iteration.

Value iteration The value iteration algorithm for solving
POMDPs can take advantage of the distinction between non-
terminal and terminal actions in our model of indefinite-
horizon POMDPs, as follows. For each terminal action,
there is a vector corresponding to the state-dependent re-
ward function for that action. We let the initial value func-
tion consist only of the vector(s) corresponding to the ter-
minal action(s) of the model. Then, in each iteration of
the algorithm, the dynamic-programming operator improves
the value function by considering only the non-terminal ac-
tions, since only these actions continue the process to the
next stage. But since the process can terminate at any stage,
we also include in the value function computed at each itera-
tion the vectors corresponding to the state-dependent reward
functions of each terminal action.

With this algorithm, note that the value function after
n iterations represents the optimal value function for the
problem if the policy is constrained to terminate after n
or fewer steps. It is obvious that this value function is a
lower bound on the optimal value function for the indefinite-
horizon problem, for which there is no bound on the number
of steps until termination. It is also obvious that it converges
to an optimal value function for the indefinite-horizon prob-
lem as n goes to infinity.

Policy iteration Several researchers have pointed out that
a policy for a POMDP can be represented as a finite-state
controller, and the value function of a policy represented in
this form can be computed exactly by solving a system of
linear equations. In fact, there is an elegant, one-to-one cor-
respondence between the nodes of a finite-state controller
and the vectors in a piecewise-linear and convex represen-
tation of its value function. Based on this, Hansen (1998)
showed how to interpret the dynamic programming operator
for POMDPs as a method of policy improvement that trans-
forms a finite-state controller into an improved finite-state
controller. Starting with an initial finite-state controller, the
algorithm creates a series of improved finite-state controllers
by repeatedly interleaving policy improvement with a policy
evaluation step. Poupart and Boutiler (2004) describe an im-
proved policy iteration algorithm that represents policies as
stochastic finite-state controllers.

These policy iteration algorithms can be modified in a
simple way to exploit the distinction between terminal and
non-terminal actions. Because these algorithms begin with
an initial finite-state controller, we let the initial controller
consist of one node for each terminal action of the POMDP.
Note that this is a proper policy. Then, in each iteration
of the algorithm, the policy improvement step only con-
siders non-terminal actions when adding nodes to the con-
troller. By induction, the improved controller will always be
a proper policy.
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Error bound and ε-optimality
To compute an error bound, we generalize a standard tech-
nique for computing an error bound in stochastic shortest-
path problems: we multiply the Bellman residual by an up-
per bound on the mean number of steps until policy termina-
tion (Bertsekas 1987). An upper bound on the mean number
of steps until termination is given by the difference between
the largest and smallest state-dependent reward of any ter-
minal action, divided by the smallest state-dependent cost of
any non-terminal action. This bound follows from the fact
that the expected gain in terminal reward for continuing a
policy and stopping later, instead of stopping immediately,
must be greater than the expected cost of continuing.

In proving the convergence of value iteration and pol-
icy iteration for partially observable stochastic shortest-path
problems, Patek (2001) also proves that these algorithms
find ε-optimal policies after a finite number of iterations.
In apparent contrast, Madani (2003) proves that for undis-
counted infinite-horizon POMDPs, the problem of finding
an ε-optimal policy is undecidable. This is not a contradic-
tion, but simply shows that Madani’s result does not apply in
the special case of POMDPs that satisfy the assumptions of
a partially observable stochastic-shortest path problem. The
fact that ε-optimality can be achieved without a (possibly
artificial) discount factor is a further strength of this model.

Conclusion
Although we have described very simple modifications of
standard dynamic programming algorithms for POMDPs
that exploit the distinction between terminal and non-
terminal actions, the primary contribution of this paper is not
computational, but conceptual. Motivated by the fact that
a discount factor is often simply a convenience that is not
justified by the problem and can skew the relative valuation
of policies, we have proposed a model of indefinite-horizon
POMDPs that is a special case of the model of partially ob-
servable stochastic shortest-path problems, and inherits its
attractive convergence results. But by using action-based
termination instead of state-based termination, it eliminates
the EXPTIME-complete reachability problem of finding a
proper policy; it allows a goal state to be imperfectly ob-
served; and it does not require a goal state to be reachable
with probability one. It also provides a natural model for
many POMDPs described in the literature. We hope that
presentation of this model will encourage others to avoid
discounting in solving POMDPs, when it is unnecessary.
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