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Abstract

Partially Observable Markov Decision Processes (POMDPs)
provide an appropriately rich model for agents operating un-
der partial knowledge of the environment. Since finding an
optimal POMDP policy is intractable, approximation tech-
niques have been a main focus of research, among them
point-based algorithms, which scale up relatively well - up to
thousands of states. An important decision in a point-based
algorithm is the order of backup operations over belief states.
Prioritization techniques for ordering the sequence of backup
operations reduce the number of needed backups consider-
ably, but involve significant overhead. This paper suggests a
new way to order backups, based on a soft clustering of the
belief space. Our novel soft clustering method relies on the
solution of the underlying MDP. Empirical evaluation verifies
that our method rapidly computes a good order of backups,
showing orders of magnitude improvement in runtime over a
number of benchmarks.

Introduction

Realistic environments require use of models that capture
both uncertainty in the results of actions and partial ob-
servability. Partially Observable Markov Decision Process
(POMDP) is a well-studied model that uses belief state to
represent the state uncertainty. However, a major impedi-
ment to ubiquitous usage of POMDPs is that finding an opti-
mal solution for these models is computationally intractable,
and indeed solvers computing exact solutions do not in gen-
eral scale up to domains with more than a handful of states.

Therefore, significant research effort is focused on com-
puting approximately optimal policies. Approximation al-
gorithms appear to supply good policies rapidly and some
show the ability to solve problems with tens of thousands
of states. This paper studies a novel approximation scheme
that is shown empirically to outperform state of the art algo-
rithms by orders of magnitude.

A well known approach to computing a policy is through a
value function, specifying a value for each belief state. Such
a value function can be represented by a set of α-vectors
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(Smallwood & Sondik 1973). A recent promising approach
for finding value function approximations is the point-based
approach (Lovejoy 1991; Pineau, Gordon, & Thrun 2003),
where only a small set of reachable belief-points is used for
value function computation. A value function in a point-
based algorithm is computed through a sequence of backup
operations over single belief-states. The backup operation
computes a new α-vector which can be added to the value
function, potentially improving not only the value of the
belief-state itself, but also the values of other belief-states.

Point-based algorithms differ in two dimensions; The set
of belief points the algorithm uses, and the order of backup
operations over the belief point set. Methods for belief
set selection include an expanding set attempting to cover
the entire reachable belief space (Pineau, Gordon, & Thrun
2003), executing trials to gather sequences of belief states
(Smith & Simmons 2004), and pre-computing through a
heuristic walk over a fixed set of belief points. In this pa-
per we focus on algorithms from the last family, that use a
fixed set. Different algorithms also choose different ways to
order backups over the selected belief states. It was previ-
ously shown that a good sequence of backups can converge
to an optimal value function faster. However, finding good
sequences typically incurs considerable computational over-
head; hence even though the number of backups is reduced,
in most such schemes the benefit does not fully manifest in
total execution time.

In this paper we show how good sequences can be ob-
tained cheaply by solving the underlying MDP, and aggre-
gating states into clusters according to their optimal MDP
value. The clusters are then projected onto the POMDP, re-
sulting in a soft clustering over the belief space. A suitably
defined POMDP cluster value is used, and our scheme it-
erates over clusters in order of decreasing value. We select
belief states for backup based on their probability of belong-
ing to the current cluster. Our experiments follow Shani et.
al. (Shani, Brafman, & Shimony 2006), using the same eval-
uation system and thus allowing an accurate comparison to
previous point-based algorithms results. The experiments
confirm that our algorithm scales up better than state of the
art algorithms on a set of well known benchmarks.

The rest of the paper is structured as follows; We begin
with required background on MDPs and POMDPs, various
point-based approaches, abstraction techniques in general,
and clustering specifically. Then, we present our Soft Clus-
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tering Value Iteration approach, followed by a set of experi-
ments demonstrating its strength in comparison to other well
known point-based algorithms.

Background and Related Work

MDPs

A Markov Decision Process (MDP) is a tuple 〈S, A, tr,R〉
where S is a set of world states, A is a set of actions,
tr(s, a, s′) is the probability of transitioning from state s to
state s′ using action a, and R(s, a) defines the reward for
executing action a in state s. An MDP models an agent that
can directly observe its state in the environment.

A solution to an MDP can be computed through a value
function — a function that assigns value V (s) to each state
s. We can define so called Q-values — assigning a value
Q(s, a) to each state and action pair. The value for the state
is therefore V (s) = maxaQ(s, a). Algorithm 1 computes
an optimal value function for an MDP.

Algorithm 1 Value Iteration
1: Initialize ∀s ∈ S, a ∈ A, Q(s, a) = 0, V (S) = 0
2: repeat
3: for each s ∈ S do
4: for each a ∈ A do
5: Q(s, a) = R(s, a) + γ

∑
s′∈S tr(s, a, s′)V (s′)

6: V (s) = maxa Q(s, a)
7: until convergence

We denote by Q∗ and V ∗ — the optimal Q-function and
value functions, respectively.

POMDPs

A Partially Observable MDP (POMDP) is a tuple
〈S, A, tr,R, Ω, O, b0〉 where S, A, tr and R define an MDP,
known as the underlying-MDP, Ω is a set of observations
and O(a, s, o) is the probability of observing o after execut-
ing a and reaching state s. POMDPs are more suitable than
MDPs for realistic agents, such as robots, that do not have
direct access to the current state of world, but rather observe
the world through a set of noisy sensors. The agent hence
must maintain a belief over its current state — a vector b of
probabilities such that b(s) is the probability that the agent
is at state s. Such a vector is known as a belief state or belief
point. b0 defines the initial belief state before the agent has
executed an action or received an observation.

The transition from belief state b to belief state b′ using
action a is deterministic given an observation o and defines
the τ transition function. That is, we denote b′ = τ(b, a, o)
where:

b′(s′) =
O(a, s′, o)

∑
s b(s)tr(s, a, s′)

pr(o|b, a)
(1)

pr(o|b, a) =
∑

s

b(s)
∑

s′
tr(s, a, s′)O(a, s′, o) (2)

Value Functions for POMDPs

It is well known that the value function V for the belief-
space MDP can be represented as a finite collection of |S|-
dimensional vectors known as α vectors. Thus, V is both

piecewise linear and convex (Smallwood & Sondik 1973).
A policy over the belief space is defined by associating an
action a to each vector α, so that α · b =

∑
s α(s)b(s) repre-

sents the value of taking a in belief state b and following the
policy afterwards. It is therefore standard practice to com-
pute a value function — a set V of α vectors. The policy πV

is immediately derivable using:

πV (b) = argmaxa:αa∈V αa · b (3)

The value function can be iteratively computed

Vn+1(b) = max
a

[b ·ra +γ
∑

o

pr(o|a, b)Vn(τ(b, a, o))] (4)

where ra(s) = R(s, a) is a vector representation of the re-
ward function. The computation of the next value function
Vn+1(b) out of the current Vn (Equation 4) is known as a
backup step, and can be efficiently implemented (Cassandra,
Littman, & Zhang 1997; Pineau, Gordon, & Thrun 2003) by:

gα
a,o(s) =

∑

s′
O(a, s′, o)tr(s, a, s′)αi(s′) (5)

gb
a = ra + γ

∑

o

argmaxgα
a,o:α∈V b · gα

a,o (6)

backup(b) = argmaxgb
a:a∈A b · gb

a (7)

Point Based Algorithms

Computing an optimal value function over the entire belief
space does not seem a feasible approach. A possible ap-
proximation is to compute an optimal value function over a
subset of the belief space (Lovejoy 1991). Note that an opti-
mal value function for a subset of the belief space is no more
than an approximation of a full solution. These schemes as-
sume that the computed value function will generalize well
for unobserved belief states.

Point-based algorithms (Pineau, Gordon, & Thrun 2003;
Spaan & Vlassis 2005; Shani, Brafman, & Shimony 2006)
choose a subset of the belief points reachable from the initial
belief state and compute a value function only over these
belief points. Such algorithms differ by the way they choose
the set of belief points, and by the way they order backup
operations over these points.

Spaan and Vlassis (Spaan & Vlassis 2005) explore the
world randomly, gathering a set B of belief points, and then
execute the Perseus algorithm. Perseus iterates over the set
B, each time selecting a random belief point to update. Once
a belief point has been updated, all other belief points whose
value has changed are removed from the set for the cur-
rent iteration. Once the belief point set has emptied, all
the original belief points are restored and another iteration
is performed. Perseus appears to provide good approxima-
tions with small sized value functions rapidly. However, it is
very stochastic due to the random selection of belief points
and the random selection of backup operations. These ran-
dom selections cause high variation in performance and in
more complicated problems may cause the algorithm to fail
to converge at all. Also, for larger domains, random selec-
tions seem to provide less useful backups. Therefore, as the
domain size grows, Perseus is no longer efficient.
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HSVI (Smith & Simmons 2004) uses a different strategy
to find belief states to backup. HSVI is a trial-based al-
gorithm that finds traversals through belief space. Once a
traversal has reached its end, belief states within the traver-
sal are updated in reversed order. HSVI finds good trajec-
tories and updating them from end to start provides good
sequences of backups. However, HSVI uses an upper bound
over the value function as a heuristic for selecting the com-
ing belief point and determining the end of the traversal.
Maintaining this upper bound requires considerable over-
head, thus the reduced number of backups does not fully
manifest in the runtime.

The underlying MDP optimal solution

Using the underlying MDP optimal value function as an aid
in POMDP solution is a well known idea, various aspects of
which were explored in the past. Littman et al. (Littman,
Cassandra, & Kaelbling 1995) suggest to use the optimal Q-
values of the underlying MDP to create the QMDP value
function for a POMDP:

QMDP (b) = max
a

Q(s, a)b(s) (8)

Many grid-based techniques (e.g. (Zhou & Hansen 2001))
initialize the upper bound over the value function using the
underlying MDP. Bonet et al. (Bonet & H.Gefner 1998) ini-
tialize a Q function for the POMDP using the optimal Q
function for the MDP. Algorithms that use forward search
over the belief space to determine the best action online (e.g.
(Paquet, Tobin, & Chaib-draa 2005)) use the MDP Q func-
tion to order the search tree expansion.

To find the optimal value function for the underlying MDP
we must solve it, but this additional computation time is typ-
ically negligible compared to POMDP solution time, both
theoretically and as shown empirically in our experiments.

Prioritizing MDP Solvers

MDP value iteration (Algorithm 1) computes a value func-
tion by iterating over the state space, updating the value of
each state. The order of state updates, however, has a signif-
icant impact on the speed of convergence of the value func-
tion V . For example, updating the values of the successors
s′ : tr(s, a, s′) �= 0 of state s prior to updating s itself will
reduce the overall number of updates. Also, in many cases
it is not necessary to update all the states in each iteration.
In fact, some states need to be updated more often and some
states should be updated later than others. It is possible to
formalize such an approach through priorities, where each
state is assigned a dynamic priority, and states are updated
in order of decreasing priorities. Algorithm 2 presents a gen-
eral prioritized value iteration.

Wingate and Seppi (Wingate & Seppi 2005) investigated
the implementations of the prioritized value iteration algo-
rithm for MDPs. They use a number of prioritization tech-
niques based on the well known Bellman error:

e(s) = max
a

[R(s, a)+γ
∑

s′∈S

tr(s, a, s′)V (s′)]−V (s) (9)

measuring the possible change for the value of s from exe-
cuting the next backup.

Algorithm 2 Prioritized Value Iteration
1: Initialize ∀s ∈ S, V (S) = 0
2: Initialize state priorities
3: repeat
4: s ← state with maximal priority
5: V (s) = maxa R(s, a) + γ

∑
s′∈S tr(s, a, s′)V (s′)

6: Update the priorities of the predecessors of s
7: until convergence

In an MDP context, the Bellman error is useful because it
is easily computed and updated through the value iteration
process. Each time a state value is updated we only need to
recompute the Bellman error for its predecessors.

Nevertheless, Wingate and Seppi conclude that prioritiza-
tion itself is insufficient in scaling up to solve larger MDPs.
They therefore suggest to split the state space into clusters
of states. Each cluster has a priority, and states within a
cluster have priorities. They select a cluster and update the
values of states inside the cluster until they converge, only
then moving to a different cluster. They introduce the Gen-
eral Prioritized Solver algorithm (GPS — Algorithm 3). To
cluster the states Wingate and Seppi use the transition func-
tion or some geometrical knowledge.

Prioritizing POMDP Solvers

Shani et al. (Shani, Brafman, & Shimony 2006) adopt prior-
ities to POMDP point-based solvers. They use a fixed set of
belief points and compute priorities for these belief points
through the Bellman error. Unfortunately, computing the
Bellman error for POMDPs cannot be easily done due to two
major difficulties: First, the set of predecessor belief points
cannot be computed and is potentially infinite,

because there can exist a belief-point reachable from all
the others. It is therefore impossible to update the Bellman
error only for the predecessors of a belief point. Second, the
backup process,

updating the value of a belief point, computes a new α-
vector, that may change the values of many belief points. It
is therefore difficult to even find which belief points were
updated following a single update (backup) operation.

Shani et al. overcome these difficulties by recomputing
the Bellman error for a sampled subset of the belief points
after each backup. Still, their algorithm does not scale up
to handle large POMDPs. They show, however, that prior-
itization techniques can potentially considerably reduce the
number of backups needed for value function convergence.

SCVI - Soft Clustering Value Iteration

To overcome the difficulties in computing good sequences
of backups, mostly the excessive overhead, we leverage off
clustering. Our approach builds upon the scheme used in
the GPS algorithm, adapting it to work for POMDPs. Such
an adaptation is non-trivial, as the Bellman error is a poor
candidate for a prioritization mechanism on POMDPs, and
belief state transitions are difficult to compute and there-
fore cannot be used for efficient clustering. However, in a
POMDP context we can use the underlying MDP to compute
belief space clustering and order the sequence of backups.
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Algorithm 3 GPS
Function Initialization

1: Partition the problem
2: Order variables within each partition
3: Compute initial partition priorities

Function GPS

4: Initialization
5: repeat
6: Select a partition p
7: Compute current optimal policy and value function of

states in p, keeping all other partitions constant
8: Recompute priorities of partitions depending on p
9: until convergence

Like Perseus and PVI we also use a predefined fixed set
of belief points, and create a value function for these belief
points only. We cluster these belief points and execute the
GPS algorithm. We use a smart clustering algorithm, based
on the underlying MDP optimal solution, that is both very
fast and creates very good clusters. We define a soft cluster-
ing over the belief space and iterate over the belief states in
order of decreasing relevance to the current cluster.

Clustering the Belief Points

The Q-values of MDP states typically ”trickle down” from
states with high rewards to their neighbors. The final value
of a state usually depends on its neighbors that have higher
values. Therefore, in a MDP context, if optimal Q-values
were known prior to value function computation, a good
state update order would be by decreasing Q-value. To ob-
tain Q-values one must first compute the value function, so
this approach is clearly not feasible for MDPs. However, the
idea of sorting MDP states according to their Q-values can
be used for accelerating POMDP solvers.

We first solve the MDP, and then execute a clustering al-
gorithm, where distance between states is the difference be-
tween their optimal Q-values. In our implementation we
used the K-means algorithm, yet replacing the clustering al-
gorithm should not be considered a significant change. The
important aspect of the clustering process is the distance
metric, not the specific algorithm. Figure 1 shows the clus-
tered state space for the Hallway and Hallway2 domains.
Given any hard clustering of the MDP states we can define a
soft clustering of the POMDP belief states. As a belief state
b is a vector of state probabilities, we define the probability
of b belonging to cluster c to be:

pr(b ∈ c) =
∑

s∈c

b(s) (10)

We collect a set B of belief states using a random walk in
belief space (as done by Perseus (Spaan & Vlassis 2005)),
and define the soft clustering over these belief states.

Cluster and Belief Point Iteration

We define the value of a cluster to be the average of the Q-
values of the states that belong to that cluster:

V (c) =
∑

s∈c maxaQ(s, a)
|c| (11)

(a) Hallway

(b) Hallway2

Figure 1: Clustered state space for the Hallway and Hall-
way2 domains. Each state consists of being in a square and
having a direction. The star indicates the goal state and the
numbers indicate the order of the clusters in the SCVI algo-
rithm.

We iterate over the clusters by order of decreasing cluster
values. As we use soft clustering, each belief state belongs to
all clusters with some probability. Alternatively, each clus-
ter defines a distribution over belief space. Therefore, after
choosing a cluster we iterate over the belief states in B in
decreasing order of probability of belonging to the current
cluster, and update them, until some probability threshold
has been reached. As clusters and soft clustering method are
fixed, the order of belief points per cluster is static.

SCVI

The Soft Clustering Value Iteration (SCVI) algorithm (con-
cisely presented as Algorithm 4) works as follows:
• To initialize, compute the MDP optimal value function, to

be used to determine the clustering, and a cluster value.
• Compute a hard clustering of the MDP state space using

some clustering algorithm over the optimal Q-values. The
partitioning process causes states with similar Q-values to
be grouped together.

• Sample a set B of belief states using a random walk or
some heuristic selection over the belief space. We com-
pute the value function only for the set B.

• Define a soft clustering for the belief states in B using
Equation 10.

• Sort the belief states in every cluster c by pr(b ∈ c) -
decreasing probability of belonging to c. This order will
remain fixed throughout the execution of the algorithm.

• Iterate over clusters in decreasing order of cluster value
(Equation 11).
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• For each cluster c iterate over the belief states in B in
decreasing order of pr(b ∈ c) and update their value using
a point-based backup.

Algorithm 4 Soft Clustering Value Iteration
1: Solve the underlying MDP to compute a Q∗ function
2: P ← partition S using the Q∗ function
3: Sample B using a random walk
4: for each c ∈ P do
5: Bc ← all belief states in B sorted by pr(b ∈ c)
6: Sort clusters in P by decreasing value
7: Initialize value function V for the POMDP
8: while V has not converged do
9: for each c ∈ P in decreasing value order do

10: for each b ∈ Bc in decreasing pr(b ∈ c) order do
11: α ← backup(b)
12: add(V, α)

Discussion

Shani et al. (Shani, Brafman, & Shimony 2006) show how
good sequences of backups are considerably shorter, but
spend much time in computing these sequences. The over-
head of priority computation is a major component of the
total runtime. Our clustering method is very fast, and the
iteration over B involves almost no effort, as the sequence is
fixed and pre-computed.

SCVI can be considered as an implementation of the
GPS algorithm for POMDPs. The idea of iterating over
the clusters in decreasing cluster priorities is borrowed from
Wingate and Seppi method, where it was applied to MDP.
The ideas presented here for defining the clusters, as well as
the adaptation of an MDP algorithm to POMDPs are novel.
While GPS uses a hard clustering we use a soft clustering
and belief state probabilities are determined by cluster rele-
vance, rather than by the Bellman error prioritizing scheme.
Hence, inner cluster ordering of belief states is static and
does not involve additional sorting, unlike GPS where state
priorities are dynamically updated.

Another very fast way to generate backup sequences is by
decreasing QMDP value of belief states. It is important to
understand that there is a significant difference between this
and our approaches. In SCVI a belief-point with weak rele-
vance to a high-valued cluster is backed up before a belief-
point with strong relevance to a low valued-cluster, while
the QMDP approach is not even capable of distinguishing
between these two cases.

Empirical Evaluation
To evaluate our SCVI algorithm, we compare it to three
other state of the art point-based algorithms — Perseus
(Spaan & Vlassis 2005), HSVI (Smith & Simmons 2004)
and PVI (Shani, Brafman, & Shimony 2006), over a set of
benchmark domains from POMDP literature. As SCVI at-
tempts to compute good sequences of backups rapidly, we
focus on the speed of convergence to an optimal solution,
showing that SCVI converges faster than other algorithms.

In our implementation of the SCVI algorithm we used K-
Means as the clustering algorithm.

Method ADR |V | Time (secs) # Backups

Hallway |S|=60

PVI 0.518 251 468 945
Perseus 0.518 545 146 1591
HSVI 0.518 186 402 741
SCVI (5) 0.518 370 79 960
Hallway2 |S|=92

PVI 0.347 430 492 447
Perseus 0.347 1166 537 1305
HSVI 0.347 469 386 637
SCVI (6) 0.347 618 183 750
Pentagon |S|=212

PVI 0.368 846 1660 850
Perseus 0.368 2279 3691 3170
HSVI 0.368 659 737 1025
SCVI (6) 0.368 506 165 510
MIT |S|=204

PVI 0.877 793 1935 795
Perseus 0.877 3200 8991 3263
HSVI 0.877 1280 1708 1945
SCVI (6) 0.877 1011 603 1020
Rock Sample 5x5 |S|=800

PVI 19.2 381 36 400
Perseus 19.2 396 303 15352
HSVI 19.2 473 104 671
SCVI (6) 19.2 341 15 750
TagAvoid |S|=870

PVI -6.3 233 137 500
Perseus -6.3 458 390 22417
HSVI -6.3 294 150 719
SCVI (8) -6.3 359 127 3662

Table 1: Performance measurements. |S| indicates the num-
ber of states in each domain and the numbers in the brackets
indicate the number of clusters used by SCVI.

Figure 2: HSVI vs. SCVI convergence time(sec) in the
RockSample domain with increasing number of rocks and
fixed board size of 8x8.

Following previous research (Shani, Brafman, & Shi-
mony 2006) we executed all algorithms within the same
framework, allowing us to count execution time and the
number of backups accurately. We tested all algorithms
over several well known benchmarks from the point-based
literature — Hallway and Hallway2 (Cassandra, Kaelbling,
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& Littman 1994), RockSample (Smith & Simmons 2004),
TagAvoid (Pineau, Gordon, & Thrun 2003) , and also over
larger navigation problems from (Cassandra, Kaelbling, &
Kurien 1996) (Pentagon and MIT). As we are interested in
the speed of convergence, each algorithm was executed until
its value function produced a pre-defined ADR. For each al-
gorithm and problem we report V — the number of vectors
in the final value function, CPU time till convergence, and
the number of backups performed.

Like SCVI, Perseus and PVI both use a pre-computed set
of belief points and differ in the way they order the sequence
of backups over these belief points. Perseus selects the next
belief point to update rapidly, but must execute many back-
ups till convergence, while PVI executes a small number
of backups, but does considerable computation to select the
next point to backup. Comparing SCVI with these two algo-
rithms allows us to estimate the balance between the number
of backups and the effort required to select the next point to
backup. We executed all algorithms using the same belief
point set of size 500 gathered using a random exploration of
the belief space.

As Table 1 shows, SCVI is faster than PVI and Perseus
over all domains. In many cases PVI executes fewer back-
ups, but the overhead for computing priorities in PVI makes
it slower than SCVI that does not need to do any computa-
tion when selecting the next belief state to backup. Perseus,
on the other hand, also requires no effort to select the next
belief state, but frequently makes useless backups.

SCVI must cluster the MDP states and afterwards sort the
belief states given their probability of belonging to a clus-
ter. In all the experiments we conducted, the clustering and
sorting took no longer than 1 second. The reported CPU
time spans the entire SCVI algorithm, including the cluster-
ing and sorting process.

As HSVI, another point-based algorithm, has shown good
results in scaling up to larger domains, we also compare
SCVI to HSVI on a number of RockSample problems.
HSVI does not use a predefined set, but executes trajecto-
ries through belief space and then backs up the belief states
in these trajectories. Thus, such experiments compare not
just the order by which backups are executed but the entire
scope of the algorithm. Figure 2 shows how SCVI scales
compared to HSVI over increasing problem size. The ad-
vantage of SCVI over HSVI becomes more apparent as the
domain size grows.

As expected, over small problems, a partitioning of the
state space into 5-6 clusters provided reasonable results. For
larger problems a partition of 10 - 25 clusters gives better
results. As the domain gets more complex, increasing the
number of clusters makes the convergence faster. Other-
wise, when a small domain is considered, the best perfor-
mance can be achieved with a small number of clusters. Our
algorithm showed little sensitivity to minor changes in the
number of clusters, so we report here only results with the
optimal number of clusters.

Conclusion

We present the SCVI (Soft Clustering Value Iteration) al-
gorithm — a point-based POMDP solver. SCVI better bal-
ances between the number of point-based backups executed

by the algorithm and the effort required to prioritize back-
ups. SCVI is a non-trivial adaptation of the GPS algorithm
(Wingate & Seppi 2005) from MDPs to POMDPs.

We examine a new way to cluster the POMDP belief space
through a clustering over the underlying MDP state space.
Our approach to cluster the MDP uses a pre-computed op-
timal MDP value function and thus clusters together states
with similar optimal values. We then relate each belief state
to every cluster with different probabilities (soft clustering).

A set of experiments suggest that SCVI outperforms state
of the art point-based solvers over a large set of benchmarks
from POMDP and point-based literature.

We believe this set to be large enough to show the ability
of our approach to generalize to other domains as well.

Moreover, as the problem increases in size, the advan-
tages of SCVI over other algorithms become more apparent.

Our clustering mechanism can be viewed as an abstrac-
tion method. Future research should look into creating an
abstract POMDP model through a clustering over the un-
derlying MDP. Our prioritization technique for both belief
states and clusters is static. Considering a dynamic way
to update these priorities may result in reduced number of
backups, and thus more rapid convergence.
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