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Abstract

My research focus is on using continuous state partially
observable Markov decision processes (POMDPs) to
perform object manipulation tasks using a robotic arm.
During object manipulation, object dynamics can be ex-
tremely complex, non-linear and challenging to specify.
To avoid modeling the full complexity of possible dy-
namics, I instead use a model which switches between a
discrete number of simple dynamics models. By learn-
ing these models and extending Porta’s continuous state
POMDP framework (Porta et al. 2006) to incorporate
this switching dynamics model, we hope to handle tasks
that involve absolute and relative dynamics within a sin-
gle framework. This dynamics model may be applica-
ble not only to object manipulation tasks, but also to a
number of other problems, such as robot navigation. By
using an explicit model of uncertainty, I hope to cre-
ate solutions to object manipulation tasks that more ro-
bustly handle the noisy sensory information received by
physical robots.

Introduction
From robot tutors that can help children learn to assistive
care robots that can help the sick and the elderly, robots
have the potential to be very useful to humans. Many assis-
tive tasks involve manipulating objects: in order to clean the
house or make breakfast, a robot must interact with a variety
of objects. Creating successful plans to accomplish an ob-
ject manipulation task is a hard problem for several reasons.
First, the robot only observes the world through its sensors
which provide noisy estimates of the actual world state. In
addition, the robot must plan actions over a large number of
world states. Finally, it is extremely hard to gather enough
information about the world to deterministically predict the
precise effect of an action. Instead actions can be modeled
as having stochastic effects. The goal is to get the robot to
plan robustly and perform tasks which involve manipulating
objects in a partially sensed environment.

I will set the problem within the popular partially ob-
servable Markov decision process framework (Kaelbling,
Littman, & Cassandra 1998) which endows the agent with
a model of the world dynamics. I propose that the world dy-
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namics model used can have a significant impact on the qual-
ity and tractability of plans created using the model. How-
ever, hand designing a dynamics model of the physics laws
underlying object manipulation is a challenging task, partic-
ularly to design a model that facilitates planning. Instead
of assuming such models to be specified in advance, I hope
to learn a good representation of the dynamics model which
will enable tractable planning of good policies for acting in
partially observed realistic domains.

Learning models of the world dynamics requires first se-
lecting how to represent the state of the world. Our choice to
use continuous instead of discrete variables is motivated by
our application: object manipulation involving real valued
measurements of object and robot arm locations. By using
continuous values we avoid the symbol grounding problem
of having to specify a mapping between higher level repre-
sentations and ground sensory states (which are noisily mea-
sured by robotic sensors). However, this choice does yield
an infinitely large state space since the world is represented
by variables that can take on an infinite number of values.

In order to tackle specifying the dynamics in a contin-
uous world, I propose making the simplifying assumption
that the result of an action can be described as a probability
distribution over a small set of distinct parametric dynam-
ics models which I will call outcomes. For example, rather
than trying to model all the results that may occur when a
soup can is placed on top of a cereal box, three separate dy-
namics models can be used that model the can staying on
top, the can falling down, and both the can and box falling
down. In my current work I am using linear dynamics mod-
els popular in the control literature but a variety of paramet-
ric models could be used. These form a hierarchical dynam-
ics model: first an outcome is selected, based on the previ-
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Figure 1: Graphical model of the dynamics model. Given
the old state st and action at, the outcome variable ot+1 se-
lects the dynamics model used to yield the next state st+1.
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ous state and action chosen, which specifies the dynamics
model to be used, and then the next state is determined from
the selected dynamics model and the previous state (see Fig-
ure 1). By refraining from attempting to completely model
the full dynamics model and instead making a simplifying
assumption that only a few different coarse level dynamics
models are needed, I hope to have a dynamics model that
allows tractable planning. To start I intend to treat the num-
ber of underlying hidden outcomes as fixed; however, later I
would like to learn the number of outcomes, perhaps by us-
ing the Chinese Restaurant process which has been success-
fully used in problems where the number of components are
uncertain (such as (Blei et al. 2004)).

After learning these models, the robot should be able to
exploit them in order to act optimally. To take a small ex-
ample, the robot should be able to explicitly reason about
whether it has enough knowledge about the location of the
soup can sitting behind a cereal box in order to reach over
and pick it up, or if alternate actions such as moving the
cereal box are necessary to localize the can in order to suc-
cessfully grasp it.

Current Results
This work is still in its very early stages. Here I will describe
an initial approach and the current alternate approach.

My early approach was to restrict the belief state to be
represented as a unimodal Gaussian, similar to the ideas in-
vestigated by Brooks et al. (2006). In contrast to their work
which assumed nearly deterministic actions, my approach
examines the case of stochastic actions. Given this rep-
resentation, the belief states’ sufficient statistics were then
discretized by clustering belief states with similar dynamics
into the same discrete state. This then yielded a fully ob-
servable Markov decision process that approximates the true
POMDP. Planning can then be done exactly using value iter-
ation. Results on a simple problem where an underlying uni-
form discretization exists were reasonable when compared
to the results obtained on the corresponding fully observed
MDP. However, this approach had several significant weak-
nesses including that it required the state dynamics model to
be pre-specified by the user, and the clustering induced an
absolute discretization on the belief states that cannot grace-
fully handle actions which result in relative offsets (such as
“move hand forward 1 foot from the current position”).

Instead, my current approach draws inspiration from
Porta et al.’s recent work on continuous POMDPs (Porta et
al. 2006) that includes an extention of the Perseus point-
based POMDP algorithm (Spaan & Vlassis 2005) to handle
continuous states and actions for a linear dynamics transition
model. I am extending this model by switching between dif-
ferent state dynamics models in different parts of the state
space. This can be achieved by using probability distribu-
tions to control in which part of the state space different dy-
namics models (outcomes) apply. One key benefit of this ap-
proach is that it provides a unified compact framework that
can represent both dynamics that involve moving to an abso-
lute position (such as the goal or in a mobile robot domain,
hitting a wall) as well as large or small relative motions. In
contrast, approaches that uniformly discretize the state space

must use a grid cell size of the smallest action size, even if
most actions are much larger, which can greatly increase the
computational cost, and much of the continuous state rep-
resentation POMDP work done so far (Porta et al. 2006;
Brooks et al. 2006) has problems modelling boundaries or
other places where the state dynamics involves moving to an
absolute location.

My first dynamics representation did not allow a closed-
form solution for updating the belief state, but I did develop
an Expectation-Maximization (EM) technique for learning
the parameters of this dynamics model given a labeled set of
data. I have since moved to a new dynamics model represen-
tation which enables closed form belief updates and I have
developed a technique which produces approximate policies
given this representation, which I am currently testing in
a simple 1-dimensional toy problem. I intend to compare
these results against planning in a discretized version of the
domain. I am also currently developing a learning algorithm
for learning the parameters of the new dynamics model.

Future Work
An open issue is whether planning should occur by produc-
ing a full policy offline, or using an online forward search
approach. As the end goal is to use this approach in an object
manipulation task, it is not yet clear if a full policy will be re-
quired: if the task horizon is fairly short then forward search
may suffice. I may also investigate hybrid approaches.

Before this summer I plan to have converged on a prelim-
inary solution to these problems and have implemented it on
a 2D mobile robot navigation task to check the feasibility
of this approach in a low dimensional example. After this
work is complete, I intend to extend this approach to per-
form a simple object manipulation task in simulation. The
following school year will be spent performing experiments
on a Barrett seven degree of freedom robotic arm platform
and adapting the initial approach to handle real world robotic
data. I am aiming to graduate in May or December 2008. At
that point I hope to have results using a robotic arm with
noisy continuous-valued sensors to perform a simple object
manipulation task.
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