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Abstract tic knowledge to aid decision-making has been studied

Planners have traditionally not handled domain un-
certainty, postponing that poesib’xlity to error moni-
toring routines during the execution of the plan. In
real-world domains with incomplete knowledge, this
results in inevitable delays d’-e to rep]annlug. This pa-
per describes a planner that considers the rellabflity of
the agent’s actions (leaxned from previous experience)
while generating a plan. This is done by incorporat-
ing into the domain representation, the probabilities
that the effects of an action will be observed after its
execution. These probabilities may depend on the cur-
rent state of the environment, allowing the formation
of hard and soft constraints for actions. Action selec-
tion is performed by computing an ~expected utility=
for each action by a bidirectional spreading activa-
tion process which propagates goal utilities backwaxd
and predicted states of the environment forwexd. This
connectionist approach allows the simultaneous gener-
ation of multiple plans, resulting in the availability of
fall-back pIans if the one with the highest probability
of succeeding fails.

Introduction
When performing tasks with imperfect and incomplete
knowledge, actions do not always provide the expected
results. Uncertainty arises because of multiple reasons.
The planning agent may not have complete domain
knowledge, i.e., it may not be aware of the precise pre-
conditions and effects of an action. Second, it may
not be possible nor practical to sense all the relevant
conditions in the environment. Furthermore, sensor
noise may reduce the reliability of the sensed condi-
tions. Planners have traditionally handled unexpected
outcomes as special case %rrof’ situations, monitoring
the environment as the pre-planned actions execute,
and replanning when a deviation is detected (Wilkins
1984). The possibility of error is not considered dur-
ing planning, but postponed until the execution of the
plan.

Our approach to handling uncertainty is to incorpo-
rate it into the domain knowledge representation. This
knowledge can then be used to bias the planner towards
choosing more reliable actions. The use of probabilis-

in decision theory (Raiffa 1968). Recently, researchers
have begun merging aspects of decision theory into
planning with the objective of reducing the search
space by pruning out partial plans that are not suf-
ficiently reliable (Kushmerick, Hanks, & Weld 1993).
This by itself may not be sufficient to tackle an uncer-
tain domain because even the most reliable plan may
become invalid, resulting in a fresh planning iteration.
Reactive planners have handled this situation by refor-
mulating the decision-making problem as one of action
selection as opposed to plan selection (Agre & Chap-
man 1990; Mass 1990; Kaelbling & Rosenschein 1990;
Drummond & Bresina 1990; Godefroid & Kabanza
1991). These planners are embedded in the task ex-
ecution system and handle error situations implicitly.

The planner described in this paper uses decision-
theoretic methods to select and execute actions most
likely to lead to the goal state. This selection is based
not only upon what the effects of an action are, but also
on the chances that the action will succeed in achieving
those effects (Drummond & Bresina 1990). Consider
for example, the task of picking up food from a plate
to feed a person. A spoon or a fork can be used for
the purpose. In real situations, there is uncertainty as-
sociated with (i) grasping the utensil and (ii) picking
up food depending on the utensil chosen. Therefore,
it is important that the planner consider both options
in the current situation and then pick the utensil most
likely to succeed. The planner described in this per
per selects actions based on their ezpectcd utility (de-
fined as the product of the action’s desirability and its
probability of success, given the existing state of the
environment) in achieving the desirable effects (Savage
1954). This action selection process continues indefi-
nitely, ensuring that goals are not only attained but
also maintained for as long as desired.

If an action does not produce the expected result
(the promise of which made the action desirable), the
planner does not jump to an error handling routine and
replan. The action with the next highest utility is at-
tempted. This corresponds to an alternate plan which
was previously considered less likely to succeed. When
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such alternatives are absent (or have a very low chance
of working) the same action will be retried. This pro-
cess of action selection not only handles errors, but
also serendipitous situations, where a highly desirable
action that was unexecutable till now, suddenly finds
itself executable due an unexpected change in the en-
vironment.

We develop a framework where uncertainty in the
environment and incomplete domain knowledge are
represented by associating probability values with pre-
conditions and effects of STRIPS-like actions. Next,
we describe a bidirectional spreading activation mech-
anism that uses this information to assign utility val-
ues to actions, allowing the planner to select the ac-
tion with the highest expected utility in the current
environment. The local nature of spreading activation
helps address the computational complexity inherent
in planning. However, this also makes the approach
approximate. Examples describe planning behavior
during action selection, error handling, and ordering
actions to avoid conflicts between multiple goals.

Representation of the Domain

To begin, the state of the environment is represented
as a set of propositions S = [el,c2,...,ON], where ci
is Boolean. The objective is to transform the envi-
ronment from its current state to a predefined goal
state. To achieve this, an agent has a set of actions
[al, a2,..., aM] that it can perform.

The domain is represented as a network with actions
and propositions forming the nodes. This is similar to
a plan net (Drummond 1989; Godefroid & Kabanza
1991). Figure 1 shows the representation of an action
and its associated propositions. The strength of a link
wO, represents the correlation between the connected
nodes i and j. For the link between an action node aj
and one of its preconditions nodes ci, the correlation
is defined in terms of conditional probabilities:

P(a~ucces. I ci = true) - P(a}uccess ] e, = false)wO =
p(a,UCC,,)

(1)
where the event a~ucc~s represents that the action has
achieved all its effects1. This correlation is 1 (-1) 
the precondition c~ is required to he true (false) for the
action to execute. Intermediate values of wij represent
a soft constraint between the proposition and action.
Soft constraints may arise due to (i) inability to sense
essential features, (ii) sensor noise, or (iii) the incom-
plete knowledge of the domain while the system learns.
An example of a soft constraint for the grasp-spoon ac-
tion is the boolean proposition table-disturbed. When
this is true, the probability of the action’s success is
diminished, but not down to zero, because in spite of
the disturbance, the spoon may not have moved from
its previous known position.

I This requirement for success is currently being relaxed
to ignore low probability effects.

Figure 1: Representation of an action and its precon-
ditions and effects.

The link strength wjk, between an action aj and one
of its effect propositions ek is defined as:

f P(ck = true I a~xecuted) if aj --* ck = true,
w#k = -P(c~ = false I a~xecuted) if aj --* ck = false.

(2)
These are the prior probabilities of the action aj’s suc-
cess, unconditioned on the state of the environment.
A negative strength denotes that the expected state of
the proposition after the action executes, is false. The
Markov assumption applies in determining the execu-
tion of an action: the probability of an action succeed-
ing depends only on the state in which it executes, and
not on the sequence of actions that led to this state.

The link strengths wij and wjk are derived by moni-
toring the environment and updating statistical counts
at every operation. To achieve this, an implicit learn-
ing mechanism assumes the presence of an expert in the
domain, who initially tells the agent what actions to
take. Alternatively, the agent can act as an apprentice,
observing the expert perform a sequence of actions. In
either case, the agent has to monitor the environment
conditions through its sensors. Details of the statistical
learning mechanism are described in (Bagchi, Biswas,
& Kawamura 1994).

Planning Mechanism
With the domain knowledge represented as described
above, action selection is implemented by a spreading
activation mechanism. This is done by propagating in-
formation forward from the initial state of the environ-
ment and backward from the desired goal conditions to
the connected action nodes.

Bidirectional Spreading Activation

The goal description of a particular task (e.g., feed-
ing) is defined by assign utility values U(e~) to 
desired propositions ek. A positive (negative) utility
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value implies that c~ is desired to be true (false). These
are propagated backward to actions they are linked to
as effects. The accumulation of utilities in an action
node from all its effect propositions defines its degree
of desirability. For an action aj, this is calculated as:
R(aj) = )-~k t0jkU(Ck), where wj~ the strength of 
link between the action and one of its effects, given
by Equation 2. Since wit may be negative, an action
can accumulate negative reward as well. This happens
when an action threatens to "clobber" a goal or sub-
goal, and is useful for ordering actions to avoid these
clobberings. The ezpected utility of the action aj is
defined as the product of its potential reward and the
probability of its success under the current state of the
environment St:

U(aj [ St) = P(a~uc~" l ..qt)R(aj). (3)

This utility, if positive, is propagated back to any
preconditions that are not in the desired state, mak-
ing them possible sub-goals. Back propagation can
be performed recnrsively from effects to preconditions
through a sequence of actions.

Equation 3 calculates an action’s utility using its
posterior probability of success P(a~ucce~ [ St). This is
estimated from forward propagation using Bayes rule,
under the assumption that the preconditions are inde-
pendent of each other2:

PCaFCCe" IS,) = P(a]u°°’) ~. P(a]U~’ I Ci)PCa],,c~,u) (4)

The initial value of the probability of the action
aj’s success is its unconditional prior probability
P(a~"cceu). This is then modified by input from the
action’s preconditions. The current status of each
proposition c~ is given by the conditional probability
P(ci = true I St). This accommodates noisy sensors,
such as an object recognition system that may only
be able to assign a probability to whether an object is
a spoon or not. Given this probability, the following
substitution may be made into Equation 4:

P(aF " I c,) =
P{a~.ucceM,, [ ci = true)P(c~ = true [ S¢)-t-
P(a~ucce=lc, -- false)(1 P(c, = tr ue IS,)).

(6)
This value is propagated forward to the action, which
normalizes i,. by dividing with P(a~ ). This like-

lihood .factor will be greater than I if the status of
the proposition ci increases the probability of success-
ful execution of the action and less than 1 if c4 de-
creases the probability. Unrelated propositions will
not affect the probability because the likelihood ra-
tio will be 1. If any of the action’s hard preconditions
are violated, for example, if c{ must be true for the
action to succeed (P(a~u~eu [ c~ = false) = 0), while

2Without this assumption, memory intensive joint prob-
abilities would have to be maintained.

P(c~ = true [ St) = 0, the null propagation will render
the action’s posterior probability to zero.

Forward propagation from an action to its effects is
used to predict their status if the action is performed.
The definition of link strength t0jk in Equation 2 is the
probability that ck will change to a certain state (given
by the sign of the strength) when aj executes. This is
unconditional upon the state of the environment dur-
ing execution. To get the conditional probability of ct
in the future state S~+~, obtained by executing aj in
St, the following computation is performed.

P(am.ucce" Isqt)
P(ctl "executed St) ’ (6)-i , pca u )

The factor multiplied to the link strength in this equa-
tion is derived from Equation 4 as the product of the
likelihood factors due to all the propositions in St. It
will be greater than 1 if the state St is biased towards
the successful execution of the action and less than 1
if St is biased against it.

Equation 6 predicts the probability of the proposi-
tion ck from only one action aj. Next, we consider the
forward propagations received at c~ from all actions
that affect it. The magnitude of each input represents
the probability and the sign determines whether the
action will set it true or false. The maximum input
corresponds to the action most likely to set the propo-
sition true and the minimum (negative) input corre-
sponds to the action most likely to set it false:

Pbest(Ck ~-- true [ St+x) -- m.axP(ct [ nexecuted St)-j
3

Pb. (ck = false = -- m.inP(c S,)
$

The best-case probability is used because it is as-
sumed that the planner will choose the action most
likely to achieve the proposition. These values are then
used to compute the best-case predicted probabilities of
actions al, for which ck is a precondition. In this man-
ner, forward propagation computes predicted probabil-
ities of the actions’ success. Two features of this pro-
cess are noteworthy. First, it handles both hard and
soft preconditions in a uniform manner which is also ef-
fective in eliminating contributions from any unrelated
propositions that are in the precondition set. Second,
the status of the propositions do not have to be defi-
nitely known to be true or false. Intermediate values
may also be used, signifying uncertainty about the sta-
tus of the proposition. In our spoon pickup example,
the object recognition system returns a certainty mea-
sure with each classification it makes. This informa-
tion gets used in forward propagation to decide which
spoon to pick up. Or, for the task of picking up food,
the certainty measure would be one of the factors that
determine which utensil to use. This determination
is done by the action selection mechanism described
next.
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Action Selection
Given an initial state So, and the goal state SF with
associated utility values for the propositions in S~, for-
ward and backward propagations through the plan net
establishes U(aj I St), the expected utility associated
with executing aj under the state Sz. This is used
as the criterion for selection of the next action to ex-
ecute. The expected utility may change with every
iteration of the forward and backward computation.
Therefore, the longer one waits (i.e., the more forward
and backward iterations one allows) the effect of more
indirect conditions are taken into account in computing
the utility measure, making it more informed. Action
selection is performed by the following algorithm:

1. Sum the expected utility from each propagation to
create an accumulated utility for each action.

2. During each iteration, subtract a decay ~aiue D from
the accumulated utility.

3. Execute an action when it satisfies:

m U(.i IS,), v.j IS,) > 
g g

(7)
where T is a threshold that the accumulated utility
must exceed.

Raising the threshold level T will require more propa-
gations before an action can be executed. This results
in increased look-ahead at the expense of additional
computation time. Decreasing T makes the system
consider only near-term causes and effects, making it
more reactive.

The decay value D is inversely proportional to the
amount of risk the agent is willing to take. It ensures
that no additions are made to the accumulated utility
of an action unless the utility in the current iteration
exceeds D. This requires other actions to be performed
first in order to achieve a higher probability of success
for the desired action. A low value allows the agent
to take more risks. A side-effect of this is that the
agent will be willing to take more risks if the reward
for executing the action is increased. Although the
planner selects actions that has the highest utility, we
often need to bias the optimization towards other ob-
jectives such as selecting actions that consume the least
amount of resources (for example, time). This can 
achieved by making D proportional to the "cost" of
the action. This mirrors a decision-theoretic approach
where an action is considered only if its expected utility
exceeds the cost of performing the action.

Examples

This section demonstrates planning behavior with re-
gard to (a) action selection based on maximum ex-
pected utility, (b) error handling, and (c) goal interac-
tions. Examples are taken from a dining table domain,
a part of an ongoing research project ISAC, a soft-arm
robotic aid for feeding the physically challenged (Kara
et al. 1992, Kawamura et al. 1994). Working with an

iir4sp’-spool
0.00

grasl-fnrk
-OoN

feud-flee
SO.(~ /

¯ =--½ J
ph:kup-rlm [

feed-rim I
(c)

Figure 2: Optimal planning behavior in the feeding
domain shown in (a). Action executions are denoted 
a * symbol in the traces of the accumulated expected
utility.

intelligent user allows the planner to learn the precon-
ditions and effects of the various actions by obeying the
user’s orders and observing their consequences. Uncer-
tainty is introduced in this domain from two sources:
incomplete knowledge of the domain as the planner
learns from the user and the unstructured nature of
the environment (in contrast to a typical workcell for
industrial robots). Other agents, such as humans may
change the environment at any time, altering the state
of propositions after they have been sensed. The user
may also modify the desired goals states at any time.

Action Selection

Selecting the "best" action is based on the expected
utility measure that considers both the desirability of
the action in achieving the stated goals and the prob-
ability that the action will succeed, given the state of
the environment. Here, we illustrate how the choice of
actions change as their probabilities of success are al-
tered. Consider the task of feeding a person solid food
such as rice. Alternate plans involve using a spoon or
a fork. The choice is governed by two uncertainties: (i)
the probability of picking up the rice with the chosen
utensil and (ii) the probability of grasping that utensil
successfully.

Figure 2(a) shows the relevant actions and propo-
sitions. Note the soft constraints, grasped-spoon and
grasped-fork, for the pickup-rice action. These are
present because the probability of success of pickup-
rice depends on whether a spoon or fork is grasped.

In this example, the action pickup-rice succeeded 8
times out the 12 times it was performed; 5 out of the
6 times a spoon was used and 3 out of the 6 times a
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Figure 3: Two different error handling behaviors
brought about by different link strengths.

fork was used. This gives an unconditional probabil-
ity of 0.67 for the action succeeding, as shown in Fig-
ure 2(a) . Using Equation 1, the correlation between
grasped-spoon and the action is 0.5 and that between
grasped-fork and the action is -0.5. The probability of
the utensil grasp operations are the same (0.9). The
plots in Figure 2(b) show the accumulation of expected
utilities for each action. Here, the goal condition is
the proposition fed-rice. The initial conditions have
only the propositions located-spoon, located-fork, and
located-rice true¯ The plan involving feeding with a
spoon was chosen because of its higher probability of
SUCCesS.

Figure 2(c) shows a different planning behavior
where a fork is grasped for feeding, under the same
initial and goal conditions. This happened when the
probability of success for the action grasp-spoon was
reduced from 0.9 to 0.4. Under these conditions, the
fork is the more reliable utensil for grasping, while
the spoon is the more reliable utensil for feeding.
Overall, the probability of success using the fork is
0.45 (0.9 ¯ 0.5) while that for using the spoon is 0.33
(0.4 ¯ 0¯83). The same behavior is also exhibited when
the object recognition system asserts spoon-located
with a certainty lower than 1, as assumed so far. In
such a case of uncertainty, using the fork (if recognized
with a certainty of 1) has a higher chance of succeeding.

Error Handling

One of the advantages of this planner is that error
handling does not have to be performed using a set
of special routines. When an action fails to make a
predicted change to a condition, the planner has two
alternatives: (i) an alternate plan can he invoked, 
(ii) the failed action can be retried. The choice made
depends on the accumulated utilities in the compet-
ing actions¯ Figure 3 shows the planner use both op-
tions for the rice feeding domain shown in Figure 2(a).
When the probabilities Of the actions grasp-spoon and
grasp-fork are both 0.9, the planner tdes grasp-fork af-
ter grasp-spoon fails, as shown in Figure 3(a). When
the probability of the action grasp-fork is decreased to
0.4, the planner exhibits a different behavior, retrying
grasp-spoon again because the alternate plan has an

" [AO¯O0 0.00.-~.~

¯
56.00 /

-1.00 ,~

I~L.O0 A

Goal(,)

-~.u i A

i2.11 Z.O0
-2..00

I"o.oo 1.m
.-1.io

(~)

Figure 4: Handling goal interactions.

even lower chance of succeeding (Figure 3(b)).

Goal Conflicts
An important drawback of many reactive systems is
their inability to predict future conflicts when a goal re-
quires satisfying multiple conditions. Nonlinear plan-
ners handle this by explicitly looking for actions that
clobber unrelated sub-goals, and then re-ordering ac-
tions to avoid such clobbering. The backward prop-
agation of utility performs this ordering in our plan-
ner. A sub-goal that is threatened by an action sends
negative reward to the action thereby reducing its
utility. An example domain where conflicts occur is
shown in Figure 4 where the goal is to set C4 and
Cs true from the state where only C1 and C6 are
true. s All the links strengths are positive unless la-
beled otherwise. The action As clobbers the precon-
dition C1 of action A1. Also, the action A2 clob-
bers the precondition -~Cs of action AT. Figure 4(b)
shows the sequence in which the actions were ordered:
[AI,As,As, A~,A2,As]. Figure 4(c) shows that it 
possible to force the planner to achieve C4 first, by as-
signing a much higher utility to it than to Ca. This
allowsthe user to force priorities on goal achievement
without regard to consequent clobberings that will re-
quire the planner to take additional actions (not shown
in this example).

Discussion and Conclusions
A number of reactive planner architectures have been
designed for unpredictable domains. The motivation
for the spreading activation mechanism for action se-
lection was obtained from (Maes 1990). Maes also uses

3A suitable example from the feeding domain was ha~d
to find¯
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a network for representing domain knowledge, but it is
composed only of action nodes, with the conditions re-
maining implicit in the links between the action nodes.
This results in a larger number of links than in the rep-
resentation described here. For example, if there are
m actions that can set a condition and if this is a pre-
condition to n other actions, Maes’ representation re-
quires mn links while our representation needs m -I- n
links. Fewer links make it simpler to adapt the link
strengths. For example, if the probability of an action
changing a condition has to be modified, only one link
strength has to be adjusted, as compared to n in Maes’
architecture.

Maximizing the probability of goal satisfaction has
been studied by Drummond et at. (Drummond &~
Bresina 1990). They use a projection algorithm to ex-
plore hypothetical situations created by applying op-
erators enabled in the current situation. This forward
search uses a heuristic that estimates the effort re-
quired from a given situation to achieve the required
goal. Instead of a heuristic, our approach uses back-
ward propagation of utilities to evaluate future actions
and situations. This also allows goal interactions to be
detected.

A decision-theoretic approach to planning has been
used by (Kushmerick, Hanks, & Weld 1993). They
represent domain knowledge in a manner similar to
that described here, assigning probability values to the
effects of actions. They use this information to assign
a probability of success to an entire plan and use it to
prune out plans that have a low chance of success. Our
approach differs because action selection and execution
is interleaved. The local nature of spreading activation
may not generate globally optimal plans. However, it
can react to unexpected changes in the environment or
goals. Also, being a reactive planner, it can maintain
goals once they have been achieved.

Unlike traditional planners that consider only hard,
deterministic relations between actions and conditions,
this planner is more reliable in generating plans in un-
certain environments and incomplete domains. The
action selection mechanism described here can adapt
to a range of behaviors. The amount of risk the planner
can take may be varied. The decay value D associated
with each action node is inversely proportional to the
risk. If the decay is made proportional to the cost
of performing the action, the planner will ensure that
an action cannot be executed unless the expected util-
ity exceeds the cost. The degree of look-ahead during
planning can be increased by increasing the thresh-
old T that the accumulated utility in each action node
must exceed. A low value will result behavior similar
to reactive systems. A higher value will allow the plan-
ner to consider more long term effects of actions, but
at the expense of time.

Future tasks include studying the effect of the in-
dependence assumption between propositions. This is
a major weakness of the current algorithm. A proba-

bilistic reasoning framework like (Pearl 1988) could 
used to account for relations between propositions. A
more formal framework for learning link weights and ef-
fect probabilities during task execution by interactions
with a knowledgeable user is also being developed.
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