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Abstract

Autonomous mobile robots need to detect potential
failures reliably and react appropriately. Due to un-
certainties about the robots and their environment, it
is extremely difficult to design reliable systems from
the start. Instead, we advocate the structured control
methodology, in which one starts with plans that work
in nominal situations, and then incrementally adds re-
active behaviors to handle previously unanticipated
situations. We have developed the Task Control Ar-
chitecture to facilitate this methodology by enabling
monitors and exception handlers to be added to ex-
isting hierarchical plans. This paper details the ap-
plication of this methodology to a walking rover and
an indoor office robot. In both cases, robot systems
were produced that can autonomously traverse long
distances in obstacle-filled environments.

Introduction

Our research goal is to develop mobile robots that can
operate autonomously for extended periods of time,
performing demanding tasks in rich, varied environ-
ments. To do so, the robots must be extremely reliable.
Hardware and software reliability, while important, are
already being studied by mechanical and software en-
gineers, respectively. This paper is concerned with cog-
nitive reliability, which refers to the need for a robot
to act appropriately in a wide range of situations in
order to avoid damaging itself (and its surroundings)
and to maintain effective progress toward its goals.

Cognitive reliability is difficult to achieve because it
is often difficult to determine, at system design time,
what the correct responses should be. This is due to
incomplete knowledge about the situations the robot
will encounter, how its sensors will behave, and how it
will interact with the environment (e.g., how a rover’s
legs will fare in Martian soils).

1 This research is supported in part by NASA under con-
tract NAGW-1175 and by Wright Laboratory and ARPA
under grant number F33615-93-1-1330. Views and conclu-
sions are those of the author and do not necessarily rep-
resent official policies or endorsements of NASA, Wright
Laboratory, or the United States Government.

Instead of trying to design reliable systems from the
start, we advocate the structured control methodology,
in which system reliability is incrementally increased
as experience with, and understanding of, the robot
and its environment grows. The basic idea is to start
with deliberative plans that work correctly in nominal
situations, and then layer on reactive behaviors (mon-
itors and exception handlers) that detect and handle
infrequent situations. In this way, the robot will ini-
tially behave correctly in commonly occurring situa-
tions, and will become increasingly reliable as reactions
are added to take care of previously unexpected cases.

To apply the structured control methodology, one
analyzes the task and environment and constructs a
plan with high probability of achievement. The idea is
that the original deliberative plan is more or less cor-
rect, so that the reactive behaviors need be triggered
only infrequently. Monitors and exception handlers
are then designed to handle lower probability events
that could cause the plan to fail (cf. (Dummond 
Bresina 1990)). In general, this does not completely
take care of all exceptions, mainly due to incomplete
understanding/analysis of the domain. In particular,
one often does not know how actions and plans will fail
without extensive testing. Thus, one needs to be able
to incrementally update the system to handle these,
presumably rare, exceptions.

This paper presents two case studies that utilize the
structured control methodology. While in both cases
the monitors and exception handlers were added man-
ually, we are working toward automating this process
-- ultimately enabling robot systems to reason about
their own limitations and to generate appropriate re-
actions.

To facilitate this methodology, we have developed
the Task Control Architecture (TCA) (Simmons 1994;
Simmons et al. 1990). TCA provides a framework and
utilities for building complex robot systems that com-
bine both deliberative and reactive control. To facili-
tate increasing reliability, the various TCA control con-
structs for task decomposition, monitoring, and excep-
tion handling can be added incrementally.

TCA has been used in the development of several
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reliable, autonomous robots, including a walking rover
(Simmons et al. 1992) and two indoor mobile robots
(Balabanovic et al. 1993; Simmons et al. 1990). 
each case, we first designed the robot systems to gen-
erate and execute deliberative plans. Based on analysis
and/or experience with the robots, monitors and ex-
ception handlers were then added to make the systems
more reliable. Experimentation with the robots has
demonstra~d the efficacy of this approach.

This methodology differs somewhat from the
behavior-based approach, in Which one starts with re-
liable low-level behaviors and achieves high-level goals
through concurrent operation of these basic primitiws
(Arkin 1987; Brooks 1986; Connell 1989). A problem
with this is that since the "correct" response is very
context dependent, it is often difficult to produce low-
level behaviors that will act reliably in all situations.
For example, the response a walking robot should take
when it contacts the ground depends on the phase of
the walking cycle: if the robot is trying to place its
leg, it should plant the leg firmly upon contact; if it
is in the midst of recovering the leg, it should lift and
continue the move. In general, it is hard to program
in all such responses at the lowest levels.

The Subsumption architecture (Brooks 1986) tries
to get around this problem by enabling higher-level
behaviors to subsume the actions of lower-level ones.
In this way, systems can alter their responses based
on higher-level information about the current context.
The problem is that this approach breaks the modu-
larity boundaries between behaviors: a designer must
know not only what the lower-level behaviors are sup-
posed to do, but also how they are implemented, in
order to determine how and where to subsume their
responses. This makes it difficult to modify existing
systems to produce predictable responses.

In contrast, our approach maintains modularity by
making it the responsibility of separate behaviors to
monitor progress and activate new behaviors as the
tasks and environment dictate. Complex interactions
are minimized by constraining the applicability of re-
active behaviors to specific contexts, so that only man-
ageable, predictable subsets of the behaviors are active
concurrently.

The structured control approach is similar to that of
(Firby 1992) and (Gat 1992), in which tasks are decom-
posed into subtasks, explicitly sequenced and synchro-
nized, and are combined with task-specific monitors
and exception handling strategies. The main differ-
ence is that in our approach, the mechanisms for plan-
ning (task decomposition) and reaction (monitoring
and exception handling) are cleanly separated. This
increases modularity and facilitates incremental devel-
opment. Separating nominal and exceptional behav-
iors also increases system predictability by isolating
different concerns: the robot’s behavior during normal
operation is readily apparent, while strategies for han-
dling exceptions can be individually analyzed.
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Figure 1: Task tree for Amb~ walking

Note that the need for reliability is related to, but
distinct from, the need for reactivity (Mitchell 1990).
Reactivity refers to the speed of response: a system is
reactive if it responds in time to situations. Reliability
refers to the appropriateness of the responses, over all
possible situations. Obviously, it does no good for a
robot to have the correct response if it cannot react in
time, but on the other hand, being able to react quickly
is no good unless the responses are appropriate.

The next section presents the Task Control Archi-
tecture. The subsequent two sections describe the ap-
plication of this methodology to the Ambler, a rover
that walks reliably over rugged terrain, and to Xavier,
an indoor robot that reliably navigates corridors in an
office environment. Finally, conclusions and plans for
future work are presented.

The Task Control Architecture

The Task Control Architecture (TCA) was developed
as a framework for combining deliberative and reactive
control. More detailed descriptions of TCA and the
control constructs it supports are provided in (Sim-
mons 1994) and (Simmons et al. 1990).

A robot system built using TCA consists of domain-
dependent distributed processes that comnmnicate via
coarse-grained messages. Processes register with TCA
which messages they can handle, and TCA routes mes-
sages and data among the processes, when requested.

More importantly, TCA provides constructs for con-
straining the flow of control. In particular, facilities
are provided that support hierarchical task decompo-
sition, sequencing and synchronization of subtasks, re-
source management, monitoring, and exception han-
dling. Central to TCA is the notion of a task tree,
which represents both task/subtask decomposition and
temporal (scheduling) constraints between subtasks.
TCA constructs task trees dynamically, adding a node
to the tree whenever a process sends a message. For
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Figure 2: The Ambler Rover

example, Fig. 1 shows a simplified version of the task
tree for Ambler walking (narrow vertical arrows de-
note task decomposition; heavy horizontal arrows de-
note temporal constraints between subtasks). The task
tree indicates that the Ambler traverses a series of arcs,
where traversing an arc consists of taking a sequence
of steps (leg and body moves), monitoring until the
desired position along the arc is achieved. The tempo-
ral constraints indicate that while leg and body moves
are to be executed sequentially, the planning of one
step can proceed concurrently with the execution of
the previous step (see (Simmons 1994) for details).

TCA supports several techniques for adding reactive
behaviors to existing task trees. For one, processes can
wiretap messages, receiving copies of messages when-
ever they are sent. In this way, for instance, a process
can validate a command before it is forwarded to be
executed, or can track the progress of other processes.

Processes can also add context-dependent monitors
to task trees. A monitor consists of a condition that
is checked (typically by sensing the environment) and
an action to perform when the condition is met. Mon-
itors can check their conditions either periodically or
just once. Periodic monitors are useful for detecting
changes in the environment; single-shot monitors are
useful for verifying pre- and post-conditions of actions.
The context of a monitor is specified by relating it
temporally to other task tree nodes. For example, a
monitor can be constrained to be active only while a
particular subtask is executing, or before some subtask
begins.

Message handlers can also explicitly raise exceptions.
They are handled hierarchically: exception handlers
are attached to task tree nodes, and TCA searches up
the task tree to find a handler designated for the excep-
tion raised. If the handler finds it cannot actually deal
with the particular situation, tile exception is reissued
and the search continues up the tree.
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Figure 3: Ambler task tree with monitors and excep-
tion handlers.

Monitors and exception handlers typically react by
modifying the current plan of action. TCA provides
very general and flexible facilities to support reaction
and replanning. In particular, processes can terminate
subtrees, add new nodes under existing nodes in the
task tree, and add or modify temporal constraints.

Reliable Walking with the Ambler
The structured control methodology was used to in-
crease the reliability of the Ambler, an autonomous
six-legged rover (Fig. 2); the details are presented 
(Simmons 1992). The Ambler uses a hierarchy of gait,
footfall, and leg recovery planners to produce a walk-
ing plan (Fig. 1) for traversing arcs of various radii.
The planners are designed to produce very conserva-
tive, deliberate plans of action, in order to prevent the
five meter tall Ambler from tipping over while walking
in rugged terrain (Simmons et al. 1992).

There are several reasons why the nominal walking
plan may fail. For one, the Ambler plans and exe-
cutes steps concurrently, which entails predicting what
the currently executing step will do. If the predictions
are inaccurate, the next planned move might place the
Ambler outside its support polygon. Thus, a monitor
is invoked prior to each move to check whether kine-
matic constraints would be violated (Fig. 3). If so, the
move is replanned from the current robot configura-
tion (if that fails, the legs are shuffled into a standard
configuration, then the move is replanned).

Another potential failure is that the perception used
to pick footfalls is not always accurate. Thus, after
each footfall, a monitor analyzes the force sensors to
determine whether the footfall is stable. If not, the
leg is moved repeatedly until a stable configuration is
found. In addition, handlers were added to deal with
exceptions raised by the real-time control system. For
example, one handles unexpected terrain contact: even
though the Ambler tries to plan an unobstructed tra-
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jectory, the leg occasionally hits the ground due to in-
accurate perception. The handler for this exception
determines the point of contact, moves the leg up and
away from that point, and then continues the nominal
leg trajectory.

In practice, the combination of nominal walking plan
and reactive behaviors has worked very well. In indoor
tests, traversing figure-eight patterns in rock-strewn
terrain, the monitors and exception handlers fire on
about 10% of the steps, with the most common be-
ing the monitor that detected unstable footfalls (Sim-
mons 1992). In outdoor tests, where the Ambler au-
tonomously traversed over 500 meters of hilly terrain,
about 8% of the steps required reaction. In the out-
door trials, the most common reactions were those that
shuffled legs and lifted the body (mainly on slopes) 
provide clearance for the legs to move.

Reliable Navigation with Xavier

Recently, the structured control methodology was ap-
plied to the task of corridor navigation by Xavier.
Xavier (Fig. 4) is a meter tall, 60 cm wide, wheeled
robot with on-board computation and sensors consist-
ing of a sonar ring, laser light striper, color camera and
bump panels (Balabanovic et al. 1993). It operates 
the corridors and foyer of our building (Fig. 5) and
is being used to study robot learning and self-reliant,
long-term autonomous operation.

A basic task for an indoor robot is to traverse office
corridors and open spaces (Connell 1992; Firby 1992;
Gat 1992; Mataric 1992). Due to limitations in dead-
reckoning, this task is usually specified qualitatively,
in terms of navigating between perceivable landmarks
(Kuipers &: Byun 1988): some behavior navigates the
robot down a corridor, and the robot turns when the
appropriate landmark is detected.

Xavier uses fairly standard methods for navigating
and detecting landmarks. The navigation behavior
uses a potential field approach in which obstacles act
to repel the robot and a goal (in our case, a direction
vector) acts as an attractor (Arkin 1987). When 
landmark is reached, a command is sent to update the
goal direction vector, causing Xavier to turn smoothly
without stopping at intersections.

Xavier detects landmarks by creating an evidence
grid (Moravec 1988) from sonar and laser data and
analyzing the map for features such as ends of corri-
dors and openings along the corridors. TCA sends
sonar and laser readings to the feature detector pro-
cess at a rate of 2-3 Hz. Since the interpretation of
features (such as end-of-corridor) depends on the direc-
tion of travel, the feature detector process is notified,
via the TCA wiretap mechanism, whenever Xavier is
commanded to change direction. Thus, the navigation
and feature detection processes are only loosely cou-
pled.

By itself, this nominal corridor navigation scheme
was not at all robust. This was due to a number of fac-

Figure 4: Xavier Mobile Robot

tors, both anticipated and unanticipated. By adding
appropriate monitors and exception handlers, however,
Xavier is able to navigate fairly reliably over long dis-
tances.

The first (anticipated) problem stems from rota-
tional drift. Since the potential field navigation uses
direction vectors as attractors, rotational drift over dis-
tance (the long corridors in Fig. 5 are over 55 meters)
would tend to force the robot toward one wall or the
other. While the potential field keeps Xavier from hit-
ting the wall, the traverse is much less efficient because
tile algorithm slows the robot down when it nears ob-
stacles. The solution was to add a new feature detec-
tor: one that detects changes in perceived corridor ori-
entation. A monitor was added that triggers whenever
the perceived orientation changes by more than a few
degrees, and reacts by commanding the appropriate
change to the goal direction vector. This compensates
for rotational drift, and Xavier tends to drive straight
down the corridor.

One unanticipated problem was that when Xavier
turned at an intersection, it saw a "new" opening:
the corridor it had been traveling down. Depending
on the path, this could trigger the feature detection
monitor, making Xavier think it had reached the next
landmark. In traversing path A in Fig. 5, for example,
when Xavier turns past point X it sees a left opening,
which is tile next landmark it is looking for. Thus,
instead of turning at point Y, it turns again almost
immediately at point X and heads back down the cor-
ridor from which it just came.

The solution here was to add a monitor that peri-
odically receives Xavier’s dead-reckoned position and
calculates the distance traveled along the goal vector.
In addition, the "traverse corridor" message was aug-
mented to include the minimum distance to the next
landmark. A detected feature is ignored if the required
distance has not been reached. Due to dead-reckoning
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Path B

Figure 5: Wean Hall at CMU.

inaccuracy, we must be conservative in giving a mini-
mum distance, otherwise Xavier might pass the actual
landmark. In practice, a mininmm distance of a few
meters is sufficient ..... enough to ensure that Xavier
gets past the initial intersection.

At the same time, we added the capability of spec-
ifying a maxinmm distance. If that distance is passed
without finding the landmark, Xavier turns around and
heads back, trying to find the landmark again. It tries
this once more, and if it still fails, corridor navigation
is halted and Xavier reports that it is hopelessly lost.
While this particular reaction is rarely needed in prac-
tice, it adds yet another measure of reliability.

With these monitors and exception handlers in
place, Xavier made its first successful traverses along
both paths A (approximately 150 meters) and B (about
90 meters). The overall success rate, however, in terms
of completing a path, was only about 30%.

The biggest remaining problems stemmed from unre-
liability in the feature detectors. The fact that Xavier
travels continuously, fairly fast (about 40 cm/sec), and
in a peopled environment (Fig. 4) all combine to make
feature detection less reliable. For example, we cannot
stop to search near a landmark to confirm its presence
(Kuipers & Byun 1988). While a fair amount of effort
was spent trying to perfect the feature detectors, we
have not found a scheme that works in all situations.
Thus, we needed to add strategies that made the robot
reliable despite false positive and negative detections.

The most persistent problem is "hallucinating" ends
of corridors. This occurs where metal doors and lintels
give rise to strong sonar echoes (such as at points X and
Y in Fig. 5) and where people or other obstacles (ta-
bles and chairs) constrict the corridor. In such cases,
the robot would prematurely detect an end of corridor,
and try to turn toward the corridor wall. The potential
field algorithm would make the robot circle, trying to
locate the expected opening, and Xavier would pirou-
ette indefinitely.

An analysis indicated that one problem was in not
providing enough information about the desired land-
marks. For example, a traversal goal would be specified
as "go to the end of the corridor and turn left." Im-
plicit is that there is also a left opening to turn down.
We made this explicit by adding separate monitors for
each relevant feature comprising an intersection, and
constrained the traversal goal to complete only when
the conjunction of the features was detected.

While this increased the success rate significantly,
there were still occasional problems. In particular, the
area at point X proved problematic: Xavier often per-
ceived the doorway as a blockage and, in addition, saw
the deep niche on the left as an opening. Thus, it
would turn prematurely at that point. This problem
was solved with an "initial progress" monitor that, af-
ter a 15 second delay, checks how far the robot has
traveled in the goal direction. If this distance is mini-
mal, it is assumed that the last landmark was invalid.
The monitor then terminates the current traverse and
commands Xavier to return to its previous traverse and
look for its previous landmark, before continuing with
the original plan.

With these added monitors, Xavier traverse corri-
dors with about an 80% success rate. In a series of 20
trials, comprising paths A and B (as well as a longer,
nearly 200 meter path), the minimum distance moni-
tor was invoked an average of 2.4 times per run. The
maximum distance monitor was triggered only twice,
in both cases when Xavier passed by our lab door at the
end of a run. The corridor direction monitor triggers
every 5-10 meters, correcting the heading by 2-4 de-
grees each time. Using a conjunction of features to de-
tect intersections aids in successful navigation in about
80% of the runs, while the "initial progress" monitor
triggers at least once in 40% of the trials.

We are continuing to improve the corridor naviga-
tion by adding the ability to plan paths from topolog-
ical maps and to self-localize when lost (Balabanovic
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et al. 1993). Although Xavier still makes mistakes,
such as turning at =mirages", it usually recovers and
continues along the desired path. This is the hallmark
of self-reliant behavior: while perfection cannot be ex-
pected, the robot should recognize when mistakes are
made and deal with them appropriately.

Conclusions
Cognitive reliability is critical for autonomous mobile
robots: they need to detect potential failures and take
appropriate actions in such situations. It is very diffi-
cult to determine all such reactions in advance, how-
ever, due to incomplete knowledge and uncertainty
about the environment, the robot’s sensors, and the
ways it will interact with the environment.

To address this problem, we advocate the structured
control methodology, in which one starts with deliber-
ate plans that work in nominal, commonly occurring,
situations and incrementally adds reactive behaviors
to take care of previously unanticipated situations.

The Task Control Architecture (TCA) has been de-
veloped to provide a framework for such evolution-
ary robot development. In particular, TCA enables
context-dependent reactions (monitors and exception
handlers) to be layered on to hierarchical plans (task
trees), with little or no change to existing code.

This paper has presented two case studies of this
methodology as applied to the Ambler, a six-legged
rover, and Xavier, an indoor mobile robot. In both
cases, reliability was improved to the point where long-
distance, long-endurance traverses became possible.

While the structured control methodology has
proven to be relatively successful in practice, it still
requires humans to detect unanticipated failures and
devise corrective strategies. We are currently investi-
gating the automation of this process by using a combi-
nation of probabilistic and causal reasoning techniques
to analyze observed failures and suggest repairs. Our
eventual goal is to get Xavier reliable enough to op-
erate autonomously on a daily basis as a trusted and
competent member of the CMU community.
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