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Abstract
The hypothesis underlying the present work is that
knowledge organization in the mind/brain reflects the
actions with which an organism responds to the input and
not the perceptual properties of the input and it can be
flexibly adapted to new goals. We present the results of two
simulations using artificial neural networks in which an
organism must generate various movements of its 2-segment
arm in response to visually perceived objects. In the first
simulation we find that the internal representations of the
organism’s neural network are organized in terms of macro-
actions, that is, sequences of movements (micro-actions)
that allow the organism to correctly respond to the objects.
In the second simulation the organism’s neural network is
able to flexibly organize itself in order to adapt to different
tasks. The network’s internal representations of objects
reflect the current task and not the perceptual similarities
among the objects. In absence of task information, however,
perceptual similarity is the best predictor of categorization.
An account of categorization in terms of action makes it
possible to explain the so-called ‘shape-bias’ in object
categorization. Shape is a better predictor of categorization
than other object properties such as color and size because
we tend to respond in the same way to objects with the same
shape rather than to objects with the same color or size.

Introduction

Categorization is the process, or the result of the process,
of putting things together as members of the same
category. The assumption of many classical categorization
models is that categories of objects are formed on the basis
of similarity among their members. However, the question
is: what do we mean by similarity? The classical answer is
that objects that are put together in the same category are
perceptually similar. This answer is consistent with a
general view of knowledge as based on the perceptual
input we receive from the external environment. Things
that send us inputs which are perceptually similar tend to

be put in the same category whereas things that are
perceptually different are put into different categories.

However, many recent studies suggest that perceptual
similarity may be a post-hoc notion unable to fully explain
category membership (Murphy and Medin 1985; Rips
1989; Smith and Sloman 1994). In particular, many
criticisms of perceptual similarity as a basis of category
membership have been advanced by authors who have
proposed a ‘theory-based’ view of categories. This view
assumes that we need a principled way to put together
objects in the same category. Similarity can be heuristically
powerful only if we have a criterion to judge similarity and
if we know how to apply the criterion. These authors
emphasize the role of causal and explanatory relations
among object features in providing such a criterion.

A further problem of the perceptual similarity view of
categorization is that it seems to imply that knowledge
organization is stable and non-adaptive (for a discussion of
the different views of similarity, cf. Sloman and Rips
1998). However, the empirical evidence shows that
knowledge is not stable but can be flexibly tuned and
adapted to different needs (Barsalou 1987; Smith 1995;
Smith and Samuelson 1997). For instance, when we have
to perform an action to pursue a specific goal, we can form
categories whose members are not necessarily perceptually
similar such as “things to carry with us for a picnic”. We
are able to flexibly organize and create new categories of
objects on the basis of more or less contingent goals
(Barsalou 1991; 1999), as well as to select different object
features which are relevant for the task at hand (Schyns,
Goldstone, and Thibaut 1998). Accordingly, even though
perceptual similarity may generally represent the basis for
categorization (Goldstone and Barsalou 1998), it can be
overridden for specific needs.

A different conception of categorization views
categorization as based on action rather than on perception
(Glenberg 1997). Objects are put in the same category if
the organism tends to execute the same (types of) action(s)
with respect to them. Notice that underlying the importance

138    FLAIRS 2002   

 Copyright © 2002, American Association for Artificial Intelligence  
 (www.aaai.org). All rights reserved. 

From: FLAIRS-02 Proceedings. Copyright © 2002, AAAI (www.aaai.org). All rights reserved. 



of action for categorization does not mean that perception
doesn’t play a relevant role for categorization. Rather,
according to this view perception and action are strongly
interconnected, and perception is influenced by action
(Viviani and Stucchi 1992). In fact, different perceptual
features may become salient to fit the needs of the actions.
In addition, since it is frequently the case that objects with
respect to which the organism tends to execute the same
action(s) are perceptually similar, perceptual similarity can
become the basis on which objects may be classified
together. However, the real basis of categorization is
action, not perceptual similarity. Similarity of action is at
the origin of categorization and when the two criteria are in
conflict it is action that prevails, not perceptual similarity.

Simulations

In this paper we present some results of neural network
simulations that try to make more concrete and specific this
view of categorization as based on action. Our neural
networks control the behavior of organisms that live in a
bidimensional world and respond to visually perceived
objects by moving their (single) arm (see Figure 1).

Figure 1. The organism with its two-segment arm.

A neural network functions in discrete cycles. In each
cycle the network’s input units encode the content of the
organism’s retina and the proprioceptive feedback from the
arm; in fact the arm sends proprioceptive information to
the network specifying its current position, i.e. the current
angles between shoulder and forearm and between forearm
and arm. The network’s output units encode the movement
of the arm in that cycle (micro-actions), i.e., the variation
of the angles between shoulder and forearm and between
forearm and arm. To correctly respond to perceived
objects, the organisms must be able to generate an
appropriate sequence of such movements. We will call
macro-action a sequence of micro-actions at the end of
which the arm stops. Notice that each macro-action can be
realized by different sequences of micro-actions. For any
given object, the arm’s starting position can vary and, as a

consequence, the arm’s trajectory to reach the object will
be different.

Simulation 1
In a first simulation we have shown that visually perceived
objects are internally categorized in terms of the macro-
action with which the organism responds to them rather
than in terms of their perceptual properties (Di Ferdinando
and Parisi 2001).

In this simulation the objects can be of two different
shapes (A and B; cfr. Figure 2) and they can appear either
in the left portion or in the right portion of the organism’s
retina. The organisms must respond according to the
following two rules:

1) When a single object is presented, the organism has to
reach for it, whatever the shape and the position of the
object.

2) When both object A and object B are presented, the

organism has to reach for object A, ignoring object B.

There are six possible visual inputs (Figure 2).

Figure 2. The two objects and the six visual inputs.

In the first three cases, the organism has to reach the left
portion of the visual space. In the last three cases the
organism has to reach the right portion of the visual space.
In other words, the organisms has to perform two different
macro-actions: “moving the arm toward the left portion of
the visual space” and “moving the arm toward the right
portion of the visual space”.

We used a genetic algorithm for evolving the network’s
connection weights allowing the organisms to generate the
appropriate behavior. The network architecture is shown in
Figure 3.
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Figure 3. The network architecture.

At the end of evolution, we analyzed the internal
representations of the best organisms in order to understand
how the neural networks categorize the perceived objects.
In neural terms categorization means that input patterns
(vectors of activation states of the input units) that are
categorized together tend to be transformed into internal
patterns (vectors of activation states of the internal units)
that are close together in the abstract hyperspace of all
possible internal patterns, whereas input patterns that are
categorized as belonging to different categories tend to be
transformed into internal patterns that are more distant in
the hyperspace of internal patterns.

What we find is that visual inputs that must be
responded in the same way (with the same macro-action)
are categorized as belonging to the same category whereas
visual inputs that must be responded in different ways
(with different macro-actions) are categorized as belonging
to different categories (Figure 4).

Figure 4. Activation level of the 4 hidden units (columns)
in response to the six visual stimuli (rows) for one of the
organisms analyzed. The activation level is mapped into a
grey scale (0 = black and 1 = white).

Simulation 2
In the neural networks of the preceding simulation there
was a single layer of internal units, and we have found that
these internal units encode motor macro-actions rather than
visual information. If we provide our neural networks with

a succession of internal layers we might be able to observe
a more gradual mapping of visual into motor information.

In a second simulation (Borghi, Di Ferdinando, and
Parisi 2002) the organism’s neural network has three layers
of internal units, instead than a single one, so that the
visual input is progressively transformed by passing from

one layer to the next before reaching the output motor units
(Figure 5).
Figure 5. The new network architecture.

Moreover, in the new simulation the same visually
perceived object may be responded to with a variety of
different actions, not just one as in the preceding
simulation. The particular action with which the organism
responds to the visual input depends on the particular task
(goal) which currently controls the organism’s behavior. In
our simulations the current task is communicated to the
neural network from outside, by encoding the task as a
particular activation pattern in an additional set of input
units (task units). In real organisms task information can
also be internally generated inside the organism’s body or
even inside their neural network. The task input units send
their connections not to the first layer but to the second
layer of internal units which elaborate the visual input.
Notice that until the organism’s neural network is informed
about the current task, i.e., prior to the second layer, the
neural network cannot decide what is the appropriate action
with which to respond to the visual input. Given this
arrangement, we expect that in the early internal layers of
the network architecture, i.e., those nearer to the visual
input, the objects will tend to be represented and internally
categorized in terms of their visual properties whereas as
soon as the task information arrives to the subsequent
layers of internal units, the objects will be represented and
internally categorized in terms of the particular action with
which, given the current task, the organism has to respond
to the visual input.
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In this second simulation there are four different objects,
A, B, C, and D, which are graphically represented as a 3x3
matrix in which 4 of the 9 slots are filled, as shown in
Figure 6.

Figure 6. The four objects. Perceptual similarity of pairs of
objects (number of shared filled slots) is also indicated.

In any given episode the organism sees only one of the 4
objects and it is required to categorize the object in one of
two categories by pressing two different buttons with the
endpoint of its arm. There are three tasks which are
encoded in three task units. Task 1 is performed correctly if
the two categories are composed by perceptually similar
objects, i.e., objects with 3 common slots (A-B and C-D,
Figure 6), Task 2 if the two categories are composed by
objects with 1 common slot (A-C and B-D), and Task 3 if
the two categories are composed by perceptually dissimilar
objects, i.e., objects with no common slot (A-D and B-C).

In this case too we used a genetic algorithm for evolving
good organisms. At the end of evolution, after 3.500
generations, the performance of the organisms does not
differ in the three tasks. However, we find that Task 1
requires a smaller number of generations to be learned than
Task 2 and Task 3. Thus, categorization performance is
influenced by perceptual similarity between the objects.

Let us now turn to the analysis of the way objects are
internally represented in the neural networks of the best
organisms. We calculated the distance between pairs of
points (internal activation patterns) which represent the
objects in the hyperspace of each layer of internal units. In
the first layer, where task information hasn’t arrived yet,
the closest points are those which represent perceptually
similar objects while the more distant points are those
which represent perceptually dissimilar objects. Thus, in
absence of task information categorization is predicted by
perceptual similarity between the objects.

But what happens in the second and third internal layers,
when task information has arrived? In the second layer, the
critical one, the closest points are those representing
objects which are responded to with the same macro-action
(see Figure 7). As expected, already at this level task
information overrides perceptual similarity. However,
perceptual similarity still plays a role in this second layer.
In fact, the result is stronger for Task 1 (highly
perceptually similar objects) than for Task 2 (less

perceptually similar objects) and for Task 3 (perceptually
dissimilar objects).
Figure 7. Second hidden layer: distances between the
points representing the activation patterns of objects
belonging to the same vs. different categories in the three
tasks.

In the third internal layer action clearly overrides
perceptual similarity. As in the second layer, the smallest
distances are those between points representing objects
which require the same response. However, in the third
layer the result is stronger than in the second layer and
there are no differences among the three tasks (see Figure
8). In other words, at this level of neural processing
perceptual input is represented in terms of the macro-
actions with which the organism must respond to the input

and not in terms of the perceptual properties of the input.
Figure 8. Third hidden layer: distances between the points
representing the activation patterns of objects belonging to
the same vs. different categories in the three tasks.

Discussion

Our simulations can be interpreted as showing that
categorization is action-based. Assigning a relevant role to
action in categorization does not mean that perceptual
similarity between objects is unimportant (Hampton 1998;
Goldstone and Barsalou 1998). In everyday life
perceptually similar objects generally elicit similar actions
and therefore we probably have evolved the ability to
respond in the same way to perceptually similar objects
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(Gibson 1979). Empirical evidence shows that the
affordances of objects direct our attention and activate
particular kinds of actions. Preparation to act on an object
produces faster processing of stimuli congruent with that
object (Craighero et al. 1999), thus we are faster to respond
in the same way to perceptually similar objects. However,
as recently shown by Tucker and Ellis (1998), the way
visual objects are represented may include information on
how to act upon them.

An account of categorization in terms of actions can
explain why shape is more important than other properties
of objects such as color or size in determining how objects
are categorized and why nouns tend to refer to objects that
have the same shape (Biederman 1987; Landau, Smith, and
Jones 1998; Shyi et al. 2001; Smith 1995). If categories of
objects depend on perceptual similarity, it is not clear why
perceptual similarity in shape is more important than
perceptual similarity in color or size in forming object
categories. The answer becomes clear if we recognize that
action, not perceptual similarity, is the real basis of object
categorization. For organisms such as us, objects that tend
to be responded to with the same action(s) are more likely
to be objects that have the same shape but can have
different colors or sizes, whereas objects that tend to be
responded to with different actions are more likely to be
objects with different shapes and, perhaps, the same color
or size. In some experiments texture emerges as another
property of objects which plays an important role in object
categorization. Texture tends to distinguish animals from
nonanimals, and we behave in very different ways in
response to animals than nonanimals. Hence, in this case
too objects which vary in texture tend to be placed in
different categories based on the actions with which we
respond to them.
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