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Abstract
We present an implementation of a suggested solution
to a problem of high relevance to multi-agent systems:
that of conflicting information distributed over coop-
erating agents. To this end, we use a theory for the
treatment of problems arising as a decision making
agent faces a situation involving a choice between a
finite set of strategies, having access to a finite set of
autonomous agents reporting their opinions. Each of
these agents may itself play the part of decision
making agent, and the theory is independent of
whether there is a specific coordinating agent or not.
Any decision making agent is allowed to assign
different credibilities to the statements made by the
other autonomous agents. The theory admits the repre-
sentation of vague and numerically imprecise informa-
tion, and the evaluation results in a set of admissible
strategies by using criteria conforming to classical
statistical theory. The admissible strategies can be fur-
ther investigated with respect to strength and also with
respect to the range of values consistent with the given
domain that makes them admissible.

1 Introduction

Once it is decided that a set of agents should achieve some
goal, and some semantical mapping has been provided for
any syntactically heterogeneous subsets of information
deemed to be of interest, then the possibility of a disagree-
ment must be considered. In this paper, we focus on the
problem of coordinating incomplete and possibly con-
flicting reports made by autonomous agents, with the
purpose of reaching a decision on which action to take. The
decision making agent (DMA) faces a situation involving 
choice between a finite set of strategies, having access to a
finite set of autonomous agents reporting their opinions.
Each of these agents may itself play the part of decision
making agent, and the theory is independent of whether
there is a specific coordinating agent or not. In other words,
our focus in this paper on a particular DMA is a matter of
convenience. The DMA is set on choosing the most pre-
ferred strategy given the agents’ individual opinions and
the relative credibility of each agent. The credibility esti-
mates are assumed to be assigned and revised by the DMA,

typically with incomplete background information (Boman
1993). The underlying theory allows for statements such as
"The strategy $4 is desirable", "The utility of strategy $4 is
greater than 0.5", or "The utility of strategy $4 is within the
interval from 0.6 to 0.8". Moreover, we may have "The
credibility of agent AI with respect to the first strategy is
greater than the credibility of agent A2" or "The credibility
of agent A1 with respect to the second strategy is between
0.5 and 0.8".

An objective of this paper is to clarify claims made in a
recent, more formal paper (Ekenberg, Danielson, & Boman
1994) on the possible applications of algorithms for norma-
tive consequence analysis to multi-agent systems. We also
extend that description in that the estimates of credibility
made by the DMA may now vary with the different strate-
gies. This is motivated by the fact that different agents can
have different degrees of reliability, depending on which
strategy they have opinions about. The following section
reviews some earlier research on related issues, while
section 3 gives a very brief description of the theoretical
foundations of our method (see (Ekenberg 1994) 
(Ekenberg & Danielson 1994) for details). Section 4 
monstrates an example based on an implementation of the
method and presents some parts of the user interface
related to the evaluation phases. Section 5 offers some
conclusions.

2 Handling Imprecise Information

Investigations into relaxing the pointwise quantitative
nature of estimates were made quite early in the modern
history of probability. One way of extending probability
theory is to represent belief states, defined by interval-
valued probability functions, by means of classes of proba-
bility measures (Smith 1961), (Good 1962). In (Choquet
1953154) the concept of capacities was introduced, and his
ideas were later studied in connection with probability
theory (Huber 1973), (Huber & Strassen 1973). Different
kinds of generalisations of first-order logic have been
employed to provide methods for dealing with sentences
containing upper and lower probabilities, see e.g. (Nilsson
1986). Another approach was suggested by Dempster, who
investigated the properties of multi-valued mappings from
a space X, with a known probability distribution over sub-
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sets of X, to a set S, defining upper and lower probabilities
for subsets of S (Dempster 1967). From this, Sharer further
developed a non-Bayesian approach to quantifying subjec-
tive judgements (Shafer 1976). The Dempster-Shafer for-
malism has subsequently become rather popular, especially
within AI. As has been pointed out in, e.g. (Weicbelberger
& P6himan 1990), the Dempster-Shafer representation
seems to be unnecessarily strong. Moreover, the possibility
to state, for example, that one consequence is inferior to
another is very useful, particularly when handling qualita-
tive information. Therefore, in addition to using interval
statements, our approach uses incquality statements to ex-
press comparisons between probabilities and comparisons
between utilities, a feature lacking in the approaches above.

The main concern in our earlier work has been how
problems modelled by numerically imprecise probabilities
and utilities could be evaluated. A general approach to this
problem was investigated in (Levi 1974). However, Levi’s
theory has some counter-intuitive implications, and is also
problematic when confronted with empirical results
(Giirdenfors & Sahlin 1982). Another suggestion that
extends classical analysis is the application of fuzzy set
theory, which also relaxes the requirements for numerically
precise data, and purports to provide a fairly realistic model
of the vagueness in subjective estimates. Early attempts in
the area of fuzzy decision analysis include (Bellman 
Zadeh 1970), (Freeling 1980), and (Zimmermann, Zadeh,
& Gaines 1984). These approaches also allow the DMA to
model the problem in vague linguistic terms, and member-
ship functions can be defined in accordance with the state-
ments involved. In contrast to this, our approach attempts
to conform to traditional statistical reasoning by using the
concept of admissibility (Lehmann 1959).

The theory underlying the tool described in this paper
was originally developed for investigating problems of
making rational decisions represented in a standard alterna-
tive-consequence form (Malmntis 1993), (Ekenberg 1994).
A significant feature of the theory is that it does not
encourage agents to present statements with an unrealistic
degree of precision. Moreover, the agents may view the
decision situation with respect to different criteria, such as
environmental, economic, or even moral. The original
theory provides algorithms for the efficient computation of
admissible alternatives, for sensitivity analyses, and for the
setting of security levels. An implementation of the method
has also been used in a number of real-life decision situa-
tions, see, for example, (Malmniis 1994) or (Malmniis,
Danielson, & Ekenberg 1995).

3 Theoretical Background

The method we propose allows for vague and numerically
imprecise statements, expressing the different credibilities
and utilities involved in a decision situation of the kind
described in the introduction. Thus, the DMA is asked to
rank the credibility of the different autonomous agents by
quantifying the credibility in imprecise terms, or by
(partially) ordering them. The autonomous agents have 
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similar expressibility regarding their respective opinions
about the strategies under consideration. The sets of
opinions and credibility statements constitute the strategy
base and the credibility base respectively. En passant, we
note that in the terminology of (Weicbelberger & P/Shlman
1990), a credibility base is a feasible k-pri extended by
expressions of inequality. Formally, the bases are trans-
formed into linear systems of equations that are checked
for consistency. A credibility base with k agents and m
strategies is expressed in the credibility variables
{ell ..... Cnk ..... Cml ..... Cmk}, stating the relative credibility of
the different agents. The term cij denotes the credibility of
agent j when considering strategy i. A strategy base is
expressed in strategy variables {unn ..... unk ..... umn ..... Umk}
stating the utility of the strategies according to the different
agents. The term u~j denotes the utility of strategy i in the
opinion of agent j. A strategy base together with a credi-
bility base constitute an information base.

We define the expected utility of the strategy Si, E(Si) 
brief, by CilUil + ... + Cikui k, and define Si to be an admis-
sible strategy if there are instances of the credibility and
strategy variables that constitute a solution to E(Si) > E(Sj)
for each j ;~ i with respect to the information base. The
problem of finding an admissible strategy can be formu-
lated as an ordinary quadratic programming (QP) problem.
The definition of an admissible strategy conforms to the
usual one in statistical decision theory. For a discussion and
a formal definition of the concept see (Ekenberg 
Danielson 1994).

To reduce the computational complexity in solving the
QP problems, we use methods from (Malmniis 1993) and
(Ekenberg 1994). We are then able to determine if a strat-
egy is admissible by reducing the problem to linear systems
in the credibility variables, and then applying ordinary
linear programming algorithms. However, determining a
set of admissible strategies is not enough, since in non-
trivial decision situations this set is too large. Moreover,
when confronting an estimation problem, the autonomous
agents as well as the DMA are encouraged to be deliber-
ately imprecise, and thus values close to the boundaries of
the different interval estimates seem to be the least reliable
ones. Hence, a problem with the definitions above is that
the procedure for determining if a strategy is admissible is
too insensitive to the different intervals involved, why we
suggest the use of further discrimination principles.

One solution is to study in how large parts of the strategy
and credibility bases the expression E(Si) > E(Sj) is consis-
tent. For example, a strategy could be admissible for 9() per
cent of the solution vectors to the strategy base, and for 80
per cent of the solution vectors to the credibility base. This
can be approximated for example by a Monte Carlo
method. However, such an approach is inefficient. By using
proportions we can study the stability of a result by gain-
ing a better understanding of how important the boundary
points are for the result (cf. Ekenberg 1994). By integrating
this with the procedures for handling admissibility above, a
procedure that takes account of the amount of consistent
instances of credibility and strategy variables where the
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strategies are admissible can be defined. We also use
proportions to study in which parts of the information base
each strategy is superior to the other strategies. Thus, the
comparison between different strategies shows in how
large a proportion the strategies are admissible, and we
propose that the DMA should choose the strategy that has
the largest proportion with respect to the information base
under consideration. We also introduce values for deter-
mining how large the differences between different strate-
gies are.

4 Application to Multi-Agent Systems
We have chosen a rather generic setting in order not to
obscure the general applicability of the theory. The reader
familiar with multidatabases can find a less general applica-
tion in (Boman & Ekenberg 1994), in which the core of 
tool similar to the one described here for optimising query
answering in deductive cooperative multidatabase systems
is presented.

Assume a scenario where a group consisting of the agents
A], A2, A3, and A4 have to report to a decision making
agent on their respective preferences concerning the
strategies SI, $2, and $3. Further assume that the agents Ai
through A4 have reported to the DMA the following utility
assessments.

ell ¢ [0.50, 0.70]
u21 ¢ [0.I0, 0.70]
u31 ~ 0.30
u12 ¢ [0.I0, 0.50]
u22 ¢ [0.40, 0.70]

u33 ¢ [0.50, 0.70]
u14 v [0.50, 0.70]
u24 <_ 0.70
u13 _> u23
u24 _> u34

Moreover, the DMA has estimated the credibility of Al
through A4 as follows. (In order for the credibility state-
ments to be normalised, we add ]~cij= 1 for each strategy to
the credibility base.)

ell ¢ [0.20, 0.60] c23 ~ [0.20, 0.50]
el2 E [0.I0, 0.30] e24 E [0.I0, 0.50]
c13 ~ [0.20, 0.70] e31 E [0.20, 0.70]
c14 <_. 0.50 e32 <__ 0.50
c21 ~ [0.10, 0.30] c33 ~ [0.20, 0.60]
c22 ~ [0.20, 0.40] e34 ~ [0.I0, 0.50]

We describe how the DMA may use the method to evaluate
this problem. The interface can naturally be changed to suit
non-human agents. Dialogue boxes with buttons are used
here to control the creation and evaluation of the informa-
tion base. Using palettes, strategies and agents are defined,
weighted, and evaluated. Strategies and agents are merely
identifiers in the tool and they are entered in text fields. For
example, to define autonomous agents in the information
base, the dialogue box in Figure I is used.

lloents:

.81
¯ R2
¯ R3
¯ R4

Figure 1

By clicking the button Add, the DMA can add a credibility
statement using the dialogue box in Figure 2. Note that by
using the radio buttons, the agent can choose between
entering qualitative or quantitative statements. Each new
statement entered into the credibility base is checked for
consistency.

Estimation of the credibility The credibility Is:
of the agent: [in the internal
I|1
1t2
RS
R4

In relation to:
0 Preset concepts
® Numeric uolues

"I[]-~
with respect to 1he strategy:

Isl vl

Figure 2

A list of numbers [nl ..... nk] is a solution vector to a credi-
bility base containing variables ci, i = 1 ..... k, if ni can be
consistently substituted for ci in the credibility base. The
set of solution vectors to a credibility base constitutes a
solution set. This solution set is a convex polytope, i.e. an
intersection of a finite number of closed half spaces. It
seems a reasonable requirement that this polytope is not
empty, i.e. it must be possible to consistently substitute
numbers for the credibility variables. If the DMA has
generated a credibility base with an empty solution set, that
credibility base cannot be justified semantically.

If a new statement is inconsistent, the DMA will be
notified about the feasible interval. This interval is deter-
mined by calculating the supremum and the infimum of
each ci in the base. That it is sufficient to compute supre-
mum and infimum follows from two standard convexity
observations:
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(i) if S is a convex set and fix) is a convex function
on S, then the set {x ~ S : fix) > k} is convex
for any constant k;

(ii) the class of convex sets is closed under inter-
section.

The treatment of strategies in the tool is quite analogous.
Figure 3 shows what the dialogue box looks like when
entering an ordering of the strategies with respect to the
preferences of the autonomous agents.

Estimation of the utllltu 1he utllltg of the strategg Is:
of the strategu:

I grauter than ~rJ

S5

wlth reepoct to the agent:

AI "qYJ

In raletlon to:

O Preset concepts
O Numeric values
¯ Other strategies

Figm-e 3

Evaluating the information base results in the diagrams in
Figure 4. Figure 4a shows the proportions of strategy SI.
The heights of the bars belonging to the strategies show the
proportions of the information base in which each strategy
is admissible. The variation along the horizontal axis
indicates the magnitude of the differences between the stra-
tegies considered. A reasonable strategy should have tall
bars as far to the left as possible.

mt

ml--

I0I

Figm-e 4a

Figures 4b and 4c show the proportions of the strategies $2
and $3, respectively. Hence, strategy S: is definitely in-
ferior to both Si and $3, but we can see that strategy $3 is
only slightly better than Si, and a further investigation in
order to identify critical variables is recommended. The
tool provides the DMA with different possibilities for

performing sensitivity analyses, but a description of these
features is beyond the scope of this paper.

[ S2 la relation to:

.- .............. ...........................

i ......................

Figure 4b

S$ In relation to:
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5 Conclusions

Using as little mathematical detail as possible, we have
shown that a decision making agent is able to make use of
incomplete and possibly conflicting reports made by differ-
ent autonomous agents when deciding which action strat-
egy to adopt. The approach models a decision problem in a
structured way by using informal and numerically impre-
cise statements. These are then translated into a suitable
representation and the strategies are evaluated with respect
to admissibility. The set of admissible strategies is usually
too large after a first evaluation. Thus, the concept of
proportion is introduced as a complement to Monte Carlo
approximations. The proportion indicates how much the
different intervals can be reduced before different strategies
cease to be admissible. The process is mathematically well-
founded and entirely deductive. Because we have made so
few assumptions about the tool presented in this paper, our
results apply to multi-agent systems in general. For
instance, the reasoning agents could be robots and the cred-
ibility statements could then be balanced against fault
histories of the autonomous agents, for example.
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