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Abstract
The dynamics of resource contention in multiagent sys-
tems with imperfect information can be extremely com-
plex, ranging from nonlinear oscillations to chaotic be-
havior. It was shown by Hogg and Huberman that it is
possible to stabilize such systems by allowing agents to
follow different strategies. We now show that there is a
wide range of possible strategies consistent with the ex-
isting equilibrium. As time progresses, agents explore
different strategy mixes, resulting in bursts of momen-
tary instability. These bursts eventually relax into a
stable equilibrium. This mechanism of stability punc-
tuated by bursts of erratic activity appears to be quite
general in systems where agents explore strategies in
search of local improvements.

Introduction
Large distributed multiagent systems are character-
ized by vast numbers of computational processes in-
teracting in an unpredictable environment. If compu-
tational agents in these systems compete for resources
in the presence of delays in information and imperfect
knowledge, the dynamics can become extremely com-
plex, giving rise to nonlinear oscillations and chaos
[1-4]. Part of the complexity in behavior is due to

the coevolving nature of the system, i.e. the value of
an agent’s decision depends on the choices made by all
the others. Since complex dynamics can lead to sig-
nificantly lower performance, it is important to devise
methods which allow for the control of such systems
while maintaining their responsiveness.

We examine the dynamics of resource contention
in a simple theoretical model of distributed resource
allocation among asynchronous and locally controlled
agents. This model exploits the analogy between dis-
tributed computation and economic systems [5-10].
When there is contention for resources among such au-
tonomous agents, then, depending upon the timeliness
and quality of information the dynamics of this con-
tention can range from simple fixed points and bista-
bility, to chaotic variations in the load of each resource.
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The multiagent system considered incorporates two
essential elements that govern the local decisions by
the agents: uncertainty and strategies. Uncertainty
stems from the fact that in the absence of central
controls, it is impossible for any agent to have perfect
information about the global state of a distributed
system. Strategies, however simple, are used as a
way to process and pick from available information in
order to make decisions about what actions to perform.
Strategy picking models the fact that these agents
are to some degree autonomous with some form of
individualized decision making mechanism.

Switching strategies in general makes systems of au-
tonomons agents far more stable and at the same time
adaptive [11]. It was shown by Hogg and Huberman
[12] that by enhancing the usage of strategies that per-

form well, it is possible to render unstable and chaotic
resource allocations into stable equilibrium. This con-
trol mechanism relies on agents switching strategies in
order to opportunistically find improvements in their
utilities. We now show through theoretical studies and
computer simulations that there is a wide range of
possible strategies consistent with the existing equi-
librium. As time progresses, agents explore different
strategy mixes, resulting in bursts of momentary in-
stability. These bursts eventually relax into a stable
equilibrium. This mechanism of stability punctuated
by bursts of erratic activity appears to be quite general
in systems where agents explore strategies in search of
local improvements.

In the next section, we describe the model in detail
and show how the introduction of strategies leads to
equilibrium. We complement these theoretical predic-
tions by performing computer simulations of resource
contention in a multiagent system in the following sec-
tion. In particular, we find that the experiments reveal
the existence of burst), behavior which sporadically
punctuates the existing equilibrium. This phenome-
non, which was not predicted by the Hogg-Huberman
mechanism, is shown to arise out of the underlying fiuc-
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tuations of the multiagent system. These underlying
fluctuations have the structure of an effective random
walk in the space of strategies, and is the resultant of
the fact that there are many strategy mixes that are
consistent with overall stability. We present explicit
examples of resource contention in a multiagent sys-
tem with many agents. Through these examples, we
exhibit the random walk in strategy space that gener-
ates bursts in resource utilization.

Resources, Uncertainty, and Payoffs
The model we consider is designed to capture the
essential features of resource contention among many
agents in a distributed system. Each resource, r, has a
performance metric or utility associated with it, which
we denote by Gr. This utility depends on the fraction,
fr, of agents using that resource. If resource usage is
competitive, then the associated payoff function will
tend to decrease with the number of agents using that
resource. On the other hand, some resources could
have a cooperative function; for example, agents that
are trying to execute a particular search might leave
hints for other agents that enhance the overall group
performance. In this case, the payoff function for
this resource will tend to increase with the fraction
of agents using it. In this paper, and for the sake of
simplicity, we will limit the number of resources to two,
with payoff functions of the form,

(1)

with A, B and (7 positive constants.
In order to make resource choices, agents need to

estimate the relative payoffs of the various resources.
Since agents do not have perfect information about
the use and utility of a particular resource, we will
make a distinction between the actual payoffs, Gr(fr),
that agents receive when they access them, and the
perceived payoffs, denoted by Gr. For example, events
external to the system may corrupt the information an
agent receives or, due to a lack of computational so-
phistication, the agent does not have the capability to
exactly quantify the payoffs. This uncertainty or vari-
ability in perceived payoffs is modelled by taking the
perceived payoffs to be normally distributed around
the actual payoff Gr, with a standard deviation, ~r, i.e.
(~r ,~ N(Gr, ~). For simplicity, we will assume that 
perceived payoffs have the same standard deviation.

Furthermore, there is a specific rate at which agents
reevaluate their resource choices. We assume that
these reevaluations are asynchronous and statistical in
nature, and determined by a Poisson rate ~. In an
infinitesimal time increment At, the probability that
a particular agent reevaluates its choice is then given

by sat. When reevaluating resource usage, an agent
receives information about the resource utility, i.e., the
agent is given (~1 and (~a, and that agent then picks
the resource with largest perceived payoff.

Strategies and Resource Contention In
the case of zero uncertainty, i.e. ~ - 0, agents are
perfectly aware of the state of the system and are
able to rapidly optimize their performance. In this
case, resource contention in the system converges to
a Nash equilibrium such that the resource payoffs are
equal for all agents. As the uncertainty about payoffs
increases, the equilibrium gradually moves away from
the optimum state, approaching a situation in which
equal fractions of agents use each resource. At the
same time, the stochastic fluctuations associated with
the probabilistic nature of perceived payoffs become
more and more noticeable. Furthermore, if delays in
information appear in the system, this equilibrium
gives way to nonlinear oscillations and chaos, with
a consequent degradation in the performance of the
system.

These departures from the fixed point can be
brought back into equilibrium by using a mechanism
originally proposed by Hogg and Huberman [12]. It
relies on agents being allowed to move among differ-
ent strategies when evaluating information about the
resources that they contend for. In the current con-
text of multiagent systems with imperfect and delayed
information about resource payoffs, each strategy cor-
responds to picking information about resource payoffs
that has a certain delay. A strategy labelled by s is
then characterized by a delay r,.

In order to understand how this control mechanism
works, it is useful to recall that agents continually
search for an optimal strategy as the dynamics in the
system unfolds. In this way, strategies that are ob-
taining the most useful information about the system,
will increase in the population at the expense of oth-
ers. For example, strategy optimization might involve
agents observing the behavior and success of a few
other agents and then picking a good strategy based
on that information; or perhaps, agents keep records
of how well strategies have performed in the past and
make decisions based on that information. In either
case, and indeed quite generally, the net effect of the
strategy optimization procedure will he to change the
usage of a certain strategy according to its overall per-
formance. Note that we assume that agents do not
have a priori knowledge about which of the possible
strategies is best. Instead, they try to optimize their
strategy choices as the dynamics of the systems unfold.

In analogy with the resource reevaluation rate a,
we define another Poisson rate, 7, with which agents

Youssefmir 399

From: Proceedings of the First International Conference on Multiagent Systems. Copyright © 1995, AAAI (www.aaai.org). All rights reserved. 



make strategy choices. We will call 7 the strategy
,~fcAing rate. It is the rate at which agents make
strategy choices irrelevant of the particular mechanism
responsible for this choice.

The state of the system is thus characterized not
only the fraction* using each resource, ~e+ but also
by the fraction of agents using resource r and strategy
8,/r,. We will further define f+tP to be the fraction of48

agents using strategy s and call this the strategy miz
in the system.

The strategy switching mechanism assumed in the
model is one in which agents pick a given strategy s
with a probability 7,, satisfying the consistency re-
quirement ~ 118 = 1. In this paper we assume that 718

is given by,

The denominator in this expression is simply a mea-
sure of the total utility in the system; while, the nu-
merator is the portion of this total utility obtained by
agents using strategy s. This form then guarantees
that strategies that are creating the most payoff in the
system will be enhanced.

An example of the Hogg-Huberman mechanism is
provided in figure 1 in which 99~ of the agents are
initially using the strategy with lowest delay ie. r = 5.
This result, obtained by solving their dynamical equa-
tions, represents the average expected behavior in the
system and is obtained from theoretical considerations
rather than simulations. As such it ignores stochastic
fluctuations that become less important as the number
of agents in the system is increased. It shows the re-
markable stabilization of an initially unstable system
once strategy switching is allowed. Indeed initially the
system is quite chaotic; however, once agents are al-
lowed to optimize and switch strategies over a large
enough set of delays the system finds an equilibrium
distribution of strategies in which local agent behaviors
at the microscopic level lead to a macroscopic equi-
librium. This system is also robust in that sudden
perturbations to the system eventually relax back to
equilibrium.

Bursts
We should point that, even in equilibrium, agents will
continue to vary their strategies in order to locally in-
crease their utilities. This is necessary in order for the
system to remain adaptive to a changing environment.
For example, resource payoffs may suddenly change
drastically, in which case the system may not be able
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Fig. 1. Typical behavior of the Uogg--lluberman control
mechanism [12] showing stabilization of resource contention
when agents are allowed to switch strategies. Plot shows the
fraction ]’of agents using resource 1 as a function of time,
obtained by solving a set of equations (valid in the limit as
the number of agents becomes large) [12]. Payoff functions
are given by GI(]’) = 4 + 7f- 5.333f2 and G2(].) : 7- 3]’
together with parametersa = I and ¢v -- 0.25. Agents switch
among 100 stratesies at rate 7 = 1 with the result that
after transient uscfllations the system settles into a state of
stability. The 100 strategies are uniformly separated between
r = 5 and r = 45 and initially 99% of agents are using the
strate/~ with lowest delay.

to maintain stability if the strategy mix is frozen in
time.

While the results we presented in figure 1 were ob-
tained analytically, it is of interest to perform com-
puter experiments to observe the stabilizing effect of
strategy switching. This is seen in a typical simulation
of 5000 agents in figure 2. The parameters, payoffs,
and strategies are the same as in figure 1. Comparison
with the theoretical result presented in figure I, shows
that there are qualitatively different features that oc-
cur in the experiment. The computer simulations show
the appearance of bursts of activity superimposed on a
background of small fiuctuatious around the predicted
equilibrium value. While the small fluctuations are the
result of the fact that agent decisions are themselves
probabilistic, the larger bursts are the result of a more
subtle and complicated mechanism that we now ex-
plain.

As we explained above, the strategy switching mech-
anism provides an overall bias that leads to a stabiliz-
ing strategy mix. However, we should point that this
strategy mix is not unique. Rather there is a multitude
of them that are consistent with a stable equilibrium.
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Fig. 2. Typical behavior seen in computer simulations of
contention over two resources. The payoffs, parameters, and
possible strategies are as in figure I. The simulation consists
of 5000 agents with 80% of the agents initially using the
strategy with delay r -~- 5. Plots show the fraction ?of agents
using resource I as a function of time. Agents continually
switch strategies in trying to achieve local improvements.
As a result, the system sometimes goes unstable and the
equilibrium is punctuated by bursts of activity.

Thus, once the system equilibrates, agents are still con-
tinuaily switching strategies in order to optimize their
own performance without shifting the fixed point. This
implies that underlying the observed equilibrium there
is an effective random walk in the space of strategies.
However, as time goes on, this random walk can occa-
sionally push the strategy mix into regions where the
strategy mix is not consistent with stable resource con-
tention. This results in the observed bursts of activ-
ity that are quenched by the Hogg-Huberman control
mechanism.

This process of equilibrium punctuated by bursts of
instability occurs quite generally. In order to show
this, consider the simpler case in which the agents
are limited to three strategies. Since we would like to
study the behavior of the system when it relaxes into
an equilibrium, we first need to guarantee that there
are indeed strategy mixes that really do stabilize the
resource contention. The easiest way to do this is to
limit one of the strategies to have zero delay. We pick
the other strategies to have delays r = 3, and r -- 5,
and we set the payoffs, uncertainty or, and the rate a
in the system to be as before.

Figure 3 shows the results of a simulation with 2000
agents for two values of the strategy reevaluation rates,

7 = 0.01 and 7 -- 0.2. The observed behavior clearly
shows a stable equilibrium punctuated by bursts of
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Fig. 3. Computer simulations of contention over two re-
sources with strategy switching among 3 strategies. Simula-
tions consisted of 2000 agents total. System parametem and
payoffs are as in figure I. The three strategies have associated
delays of 0, 3, and 5 time units respectively. Top figure shows
results from using a switching rate ~/~-- 0.01. Note again the
stability punctuated by bursts of activity. Bottom figure
shows results for a faster switching rate "t ffi 0.2. In this
case bursts occur more frequently but have shorter durations
when they occur.

instability. Note that for the first reevaluation rate

7 bursts occur less frequently than in the case of the
higher value of 7, but when they do occur they tend
to relax back in slower fashion than in the case of
high reevaluation rate. There is thus a trade-off in the
rate of the reevaluation rate: for higher 7, the system
relaxes back to equilibrium faster, but also tends to
go unstable more frequently; for smaller 7, the system
will take a longer time to relax back to equilibrium,
but also tends to stay stable longer.

A Theory of Bursts

Stability Properties In this section we dis-
cuss the stability of the resource contention for dif-
ferent strategy mixes. The results of section 3 show
that performance oriented strategy switching provides
a mechanism by which the distribution of strategies
stabilizes the resource contention in the system. Ear-
lier, we pointed out that the stabilizing strategy mix
is not necessarily unique. But this mix cannot be to-
tally arbitrary; in fact, there will be strategy mixes for
which the system will become unstable. In order to de-
termine the range of strategy mixes that are consistent
with stability, one needs to perform a linear stability
analysis around the equilibrium point generated by the
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Fig. 4. Stability of regions in strategy space for parame-
ters and delays used in figure 3. Horizontal axis denotes
percentage of agents using delay 0 and vertical axis denotes
percentage of agents using delay 3. Regions of strategy space
that stabilize resource usage are denoted by S and unstable
regions are denoted by U. Also shown are the points in
strategy space mapped out by the ~, ~ 0.2 simulation in
figure 3 from before a burst occurs until after its occurrence
(from time units 4800 to 6600). Strategies randondy rno~e
around the stable region while resource contention is still
stable. Once the strategies cross into the unstable region, a
burst of activity occurs, and the strategy mix is pushed back
into the stable region.

dynamics. We here outline the results of such an anal-
ysis [12]. Small perturbations away from equilibrium
evolve in time as eat. This means that for positive, real
values of ~ the perturbation will grow in time, and for

negative it will decay, relaxing back to equilibrium.
For a given strategy mix, f,tr, ~ is determined by

the following equation,

,X + cr - ap’ ~,,r"" e-~’. = 0 (3)
dl

where pl is the derivative of the p function, which is
given by [1]

p(f) = l ( Z .l. erf( Gz (f) - G’(1- "2~"
(4)

evaluated at the fixed point. A particular strategy mix
will therefore lead to stable resource allocation if all
the solutions (in general there are an infinite number
of them) to eqn. 3 have negative real parts. This
will guarantee that fluctuations away from the fixed
point in resource contention will eventually relax back
to the equilibrium¯
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Since each strategy mix will either lead to stable
or unstable resource contention, the strategy space
can itself can be broken up into two regions: one
region contains strategy mixes in which the resource
allocations are stable, while the other contains strategy
mixes in which the resource allocations are unstable.

Figure 4 shows the regions of strategy space that
support stable and unstable resource contention for the
parameters and strategies as in figure 3 (the value of

7 does not affect these regions). In this case, since
there are 3 strategies (7- - 0, 3, and 5), and since the
fractions of agents using all strategies must add up
to one, each strategy mix is uniquely defined by the
fraction of agents using the first two strategies with
delays Tz -- 0 and T~ = 3. Recall that a strategy mix is
in the stability region if solutions for ~ in eqn. 3 have
negative real part. Note the rather large region in the
strategy space for which resource allocation is stable.
Superimposed on this figure are the points that show
the points in strategy space for the simulation shown
in the lower part of figure 3.

Note, that when the strategy mix is in the stable re-
gion, the strategy mix seems to behave randomly with
no particular bias. Agents switch strategies with no
penalty since all strategies perform equally well¯ As a
result, small fluctuations (in this case induced by hav-
ing a finite number of agents) make the strategy popu-
lation execute a random walk within the region of sta-
bility. However, after the strategy mix moves into the
unstable region, resource contention becomes unsta-
ble. Once the resource contention is destabilized, strat-
egy switching is once again biased towards enhancing
strategies that perform well. The strategy switching
mechanism then forces the mix back into the region
of stability, thus stabilizing the resource contention in
the system. This process then accounts for the charac-
teristic bursts found in the computer experiments that
we described above¯

Discussion
In this paper we have shown that within this particu-
lar multiagent system, there is a wide range of possi-
ble strategies consistent with the existing equilibrium.
As time progresses, agents explore different strategy
mixes, resulting in bursts of momentary instability.
These bursts eventually relax into a stable equilibrium,
even though the agents have limited knowledge about
the global state of the system¯

We have also shown how the introduction of strate-
gies that the agents can follow leads to equilibrium.
We complemented these theoretical predictions by per-
forming computer simulations of resource contention
in a multiagent system. In particular we find that
the experiments reveal the existence of bursty behav-
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ior which sporadically punctuates the existing equilib-
rium. This phenomenon, which was not predicted by
the Hogg-Huberman theory, was shown to arise out of
the underlying fluctuations of the multiagent system.
These underlying fluctuations have the structure of a
random walk in the space of strategies, and is the re-
sultant of the fact that there are many strategy mixes
that are consistent with overall stability.

In spite of the simplicity of this model, we were able
to identify the particular regimes for which volatility
clustering may be observed in multiagent systems. We
expect clustered volatility to appear in multiagent sys-
tems that achieve stability while maintaining diversity
among agent behaviors. Indeed, such clustered volatil-
ity has been observed in studies of models of stock
markets in which adaptation is achieved through the
use of genetic algorithms.

It should also be pointed out that in our model,
each strategy uses a single time delayed value. This
assumption is useful because it means that the fixed
point in the system (whether unstable or stable) never
changes. There are, however, many other strategies
that use time delayed values and yet keep the location
of the fixed point fixed. Examples of this might be
trend following and contrarian behavior. This brings
up the interesting possibility that the dynamics pre-
sented in this paper might be of relevance to other sit-
uations such as the financial markets in which "techni-
cal analysts~ uses past price values to make decisions.
Interestingly there is indeed statistical evidence show-
ing that volatility in the capital markets tends to be
ctustered [13]. We have also performed simulations in
which strategies involve biases towards particular re-
sources and have observed exactly the same volatility
clustering.
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