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Abstract
Standard experimental techniques for determining
the structure of small to moderately-sized molecules
are difficult to apply to large macromolecular
complexes. These complexes, consisting of multiple
protein and/or nucleic acid components, can contain
many thousands of atoms and the experimental
techniques used to study them provide relatively
sparse structural information with significant
measurement uncertainty. Computational
technologies are required to reduce the
conformational search space and synthesize the data
in order to produce the structures or (more usually)
sets of structures compatible with the data. In this
paper, we show that a method based on the constraint
satisfaction paradigm produces a three-dimensional
topology for the central domain of the 16S ribosomal
RNA that is generally consistent with interactively
built models, although differing in significant ways.
The modeling incorporates information about
secondary structure of the nucleic acid, neutron
diffraction data about the relative positions and
uncertainties of the proteins, and protection
experiments indicating proximities of segments of
RNA to specific protein subunits. Unlike previously
proposed models, our model contains explicit
information about the range of positions for each
subunit that are compatible with the data. The
system uses a grid search, checks distances in a
direction-dependent manner, uses disjunctive
distance constraints, and checks for volume overlap
violations.

Introduction

Understanding macromolecular structure provides
insight into the structural basis for function. It may also
suggest methods for perturbing or abolishing function. It
is therefore a subject of intense interest in molecular
biology. Methods for determining and refining medium-
sized protein and nucleic acid molecules (containing on
the order of 500 amino acids or 100 bases) are mature and
well understood. The size and flexibility of large
macromolecular complexes makes them difficult to study
with the primary methods for determining structure (x-ray
crystallography [I] and nuclear magnetic resonance [2]).
For now, the structures of large complexes must be

probed with experimental methods that provide structural
information that is relatively sparse and relatively noisy.
Such methods include determination of molecular shape
and volume[3], estimating proximity relationships with
cross-linking, labeling, protection experiments, and many
others [reviewed in 4, 5]. In addition, computer-based
prediction methods may provide some information about
substructures (for example, secondary structure or class of
fold). In using these data to construct structural models,
it is important to acknowledge the levels of uncertainty in
these data sources, and to understand that they will most
likely be compatible with a family of structures, instead of
a single structure.

We have previously described a system, PROTEAN-I,
which is able to use multiple sources of uncertain data to
produce estimates of structure [6, 7]. PROTEAN-I is
based on a constraint-satisfaction paradigm and is
summarized below. In this paper, we show that an
exteruted version of PROTEAN is able to model the
structure of a large ribonucleoprotein complex (the central
domain of the 30S ribosomal subunit) from a combination
of constraints derived from sequence analysis and
experiments. The ease with which the data analysis
protocols can be changed, and the consequent effects on
the structural model can be gauged, makes PROTEAN a
good program for exploring the structural implications of
sparse and noisy data. The underlying constraint
satisfaction engine can guarantee that the resulting
structures satisfy all the constraints provided, and that
they provide an upper bound on the set of structures that
are compatible with the data.

Modeling the 16S Ribosomal Central Domain

The ribosome is the site of translation of messenger
RNA into protein. It is composed of two subunits. In
prokaryotes, the large subunit is called 50S and the small
subunit is called 30S. The 30S subunit consists of a single
strand of RNA (the 16S rRNA, 1542 bases), and 
proteins ranging in molecular weight from 9 kD to 61 kD.
The 30S subunit can exist independently from the 50S
subunit and be reconstituted from its components in vitro.
The 30S subunit is the site of translation initiation [8].
An understanding of its structure is useful for
understanding the mechanisms of protein translation, and
perhaps for designing drugs to modify these mechanisms.

The structure of the 30S subunit (21 proteins in
association with 16S RNA) has been the subject of many
experimental investigations. There is a substantial
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amount of information about close contacts between
elements of the structure, and this has led the proposal of
several structures using different computational methods.
Hubbard and Hearst have used distance geometry to
model the RNA structure [9]. Harvey and co-workers
have used molecular mechanics methods [10]. Stern et al.
have published a model built with interactive
graphics [ 11 ]. A common problem for all these methods is
the difficulty in resolving apparently incompatible
experimental constraints. Some of these methods seek
only a single best structure and do not characterize the full
set of structures that are compatible with the data
interpretation. Multiple runs from multiple starting
positions may give a feel for the range of legal structures,
but can be skewed by systematic biases in sampling [12].
We are therefore interested in applying structure
determination methods that give a sense of the full set of
allowed structures, and which permit the computational
protocol to be easily modified.

Constraint Satisfaction in PROTEAN

The PROTEAN program was originally written for the
calculation of protein structure from NMR data [6, 7].
Formally, the program implements a simple kind of
constraint satisfaction network [28]. The objects within a
structure are the nodes in the network (see Figure 2).
Their labels are the set of discrete, legal positions. If
constraints are applied which reduce the list of legal
positions in a manner that depends only on the identity of
the node (and its interactions with the global coordinate
system), then the network achieves first order (node-)
consistency. Second order (arc-) consistency refers to the
state of the network when all constraints which depend on
the values of two nodes are satisfied. In general, Nth-
order consistency refers to states in which all constraints
involving n nodes or less are satisfied. 1 The discussion
that follows maps these concepts to our implementation.
Related forms of constraint satisfaction have been used
for modeling protein structure using symbolic logic in the
context of reasoning about protein folds [13], and for
modeling RNA structure using discrete conformational
sets at a finer level of representation [14, 15].

In PROTEAN, objects (nodes) are modeled as spheres
or cylinders (or combinations of spheres and cylinders).
Each possible location (label) is represented by 
translation and rotation matrix. An anchor coordinate
system is defined by fixing the location and orientation of
one component of the structure. The remaining objects
must have their positions defined relative to this global
coordinate system.

I path consistency is the state of Nth order consistency
when N is the total number of nodes in the constraint
network. It guarantees that all labels for each node are
part of at least one solution that satisfies all constraints.

Achieving First Order Consistency

If an object has direct distance constraints to the
object(s) within the anchor, then the program samples all
possible translations and rotations for the object (using 
grid search on both the position of a central point and the
orientation of the object) and checks if all the distance
constraints are satisfied. A list of compatible locations is
retained and constitutes the initial set of allowed locations
for the object, which is called an anchoree. After all
anchorees have their initial set of positions, based only on
constraints to the anchor, the network achieves first order
consistency (the locations for each object depend only on
their identity and their relation to the fixed coordinate
system).

If an object has no direct distance constraints to the
anchor, but has constraints to an anchoree, then the
locations of that object in the space of the anchor can be
determined in a straightforward calculation that crosses all
the locations of the object to the anchoree with all the
locations of the anchoree to the anchor.

Achieving Higher Order Consistency
Once all objects have been introduced into the anchor

coordinate system, then the constraints between them can
be used to further prune the lists of possible locations,
using the yoke operation (a check for arc consistency).
For example, a distance constraint between two objects
can be used to prune their respective lists by checking all
possible pairs of locations. If an object has a location for
which there are no locations for the other object that allow
the distance to be satisfied, then this location is
eliminated. After all objects have been yoked, the
network achieves second-order consistency.

In general, groups of N objects can be tested with
constraints (such as van der Waals overlap) that depend
on the locations of all n objects (this is referred to as N-
yoking--the yoke operation is really a 2-YOKE). The
location lists are maximally pruned when Nth-order
consistency is achieved. At this point, every location in
each list is guaranteed to be part of a structure containing
all objects and satisfying all constraints. Such a structure
is called a coherent instance, because the labels for each
object are consistent with one another and combine to
satisfy all constraints.

In general, the computational complexity of this method
is exponential in the number of objects. (If L is the
average size of the location lists, and M is number of
location lists, then the complexity of finding full Nth-
order (path) consistency is O(LN)). This results from 
fact that coherent instances must, in principle, be
generated by taking all possible combinations of
structures in each of the location lists, and seeing which
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Figure 1A (left) The secondary structure of the central domain of 16S ribosomal RNA and the locations of the helices used
to model the structure for this calculation. Some intra-helical bulges are ignored in our modeling, since such details are
below the sensitivity of the sampling resolution. Single stranded RNA is represented as distance constraints between helices.
Figure 1B (right). Constraint network for ribosomal 16S central domain. The node labeled "proteins" represents the 
proteins whose positions are fixed in space. The ten helices of the central domain are shown as well. All helices are nodes
in the constraint network. The arcs represent constraints. Dotted arcs represent protection constraints to proteins. Solid arcs
are covalent connectivity constraints. Since H5 and H10 have no direct constraints to the proteins, they must be positioned
relative to helices H4 and H3, respectively, and then appended into the global coordinate system.

ones are compatible with constraints. Tractability is
maintained by the lower order consistency checking (the
N-yoking steps,which removes many locations), by
intelligent selection of the order in which operatiors are
performed, as well as by judicious selection of sampling
intervals. We have described a system for automatic
control of PROTEAN that exhibits reasonable problem
solving efficiency [16].

The PROTEAN program provides the basic
functionality for fixing the anchor, determining the initial
location lists, yoking the lists, and then N-yoking the lists
before generating coherent instances as described in [7].
It has been shown to perform well for the case of
calculating protein structure from NMR [17, 18J. Most
constraints are distances-which can be pure conjunctions
(a list of distances from points within one object to points
within another, all of which must be satisfied) or
disjunctions (a list of distances between objects, only
some subset of which must be satisfied). The system also
checks for volume overlap between objects. It can also
use constraints on volume and surface-buried status [19].

Methods

In calculating the structure of the central domain of 16S
rRNA, we used 4 sources of information:

1. The primary structure of the RNA component.
Specifically, we modeled the structure that includes bases
567 through 883. The sequence specific effect of base
variation is not considered in the modeling, except as they
allow a reliable secondary structure to be identified (as
discussed below). Thus, we are not actually modeling the

structure of any specific ribosomal sequence, but instead
the topology common to all ribosomes. Consideration of
detailed effects of different bases at different positions is
relevant only at a much finer level of detail.

2. The predicted secondary structure of the RNA
sequence. There have been many 16S RNAs sequenced,
and these have provided information sufficient for a
reliable secondary structure prediction as shown in Figure
1 [5, 20, 21]. We divided this structure into ten roughly
helical subunits (as shown in Figure 1), which we model
as rigid A-form helices. Bends and turns in the structure
are accommodated wholly at the hinge points between
helices. Single stranded sections of the structure are not
modeled explicitly: their effects as tethers between
helical sections are represented as distance constraints
between the helical sections, as described below.

3. The positions of the 6 protein moieties (using standard
labels, these are $6, $8, S II, S15, S16, and Si8).
Neutron diffraction studies provide the Cartesian
coordinates for the centers of mass, as well as the
estimated errors in each of these coordinates [24, 251.
We use these positions to define a global coordinate
system into which the RNA molecule must be placed.
The detailed structures of the 6 proteins are not known.
Modeled simply as spheres, the minimal (anhydrous) radii
of the proteins range from 13.8 to 16.6 A. The standard
deviation of the estimates of locations for the proteins
ranges from 6 A, to 17 A, in each coordinate direction.

4. The results of footprinting experiments in which
individual proteins are bound to the ribosomal RNA, and
then the complex is exposed to hydroxyl radicals--
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Figure 2. Testing for distance of a protected
base to center of mass of protecting protein.
The mean position of the protein is shown,
along with an ellipsoid of error for its location
(for these calculations, we used 1.5 standard
deviations). The protein’s anhydrous radius is
also shown at the very edge of its possible
excursion within the error ellipsoid and
demonstrates that a protected base on the
surface of the protein might be as far as Dmax
away from reported center of protein. However,
Dmax-1 is much larger than Dmax-2, and
therefore we refer to this constraint as a
directional distance constraint.

identifying bases which are protected from the solvent by
each specific protein [22,23]. These data provide
information that a protein is either in direct contact with a
specific segment of RNA, or induces a cooperative
structural arrangement that leads to the segment being
buried. In general, we infer that the strongest levels of
protection are primarily due to direct protein-RNA
contacts. The detailed protection will be published
separately [23]. The data set provides approximately 7
protected RNA positions per protein. Each of the ten
helices makes between 2 and 17 contacts with roughly 2
proteins. One particularly interesting wrinkle in the data
set is the fact that protection by $6 and S18 cannot be
distinguished (for experimental reasons). Thus, all
protections by $6 or S18 imply that a helix is close to
either $6 or S18 (or both). This represents a disjunctive
distance constraint.

Details of Calculation

Modeling the proteins and their positions. The high
resolution structures of the 6 proteins in the core of the
16S subunit are not known. Their amino acid sequences,
however, are known, and this allows us to estimate the
minimal radius (the anhydrous radius) of each protein
based on the length of the sequence. In addition, the
relative positions of the centers of mass of the proteins
are reported in the neutron diffraction studies [24]. The
diffraction results also provide standard errors in each of
the coordinate directions. These errors, then imply an
error ellipsoid of possible locations for the center of mass
of the protein. This ellipsoid information is combined
with the estimate of anhydrous radius, as described below
and in Figure 2, to assign distance bounds to the
constraints provided by protection experiments. The
relative locations and errors of the proteins are shown in
Figures 3 and 4.

Modeling RNA helices. The secondary structure of the
central domain of 16S rRNA is taken from [20, 22], and is
consistent with all of the known ribosomal sequences
(Figure I). For the purposes of this computation, 
identified ten key helices which are modeled as ideal A-

form helices. We have therefore neglected the possibility
of helical bends and bulges within these helices (but have
allowed bends and bulges in the intervening single
stranded RNA). We created a cylinder of radius 7 
oriented around the helical axis of each helix to
approximate the van der Waals volume of the helix (to
allow the program to check for overlap violations of this
volume).

Modeling covalent distances. We did not explicitly
model the single stranded regions connecting helices,
leaving this for future refinement calculations. Each
single stranded tether between two helices was
transformed into a distance constraint between the ends of
the helices. The bounds on this distance were derived
from analysis of the minimum and maximum distances
observed in the transfer RNA crystal structures.

Modeling protection data. The most important source
of information in these experiments is the hydroxyl
radical protection data [23]. Each of these data provides
information that a base is protected by the binding of one
of the proteins. In order to minimize the influence of
protections caused by indirect effects, we only used strong
protections. We cannot rule out the possibility that some
base protections are actually long-range conformational
effects. However, our method can detect incompatible
constraints, and we anticipated that we might uncover
some of these.

How do we position a protected base relative to the
reported center of mass for a protein? First, we do not
know exactly where the protein is located within the error
bounds of the neutron diffraction data, so we can accept
any location within a reasonable neighborhood around the
center of mass. For these experiments, we took the error
ellipsoid defined by 1.5 times the respective x, y and z
standard errors of the center of mass for each protein.
This ellipsoid contains the possible locations for the
center of mass of the protein. Second, we do not know
the shape of the protein. The anhydrous radius estimate
assumes a spherical shape. Clearly, proteins can take on
elongated, asymmetric shapes. Therefore, the actual
surface radius of a protein can exceed the anhydrous
radius by a factor of as much as 1.5 times, or be as little as
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Ob’~ect N - la N - lb N - 2 N - 7 N - 10

wl 2025 158 1 1 1

w’~ 1231 76 1 1 1

5591 9 1 1 1

16315 949 24 4 4

H5 1382 1382 162 92 70

H6 49042 6440 4706 2745 1185

B7 6975 131 34 6 6

11924 4017 2283 1908 820

~9 186754 3296 1513 1513 875

HI0 695 695 96 96 90

CPLX 2xi038 ixi027 2xi017 2xi015 ix1014

Table 1. Reducing location lists with constraint
satisfaction operators. Sampling grid was 7 A in position
and 45 degrees in orientation. The N = 1 (a) column
contains shows number of locations after initial anchor
operation with loose bounds that overestimate protein
position errors, and consider $6 and S18 to be a single
protein with large errors (to obviate the need for
disjunctive constraints). N=I (b) column shows first
order consistency achieved with accurate error ellipsoids,
distance-sensitive constraints and disjunctive constraint
checking. The next three columns show number of
locations after 2, 7, and 10 order consistency. The final
row, labeled CMPLX, lists the total number of coherent
instances (the product of location list lengths) that would
need to be tested starting with the location tables
produced at each stage. TheN-yoking operations remove
24 orders of magnitude of computational complexity.

0.7 times the radius (based on proteins of known
structure). We have opted, for initial modeling, to use the
anhydrous radius of a spherical protein as a compromise.
We therefore added the anhydrous radius to the ellipsoid
defined by the standard errors to create a larger ellipsoid
which describes the statistically reasonable volume that
contains all possible locations for points on the surface of
the protein. Although this volume is not the maximal
upper bound, it captures a wide range of protein shapes.
In the case of an extremely asymmetric protein with a
large error in its calculated center of mass, we might
actually exclude allowed locations for a given protected
base. If the proteins are globular and the center of mass
estimates reliable, then our approximation is expected to
be reasonable. Therefore, the maximum distance of a
base from a protein, Dmax, based on the protection data,
is a function of the direction of the vector, z, from the
center of mass to the base the number, N, of standard
deviations, SD, from the center of mass estimate that the
user selects, and the multiplier, F, of the anhydrous
radius that captures the expected eccentricity of the
protein:

DrmLr (Z N, F) = N x SD + F Ranl,ydrous

14 ISMB-94

For the calculations reported here, we assigned N = 1.5
and F = 1.0. The interpretation of these values is shown
graphically in Figure 2.

Computational Strategy and Results

The constraint network for the ribosomal 16S RNA is
shown in Figure lB. We defined a global coordinate
system around the position of the 6 proteins, which define
the anchor. We then applied the constraint operators
described in section 2 as follows to position the l0
helices:

1. The list of locations compatible with the direct
constraints to the proteins were calculated (with a sample
interval of 7/~ in position and 45 degrees in orientation)
for anchorees: HI, H2, H3, H4, H6, H7, H8, and H9.
The size of the initial location lists is shown in Table 1.
In general, direction sensitive constraints (based on error
ellipsoids) produced much smaller clouds than would 
direction-insensitive upper bound sphere.

2. The 2-yoke operator was applied iteratively until no
more reductions in location list length resulted.

3. Using H3 as a fixed coordinate anchor, the locations of
H10 relative to it were calculated. These locations were
then crossed with all possible locations of H3 in the global
coordinate system to produce a set of positions tbr HI()in
the global system. Similarly, H5 was appended into the
global system via H4.

4. With all 10 helices now introduced into the global
coordinate system, the yoke operator was applied to all
pairs of objects with mutual constraints. This achieves
second-order consistency, as shown in Table 1. Pairwise
satisfaction of all distances and volume overlap
constraints is achieved.

5. Seventh-order yokes were performed on all subsets of
7 (of the 10) objects. High-order yoking chiefly reflects
the effects of the van der Waals volume interactions,
which are high order constraints (they depend on the
position of many helices). These yokes produced 
further reduction in legal locations as shown in Table I.

6. Finally, tenth-order consistency was achieved by 10-
yoking all objects with one another. As can be seen from
Table 1, the product of the location table sizes (which is
the number of possible coherent instances that need to be
considered) with seventh-order consistency is 1.7 x 1015.
PROTEAN can check 50 x 106 coherent instances per
hour on an HP-720 workstation. However, it prunes
branches of the tree that are determined to be
incompatible, and so has an effective speed of 5 x 109
coherent instances per hour. In order to limit the run time
complexity, we sampled the larger location lists to about
20% of their size, to create a search space of 3 x 1010. Of
these, only 140 x 106 possible coherent instances could
not be pruned by PROTEAN, and were checked in 3
hours--producing 1.3 x 106 structures that satisfy all the
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Figure 3. The final location lists for Helices 6 and 9 are shown with the fixed protein positions. For each location in the
location list, the helices are transformed to the corresponding position and drawn as a group of dots. After all locations are
used, there is a cloud describing the spatial extent of legal positions for the he/ix. The position of the helices in the
interactively built structural model [23] is shown superimposed on the cloud, and occurs within the clouds calculated by
PROTEAN. The cloud radius is equal to roughly two helical diameters. These are the largest clouds produced during the
calculation. The ellipsoids of uncertainty in position for each of the proteins are also shown drawn at 1.0 standard deviation.

constraints. The maximally pruned set of location lists for
all objects (renormalized to negate the effect of sampling)
is shown in Table I. The final location lists are, on
average, 0.01% of the original clouds sizes. Every
location in each list is guaranteed .to be a member of a
structure that includes all objects and satisfies all
constraints. Figure 3 shows, for helices 6 and 9, the
neighborhood of legal locations that are part of coherent
instances. Figure 4 shows four of these.structures, along
with a structure generated using interactive computer
graphics [23].

The elapsed time required to calculate this structure on
an HP-720 workstation was approximately 36 hours.
Most of this time is spent in the initial yokes of the large
location lists and in the final tenth-order consistency
check, as described above.

Discussion

These experiments demonstrate that the PROTEAN
program can interpret experimental constraints for the 16S
ribosomal RNA to produce a set of structures compatible
with this data. This procedure has 4 advantages over
other methods based on optimization or interactive model
building, that make it very useful for the construction of
models and exploration of alternative interpretations of
the experimental data. First, it uses systematic sampling
so that no possible locations (within the sample error) are

missed. This results in a full characterization of the
neighborhood of positions for each object that is
consistent with the data. An optimization routine (or
interactive model building approach) will find structures
that, on average, do the best at satisfying constraints, with
little indication of the reliability of the structure. Second,
the discrete sampling strategy allows us to implement
distance checks that are sensitive to the directional errors
in the protein locations: by using error ellipsoids when
checking distances, we can ensure that distances falling
along axes with high uncertainty are checked less
stringently than those occurring along axes of lower
uncertainty. In addition, the sampling strategy allows us
to check constraints that are disjunctive (either/or) in 
straightforward manner that is difficult to implement in
optimizing strategies. Third, the stepwise nature of the
modeling allows us to roll back the problem-solving and
test the effects of alternative data interpretations without
having to redo the entire calculation. For example, if
relatively loose bounds are used to check distances
initially, then tighter bounds can be substituted later in the
problem solving and the location lists can be further
pruned with these constraints.2 Fourth, by maintaining¯ a
list of legal locations, we have an upper bound on the

2 Of course, introducing looser constraints subsequently

requires resampling to regain the locations lost to the tight
constraints.
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Figure 4. Four randomly selected structures (coherent instances) generated by PROTEAN (perimeter), and a structure built
with interactive model building (center) with same view as in Figure 3. Helices H2 and H6 are in significantly different
positions in the PROTEAN structures versus the manual model. In the case of H6, the manual model location falls within the
set of possible locations (as shown in Figure 4) and we have sampled other legal locations. In the case of H2, there is a single
unsatisfied distance constraint which causes PROTEAN to eliminate the location proposed in the manual model. Both
methods agree on the location of one end, near $8, but have different orientations for the helix.
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actual solution. If other data are collected subsequently,
we can reapply the final high-order consistency check,
prune the existing location lists, and gauge the effect of
the new data on the structure.

In general, we have found these last two points to be
very useful in the interpretation of our data. Since the
interpretation of the hydroxyl labeling data is sometimes
ambiguous, we have established a method for
systematically testing the implications of different data
interpretations. During this process, we have identified
some constraints between H3 and the proteins that are not
mutually satisfiable by any reasonable interpretation of
the data. Accordingly, these have been removed and
flagged for further experimental validation.

Because the actual structure of the 16S ribosome is not
known, it is difficult to validate the structures that result
from our calculation. We can claim internal consistency
in the sense that we know that each structure satisfies all
the constraints, as we have provided them. External
consistency checks must rely on comparison with other
models and other data sets. Figure 4 demonstrates the
overall similarity in fold of our structure and the
interactively built structure reported previously, and based
on the same data [23]. The most significant differences
between these structures are in the positions of helices 2,
6 and 9. The positions of helices 6 and 9 are loosely
constrained in our calculation, and the interactively built
structure actually is contained within the location lists.
However, helix 2 in the interactive model does not satisfy
the constraints as formulated in the calculation. There is a
single base that does not fall within the defined distance
bounds. PROTEAN finds an alternate position for helix
2 that satisfies all distance bounds, but introduces an
entirely different orientation.

N-way consistency for problems with distances

We noted during our refinement that there was little
benefit from applying medium level (n = 3,4,5)
consistency checks on the structure, in terms of the
number of locations removed from the location lists.
Table 1 shows the effectiveness of nth-order consistency
checking. The primary reductions in cloud size came with
the 2-way yoke and with the 7-way and 10-way yokes.
This probably reflects the types of constraints we are
using. Distance constraints can be satisfied in a network
with second order consistency, and provide powerful
restraints on the cloud size. Similarly, tests for van der
Waals overlap are most sensitive when positions for all
objects are being checked, since the relatively tight
packing of the protein will bring out overlap conflicts best
when many objects are being positioned. In our
experiment, the volume overlap constraints had little
benefit for checks of order 3,4,5 and 6, but achieved good
location list reductions when seventh-order consistency
was tested. Because high-order consistency checks
dominate the calculation time for constraint satisfaction
problems, an understanding of whether they are likely to
be effective in pruning the location lists would help in the

efficient solution of the problem. Of course, this
observation is true of all constraint satisfaction
formulations. It appears that our representation and
constraint set can achieve lists of reasonable lengths with
second-order consistency checks, but still require high-
order consistency to maximally prune the location lists.
As we move towards problem with more objects (such as
the full 16S ribosomal RNA complex with 21 proteins and
roughly 30 helices), we will be unable to generate all
coherent instances with ~50th-order consistency checks,
and will instead have to rely on overlapping local regions
of high-order consistency. The local nature of our data
and the local nature of structural interactions should allow
us to create nearly minimal location lists without
explicitly checking full path consistency.

Conclusions

In this paper we have shown that a discretely sampled
constraint satisfaction approach produces a set of
structural models for a large macromolecular complex, the
central domain of the 16S rRNA and its associated
proteins. The approach is implemented as an extension of
the PROTEAN program, to which we have added
disjunctive constraints and direction-sensitive distance
checking. Our method provides spatial bounds for the
locations of all objects in space, and therefore produces a
family of related structures that satisfy the constraints.
The incremental nature of the calculation is useful for
dynamic modification of our data interpretation as
problems are encountered. The resulting structure agrees
generally with the interactively built model based on the
same data set, but there are significant differences which
deserve further exploration. We are now working on a
complete model of the 30S subunit. As an example of
constraint satisfaction, this structure determination
problem shows sensitivity primarily to low-order
constraints (n=2) and high-order constraints (n = 7-10).
The structures that are produced are excellent candidates
for refinement using more refined atomic representations
[14, 15], optimization procedures [9, 26], parametric
constraint satisfaction engines [27], or further model
building.
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