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Abstract

This paper presents a computational methodology
for integrating techniques from protein image interpre-
tation and protein sequence threading, applied to the
problem of structure determination from experimental
X-ray crystallographic electron density maps. In the
proposed architecture, image interpretation of an elec-
tron density map produces candidate structural seg-
ments; threading is applied to evaluate these hypoth-
esized segments and thus to constrain the set of pos-
sible image interpretations. We present the results of
experiments designed to test the ability of the thread-
ing module to discriminate between correct and incor-
rect alignments of protein sequences onto structural
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models derived from protein image interpretation. The
long-term goal of this research is to improve our ability
to determine protein structures from crystallographic
data, and to further our understanding of the under-
lying relationship between sequence and structure.

Introduction

Proteins play a number of roles in the cell. Most im-
portantly, enzymes act as catalysts and facilitate the
majority of biochemical reactions, while structural pro-
teins contribute to the shape of the cell and hence or-
ganism morphology. To fully understand how proteins
perform these functions it is necessary to learn their
three-dimensional structures. Protein crystallography
is currently the most successful method for determin-
ing tertiary structure, yet it remains labor intensive.
Although computational and technical advances have
proven essential to the modern crystallographer, sev-
eral hurdles still exist, including the interpretation and
evaluation of crystallographic images.

Recent research in molecular biology and artificial
intelligence has focussed on attempts to predict the
structure of a protein from its sequence alone, circum-
venting the need for crystallographic experiments and
image interpretation. Some success in this area has
been achieved using various methods including protein
threading, wherein one tests whether and how an amino
acid sequence fits a known three-dimensional struc-
ture by searching for a favorable sequence-structure
alignment under an assumed objective function. These
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methods exploit the fact that amino acids prefer par-
ticular structural environments.

The long-term goal of the research described in this
paper is to improve our ability to determine protein
structures experimentally, and to increase our under-
standing of the relationship between protein sequence
and structure. To achieve our goal we are designing,
implementing and evaluating a computational frame-
work that draws from both protein structure prediction
and protein structure determination. This framework
is being applied to the problem of automatic interpre-
tation of electron density maps derived from crystallo-
graphic experiments.

Our approach to protein image interpretation is
comparable to methods developed for machine vision,
where a bottom-up analysis is used to segment an im-
age into its meaningful parts and a top-down analysis
is used to predict possible motifs that may occur in
the image. In our proposed system, an image interpre-
tation module facilitates a bottom-up analysis of the
molecular image. A threading module has been devel-
oped in order to evaluate each hypothetical interpreta-
tion; it could also be considered in a top-down analysis
to anticipate or predict properties of the image.

The second section of the paper presents our com-
putational framework, which integrates techniques for
image interpretation and threading to assist in the pro-
cess of structure determination from crystallographic
data. Preliminary results of the integrated approach
are then reported. The paper concludes with a discus-
sion of future research.

System Description

Our system is composed of two interacting subsystems
(see Figure 1):

¯ An image interpretation module that takes as input
a protein image and produces a provisional interpre-
tation, consisting of hypothesized three-dimensional
structures;

¯ A threading module that takes a model, i.e., a hypo-
thetical structure annotated with residue environ-
ments, and an amino acid sequence and finds tile
most plausible ways to superimpose the sequence
onto the model.

These processes are intertwined in the sense that im-
age interpretation imposes constraints on the possi-
ble threadings, which in turn allows for the evalua-
tion of potential interpretations and further structure
determination. Provisional structures are discarded if
there is no acceptable way to thread the given sequence
onto the structure. Similarly, many of the sequence-
structure superimpositions considered by the threading

Flypothesized
3D Structures

Figure 1: Proposed architecture for protein structure
determination.

algorithm may be inconsistent with the set of possible
image interpretations. Thus, we exploit the fact that
candidate structures must simultaneously satisfy the
constraints imposed by both the threading and image
interpretation modules.

The processing of the image interpretation and
threading tasks is iterative in the sense that the use
of output from one subprocess can be repeatedly used
to constrain the search space within the other until
a fully interpreted image emerges. The novelty and
main contribution of our research lies in the coupling
of the computational methodologies and the extensions
we will make to each in order to effectively combine
them.

In the remainder of this section we describe the im-
age interpretation and threading modules.

Image interpretation module

In the interpretation module, a topological approach
is applied to segment a protein image into its mean-
ingful parts. This image, which is derived from a
crystallographic diffraction experiment, appears in the
form of an electron density map and is represented as
a three-dimensional array of real values. The pro-
tein image is analyzed to locate and identify criti-
cal points: points in the electron density map where
the gradients vanish (zero-crossings). At such points,
maxima and minima are defined by computing second
derivatives whicil adopt three negative or three pos-
itive eigcnvalucs respectively, and two types of sad-
dle points with mixed positive and negative eigenval-
ues. In particular, critical points corresponding to local
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maxima (peaks) and saddle points with (-,-,+) eigen-
values (passes) are computed. The use of the criti-
cal point mapping as a method for analyzing protein
electron density maps was first proposed by Johnson
(Johnson 1977) for the analysis of medium to high
resolution protein electron density maps. More re-
cently, the topological approach has been extended
and enhanced for the analysis of low to medium
resolution maps of proteins (Leherte et al. 1994a;
19945).

The topological approach to the segmentation of
proteins has been implemented in the computer pro-
gram ORCRIT (Johnson 1977). By first locating and
then connecting the critical points, this program gen-
erates a representation that captures the skeleton and
some volumetric features of a protein image. The oc-
currence probability of a connection between two crit-
ical points i and j is determined by following the elec-
tron density gradient vector Vp(r). For each pair 
critical points, the program calculates a weight wij,
which is inversely proportional to the occurrence prob-
ability of the connection. Two different graph con-
nectivity algorithms were used in our experiments to
find the most plausible paths connecting the critical
point: a minimal spanning tree algorithm and a rela-
tive nearest neighbor algorithm. The derived graphs
provide a hypothetical trace of the protein backbone
and identify possible inter-chain connections, such as
disulfide bridges. All plausible connections are given;
these graphs should subsume the linear graph corre-
sponding to the backbone.

Applying ORCRIT to electron density maps gener-
ated at medium resolution provides for a detailed anal-
ysis of the protein structures (Leherte et al. 1994b).
As illustrated in Figure 2(a), the topological approach
produces a skeleton of a protein backbone as a sequence
of alternating peaks (dark circles) and passes (light cir-
cles). The results obtained from the analysis of calcu-
lated electron density maps at 3 ~ resolution led to the
following observations:

¯ A peak in the linear sequence is generally associated
with a single residue of the primary sequence for the
protein.

¯ A pass in the sequence corresponds to a bond
or chemical interaction that links two amino acid
residues (depicted as peaks).

Thus, the critical point graph can be decomposed
into linear sequences of alternating peaks and passes
corresponding to the main chain or backbone of the
protein. For larger residues, side chains may also be
observed in the graph as side branches consisting of
a peak/pass motif. These observations are featured

in Figure 2(b), which illustrates a critical point graph
and an electron density contour for the unit cell of a
protein.

The result of applying ORCRIT at medium resolu-
tion is thus a partitioning of the electron density map
into two main regions: the protein region represented
by a chain of connected critical points, and a solvent
region, which is characterized by low density values
and non-connected critical points. The chain of critical
points itself denotes a segmentation of the protein into
meaningful parts, i.e., individual amino acid residues
and their connectivities.

Threading module

In contrast to the classical protein folding problem,
inverse protein folding asks: given a protein structure,
what sequences would also adopt this structure? In-
verse folding research typically involves two main steps,
which may be performed in a biochemical laboratory
or in computer simulation: First, an ensemble of amino
acid sequences is generated from a template represent-
ing certain structural or statistical patterns. Second,
each of the generated sequences is tested for its propen-
sity to assume the particular desired 3D conformation.
This second step is the focus of the protein threading
methodology, which assesses the likelihood that a par-
ticular sequence would adopt a given structure, and
finds the most likely alignment of the sequence to the
structure. In a protein threading procedure, a protein
structure is taken as a starting point, and the sequence
is arranged in three-dimensional space by aligning it
to the structure considered as a template or model. In
the gapped alignment approach to threading (Bryant
& Lawrence 1993; Lathrop 8z Smith January 1996;
White, Muchnik, ~ Smith 1994), loops are removed,
resulting in a core model of relatively inflexible sec-
ondary structure segments. Structural environments,
connectivity, and spatial adjacency are all recorded on
the core model. Threading then seeks to align the
amino acids in the sequence with the amino acid loca-
tions in the model, while maintaining legal loop sizes
(i.e., without breaking the chain or violating excluded
atomic volumes). An objective function evaluates each
possible sequence-structure alignment. The value for
this function reflects the extent to which the amino
acids from the sequence are located in preferred envi-
ronments. Thus, it can be considered as a score that
reflects the "goodness of fit" of a particular sequence
in a particular alignment to a particular structure.1

1The objective function applied in this paper represents
the negative log-likefihood of a given sequence-structure
alignment. Therefor to minimize our function corresponds
to maximizing goodness of fit.
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(a) Planar representation of a critical point
sequence obtained from a topological
analysis of an electron density map
at 3/~ resolution.

(b) Three-dimensional contour and critical
point graph for a unit cell of protein
4PT1 (58 residues) constructed at 3/~
resolution.

Figure 2: Critical point representations of protein structure.

The main computational work of a threading proce-
dure is therefore the constrained search for a sequence-
structure alignment that optimizes the objective func-
tion.

Our threading module incorporates a modified ver-
sion of a gapped alignment threading algorithm devel-
oped by Lathrop and Smith (Lathrop & Smith Jan-
uary 1996). This algorithm is able to find the global
minimum three-dimensional threading between a pro-
tein sequence and a core motif; the search method was
designed to work with various scoring functions and
threading methodologies. We have customized the al-
gorithm to the problem of threading onto a hypothe-
sized structural model composed of segments extracted
from the crystallographic image, where the scoriag
function relates to information available from the in-
terpretation of an electron density map.

The gapped alignment approach to threading as-
sumes a structural model of a protein that corresponds
to a backbone trace (annotated with structural prop-
crties and environments) of the secondary structure
segments in the core fold of a protein. Figure 3 illus-
trates this approach. The top Figure(a) displays two
structurally similar backbone tracings which contain a
common core of four segments (dark lines I-L). Figure
3(b) shows a graphical representation in which small
circles correspond to spatial locations that will be occu-

pied by amino acids from the sequence and connecting
arcs represent adjacency in the folded core. In Fig-
ure 3(c), dashed arrows indicate the correspondence
between positions in the structure and the sequence
for a particular alignment or threading. Finally, the
bottom Figure 3(d) illustrates combinatorically many
possible threadings where variable-length gaps are ad-
mitted into the alignment. A branch and bound algo-
rithm finds the optimal threading under the assumed
objective function.

By customizing the threading module, we are able
to exploit a number of specific properties of the elec-
tron density image (Figure 2) as additional knowledge
sources. For example, segments of the critical point
graph that are more clearly resolved in the image may
be used directly as model segments, replacing or aug-
menting segments from the core model. Although some
secondary structure may be determined from the elec-
tron density map, model segments are not restricted
to secondary structure in the core fold of the protein.
Thus, loop regions or novel core folds may be mod-
eled directly as they emerge from the image, overcom-
ing one of the limitations of protein threading when it
is used for protein structure prediction from sequence
alone. Furthermore, structural features, such as the
electron density at a peak, peak volume and shape,
or the presence of disulfide bridges (associated with
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Figure 3: Gapped protein threading in schematic.

cysteine amino acids), may be derived from the image
and used to guide the threading by informing the ob-
jective function. Whether an amino acid location in
the model is buried or exposed to solvent may also be
inferred from the image by calculating the distance to
the solvent region.

Experiments and Results
At present, we are primarily exploiting the density val-
ues for the derived critical points to determine the pre-
ferred environments in our threading module. In this
section we describe preliminary experimental results
that demonstrate how this knowledge can be exploited
by our objective function. The experiments were de-
signed to test the ability of the threading procedure to
discriminate between correct and incorrect alignments
of protein sequences onto models of hypothesized struc-
tures derived from critical point graphs. The ability to
evaluate the connectivity of the models was also tested.
We assessed this discrimination capability by first de-
riving attribute profiles for a given training set of pro-
tein structures retrieved from the Protein Databank
of Brookhaven (PDB) (Bernstein et al. 1977). These
profiles were then used in the objective function for
the threading algorithm, which was tested on various
proteins.

In the remainder of this section we describe our
method for extracting electron density statistics for use
in our objective function for threading and summarize
the results of applying the threading algorithm to mod-
els derived from our image interpretation module.

Calculating density statistics

A database of 27 non-homologous and structurally-
diverse proteins was used, providing a total of 4594
residues. Electron density maps at medium (3/~) res-
olution were generated from data in the PDB for each
of the 27 proteins using XTAL (Hall ~ Stewart 1990).
ORCRIT (Johnson 1977) was run on each reconstructed
map, producing a set of critical points for each protein.
The score for a particular threading of sequence onto
a model represents the compatibility of the particular
amino acids in the sequence with a set of corresponding
local residue environments in the model. Environments
are defined in terms of probability distributions over
particular physico-chemical properties or structural at-
tributes. For our purposes, the environment attributes
must be derivable from electron density maps at the
particular resolution available. In our preliminary ex-
periments, a single environment property, termed den-
sity, was used in our objective function. This attribute
measures the density value at the highest peak critical
point associated with each residue}

For purposes of estimating the objective function pa-
rameters, P(aalenv), the observed values of the den-
sity attribute were grouped into k bins. For example,
k = 3 results in three classes: low (z < 1.25), medium
(1.25 < x < 1.5), and high (1.5 < z). Increasing the
number of classes improves the ability to discriminate
up to the point where small-sample and noise prob-
lems occur. Varying bin size according to data den-
sity (i.e. using larger bins where the data is sparse)
addresses these problems to some extent. Figure 4 il-
lustrates the ability of P(aaldensity) to discriminate
among individual amino acid types. Each of the two
plots shows the probability of a particular amino acid
given a density value. The use of only three density
classes makes it difficult to discriminate between Ala
(solid line) and Gly (dotted line) in the absence of other
information; however, these two amino acids are eas-
ily distinguished from Glu (dashed line). Moving 
fourteen density classes makes discrimination between
Ala and Gly easier at a few different observed levels of
residue density (most notably for 1.8 < x < 2.1).

We emphasize here that the higher-order pattern

2For smaller amino acids, the highest density peak typ-
ically corresponds to atoms in the main chain whereas for
larger amino acids the measure captures some side-chain
features.
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matching inherent in the threading algorithm can com-
pensate for some degree of error in discrimination be-
tween single amino acids. For example, even if one
cannot decide whether Ala or Gly should be fit into
a particular low position, one can usually decide that
Gly-Tyr-Tyr fits better than Ala-Ala-Ser into a low-
high-high environment sequence.

A degree of cross-validation was performed on our
data by considering alternative test and training sets
of proteins. In our experiments to date, trials were per-
formed for k = 3 and k = 14, with various class cutoff
values. In general, much better results were obtained
with k = 14 density classes; all reported experiments
use this value.

Threading experiments

The threading algorithm was applied to models derived
from both ideal and noisy electron density maps. The
ideal maps were reconstructed from data in the PDB,
and topological analysis was applied to interpret the
protein image as a critical point graph. The critical
point graph was then used to generate all physically
plausible traces. Noisy maps were obtained by intro-
ducing random errors during map reconstruction.

The output of our image interpretation is a set of
structural segments, corresponding (ideally) to identi-
fiable portions of the protein backbone (such as seg-
ments I-L in Figure 3).

A potential threading corresponds to a mapping
from subsequence segments onto our structural seg-
ments. We calculate an objective function:

F ---- cl [-Iog(P(aa I env))] 
rt~

for constants cl and c2, where m ranges over the set of
residues that are aligned to critical points in a struc-
tural segment and n ranges over the set of residues that
have not been aligned. In Figure 3, m ranges over thc
19 aligned residues in segments I,J,K and L; n ranges
over the gap sections corresponding to the remainder
of the protein, cl and c2 are empirically determined
constants. They must be balanced to minimize the ef-
fect of residue frequency in the database. If c~ is too
low, common residues are "pushed" into the aligned
sections, and rare residues are "pushed" into the gaps
(non-aligned sections). We consider optimal threadings
(Lathrop L: Smith January 1996), which minimize the
objective function, and native threadings, which define
the mapping of the correct subsequence to the correct
segment.

We measure the success of a threading experiment
in terms of several criteria:

* The number of correctly aligned structural segments
and critical points.

Proximity ratios of optimal to native threadings:
The first ratio (aligned) considers only the compo-
nent of the score related to aligned segments - the
first term in the objective function above. The sec-
ond ratio (total) is defined in terms of the entire ob-
jective function; it considers both aligned and gap
scores.

¯ The Z score, a standard statistical measure (John-
son ~ Wichern 1992) indicates the deviation of the
optimal and native threading scores (determined by
the objective function) from a theoretical mean.

Table 1 illustrates the results obtained in threading
critical point structures derived from the image inter-
pretation of two proteins; multiple models were tested
for each protein. The largest model for each protein
(consisting of 117 and 123 critical points respectively)
was constructed using a topological analysis of its elec-
tron density map. In most cases, smaller models were
obtained by removing the less reliable segments3 from
the critical point graph.

Following, we summarize the results in Table 1.
1BP2 threaded perfectly when all segments of the back-
bone clearly discernible in the electron density map
were considered. In the case where we considered 6
segments (corresponding to secondary structure only)
threading was not optimal. We believe that the ad-
dition of secondary structure information to the envi-
ronments would address the errors that occurred here.
The results for the second protein (3CHY) were not 
positive, but still very promising.

Table 2 illustrates the results obtained in threading
permutations of the correct model. Because the cor-
rect connectivity can not be determined directly from
the critical point graph (It may contain edges corre-
sponding to disulphide bridges, heavy atoms, hydro-
gen bonds or intermolecular crossings.), a further set
of models were generated for 1BP2; all plausible back-
bones were considered.

Figure 5 shows the graph for 1BP2: there are three
clear extra connections, two resulting from disulphide
bridges and one resulting from a calcium ions. Table
2 lists five models representing plausible permutations
of the seven segments (including threading the protein
backwards) and the results of threading them against
the sequence from 1BP2. Optimal scores for the por-
tions of these models affected by the permutations and

aConnectivity in different parts of the graph are less
certain, resulting in image interpretation providing results
of varying reliability.
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Figure 4: Relationship between density values and residue probability for k = 3 and k = 14 environment classes,
and amino acids Ala, Glu and Gly.
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Figure 5: Segment connectivity for Bovine Pancreas
Phospholipase AP (IBP2).

inversions were from 11% to 16% higher than the na-
tive score for the correct model, indicating that this
technique can be used to rank models.

Table 3 illustrates the results obtained when noise
was introduced into the data in order to simulate ex-
perimental error. The IZ (residual) values denote 
measure of the difference between ideal and noisy elec-
tron density maps. Data was degraded from R = .t2
(very good data) to R. = .45 (fair data). Results 
shown for the protein 1BP2. The initial tests, using
11 segments, indicate that the portion of the objective
function corresponding to the unaligned residues needs
revision: either c2, or the probability function used
may need to be adjusted as more data becomes avail-
able. It is worth noting that the residue frequencies
for 1BP2 are dissimilar to those in the database (used
to calculate the non-Migned scores). The native score
is superior to the optimal for all of these if only the
portion of the objective function corresponding to the
aligned residues (the first term) is considered - hence
the 101%. Optimal threadings are determined using
both terms. The mediocre map (FL = 0.45) threaded
better, possibly because only very stable portions of
the protein are included; only 7 segments were clearly
identifiable with this level of noise. In this case, the
aligned portion of the score for the native threading is

not superior to that of the optimal threading.

We find the results of our experimentation promis-
ing. Using only one residue environment attribute,
obtained from relatively low-resolution map data, the
threading procedure is generally able to find mostly-
correct threadings of the known amino acid sequences
onto derived structure models. The errors encountered
were typically found to occur near the beginning or end
of the protein chain, as expected, whereas the more
functionally important and geometrically constrained
"middle" regions were identified and threaded well by
our method. Even where it fails to identify the na-
tive threading, the objective function could be used to
rank threadings for further iterations. It is important
to note that perfect or near-perfect accuracy is not nec-
essary to our overall goal of building an iterative, mod-
ular crystallographic refinement tool. Even the capa-
bility to distinguish between "good" and "bad" thread-
ings is useful in choosing between alternative backbone
traces generated by the interpretation module.

The described experiments were all carried out with
electron density maps reconstructed at medium reso-
lution from existing data. Some experimental error
was simulated by varying the residual value in XTAL.
Future studies will involve maps constructed from ex-
perimental data at medium and higher resolution.

Discussion
Currently the image interpretation and threading mod-
ules are being developed and tested independently. A
primary objective of our research, however, is to in-
tegrate these modules into an iterative system (recall
Figure 1) where a partial interpretation is used to con-
strain the search space for possible threadings, and the
scores derived from the threading algorithm are used
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Protein Align size Correct
(# residues) #seg #crit #seg #crit Aligned]Total] Zscoreratio ratio opt nat

1BP2 (123) 12 117 12 117 1.00 1.00 -2.72 -2.72
11 93 11 93 1.00 1.00 -4.32 -4.32
11 88 11 88 1.00 1.00 -4.17 -4.17
6 77 4 58 .995 .998 -4.49 -4.43

3CHY (128) 8 123 8 123 1.00 1.00 -1.71 -1.71
9 113 4 57 .995 .996 -1.92 -1.73
8 108 4 57 .997 .997 -2.07 -1.91

Table 1: Results of threading critical point maps for reconstructed (from PDB data) electron density maps of proteins
Bovine Pancreas Phospholipase A~ (1BP2) and E. Coil CHE*Y (3CHY). The size of the portion of the backbone aligned 
the threading, in terms of the number of segments (#seg) and the number of critical points (#crit) are listed, along with 
number of these correctly threaded. Aligned and total ratios denote the value of optimal/native threading scores for aligned
residues and all residues, respectively. Z scores are provided for both optimal (opt) and native (nat) threadings.

# residues Total Aligned ratio
Permutation affected ratio for affected

segments

1234567 0 1.00 1.00

1234567 117 .89 .89

123 4567 68 .93 .89

1236547 68 .92 .87

1236547 68 .92 .86

7654321 117 .9O .9O

Table 2: Results of threading permutations of the critical point graph for Bovine Pancreas Phospholipase A2 (1BP2). The
segment ordering and number of residues displaced in the optimal threading are listed, fi indicates that segment n is reversed;
those segments containing displaced residues are in bold face. Total ratio denotes the value of correct/permuted optimal
scores for the entire model. Aligned ratio denotes the value of the correct/permuted aligned scores for only those residues
displaced in the final threading of the model.

R [ Align size Correct
value[ #seg #crit #seg #crit Aligned[Total] Z scoreratio ratio opt nat

.12 11 88 7 61 1.01 .997 - 4.00 -3.88
,29 11 88 5 40 1.01 .996 -4.05 -3.85
,37 11 88 5 40 1.01 .989 -3.81 -3.37
.45 7 78 6 71 .997 .993 -2.87 -2.61

Table 3: Results of threading progressively degraded critical point maps for reconstructed (from PDB data) electron density
maps for Bovine Pancreas Phospholipase A2 (1BP2). R (residual) values correspond to the degree of degradation. 
number of correctly threading segments (#seg) and critical points (#crit) are listed along with aligned and total ratios 
Z scores (as defined in Table 1).
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to evaluate partial interpretations. Thus, the results of
one module can be used as further input to the other
resulting in an iterative framework for hypothesizing
and evaluating potential protein structures.

The experiments described in this paper considered
only the density at critical points for determining a pre-
ferred environment for threading. Future research will
include other properties, such as exposed/buried, ad-
jacency of residues, side chain prominence, volumetric
information and derived secondary structure, to im-
prove the objective function of our algorithm. The ex-
traction and use of additional environment attributes
can be expected to improve threading accuracy. Of
course, there are severe limitations on how much infor-
mation can be extracted from maps at 3/~ resolution.
Our current focus on this resolution reflects our goal
of providing tools for crystallographers that are useful
in even the earliest stages of structure refinement; but
our version of sequence threading might become signif-
icantly more accurate at slightly higher resolution (i.e.,
2.7 or 2.5/~). We envision that at such higher resolu-
tions a complete mapping of the amino acid sequence
onto the critical point graph is possible.

We plan to study the problem of threading par-
tial models, in order to address the issue of incom-
plete or noisy data in experimental electron den-
sity maps. Such an approach would allow us
to combine partial matches from multiple models.
This will be addressed by extending the probabilis-
tic framework of White et al. (White, Much-
nik, & Smith 1994). The case of individual model
segment placements will be represented as triples
(model, segment number, sequence index) that are or-
dered across the set of possible models; at each step the
next most likely segment can potentially be drawn from
any of the hypothesized structures, and integrated into
the growing model.

Future research includes considering various ap-
proaches from machine learning to determine possible
structural motifs to be used for image interpretation
and threading. For example, we can apply Unger~s
algorithm (Unger et al. 1989) to find patterns of hex-
amers that can be used to "tile" the main chain of
a protein image derived from a molecular scene analy-
sis. As well, machine learning and discovery techniques
will be studied and applied in order to relate structural
motifs to amino acid sequences.

Protein crystallography is currently the most reli-
able approach for deriving structure information. Ad-
vances in the areas of graphics and molecular modeling
have improved the efficiency and effectiveness of pro-
tein crystal structure determination. However, deriv-
ing a structure model for a protein remains a lengthy

and complex task requiring considerable effort on the
part of the crystallographer. Protein threading is a
valuable technique that can help ascertain whether a
given amino acid sequence is likely to adopt a partic:
ular fold. The results of the experiments described in
this paper suggest that combining this technique with
methods from protein image analysis provides a frame-
work that can improve and accelerate the process of
crystal structure determination.
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