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Abstract

We present an implementation of speculative
parallelism in the realm of deductive and in-
ductive reasoning systems. Machine learning, a
form of induction, can be thought of as a search
for a generalizing rule that summarizes a collec-
tion of data. In this work, we broach the search
for such a rule by simultaneously traversing the
search space at ten different starting points;
ten ranking algorithms are executed simultane-
ously on a distributed architecture. Addition-
ally, we present a data parallel design where
each learning algorithm, itself, is distributed
among many processors.
We exemplify these concepts of speculative and
data parallel parallelism by transforming a se-
quential knowledge-based deduction and induc-
tion system, INDED, into a speculatively par-
allel system where several processors simultane-
ously search for an accurate rule obtained in a
supervised learning environment. Moreover, a
data parallel implementation of the fundamen-
tal operation of each learning algorithm, rank-
ing, is parallelized among the cluster nodes. We
present algorithms for work delegation as well
as final rule assessment used in selection of the
superior learned rule.
Keywords: data parallel, inductive logic pro-
gramming, speculative parallelism, rule verifi-
cation.

Introduction

Knowledge discovery in databases has been defined as
the non-trivial process of identifying valid, novel, po-
tentially useful, and understandable patterns in data
[PSF91]. A discovered pattern is often denoted in the
form of an IF-THEN rule (IF. anteceden~ THEN conse-
quent), where the antecedent and consequent are logical
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conjunctions of predicates (first order logic) or proposi-
tions (propositional logic) [Qui86]. Graphs and hyper-
graphs are used extensively as knowledge representation
constructs because of their ability to depict causal chains
or networks of implications by interconnecting the con-
sequent of one rule to the antecedent of another.

Knowledge discovery is a time consuming and space
intensive endeavor [CHY96]. By distributing such an
endeavor we can diminish both time and space. The-ba-
sis for speculative parallelism is that some of the work
performed by the system will ultimately be discarded
[Gre93]. Often, in parallel processing, this activity od-
curs when a processor tries to execute code that has not
had its control dependencies determined yet. If the ex-
ecution occurs out of order, the system must be able to
undo the effects of the speculative operations. The ex-
tensions made to system INDED accomplishes specula-
tive parallelism by simultaneously executing ten different
predicate ranking algorithms using the same background
knowledge, positive, and negative examples with the ex-
pectation that one algorithm will produce the "best"
rule. The other rules produced are then discarded to
avoid redundancies in the background knowledge base.
The speculative parallelism improves overall execution
time by allowing different induction methods to be per-
formed and evaluated at once, instead of serially.

The data parallel decomposition of the induction en-
gine involves decomposition of the background knowl-
edge base, a main input file to the induction engine. The
fundamental operation of the learning algorithm is pred-
icate ranking. This activity orders all applicable predi-
cates in formation of the rule being learned. The back-
ground knowledge base is partitioned among the nodes
of a Beowulf cluster. Although the code being executed
is identical among the worker nodes, because the knowl-
edge base is smaller, the task of ranking the predicates
comprising it, is reduced substantially.

A great deal of work has been done in paralleliz-
ing unguided discovery of association rules originally in
[ZPO97] and recently refined in [SSC99]. The novel as-
pect of this work includes the use of speculative paral-
lelism to utilize several ranking algorithms for the ma-
chine learner, and hence the acquisition of a superior
rule for any given input set. In this paper, we present
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the methodology and algorithms we have devised and
are currently exploring in this pursuit.

Serial System INDED

System INDED is a knowledge discovery system that
uses inductive logic programming (ILP) [LD94] as its
discovery technique. To maintain a database of back-
ground knowledge, INDED houses a deduction engine
that uses deductive logic programming to compute the
current state (current set of true facts) as new rules and
facts are procured.

Inductive Logic Programming
Inductive logic programming (ILP) is a new research
area in artificial intelligence which attempts to attain
some of the goals of machine learning while using the
techniques, language, and methodologies of logic pro-
gramming. Some of the areas to which ILP has been
applied are data mining, knowledge acquisition, and sci-
entific discovery [LD94]. The goal of an inductive logic
programming system is to output a rule which covers
(entails) an entire set of positive observations, or exam-
ples, and excludes or does not cover a set of negative
examples [Mug92]. This rule is constructed using a set
of known facts and rules, knowledge, called domain or
background knowledge. In essence, the ILP objective is
to synthesize a logic program, or at least part of a logic
program using examples, background knowledge, and an
entailment relation. The following definitions are from
[LD94].

Definition 1.1 (coverage) Given background knowl-
edge B, hypothesis 71, and example set E, hypothesis
7t covers example e G ~ with respect to B if B U71 ~ e.

Definition 1.2 (complete) A hypothesis 71 is com-
plete with respect to background B and examples ~ if
all positive examples are covered, i.e., if for all e EE+ ,
Bu~ ~e.
Definition 1.3 (consistent) A hypothesis 71 is con-
sistent with respect to background 13 and examples E if
no negative examples are covered, i.e., if for all e EE- ,
13u71 g= e.
Definition 1.4 (Formal Problem Statement) Let
E be a set of training examples consisting 0ftrue C+ and
false ~- ground facts of an unknown (target) predicate
7-. Let f_. be a description language specifying syntactic
restrictions on the definition, of predicate 7-. Let B be
background knowledge defining predicates qi which may
be used in the definition of 7-and which provide addi-
tional information about the arguments of the examples
of predicate 7-. The ILP problem is to produce a defini-
tion 7t for 7-, expressed in ~, such that 71 is complete
and consistent with respect to the examples £ and back-
ground knowledge B. [LD94]

The following algorithm describes the overall activity
of one visit, or iteration, to a top-down batch inductive
learning (ILP) system.

Algorithm 1.5 (Learning Algorithm Sketch)
Note: all generated rules defining a target are returned
as one collective set, at one time, together.

Input: Target example sets E = ,~+ U g- and
background knowledge B = B+ U B-

Output: A Set of Intensional rule(s)
of learned hypothesis 71

BEGIN ALGORITHM 1.5
While there exists e E,g+ yet to be covered Do:

Create another intensional rule with head 71:
Create the rule body as follows:

While there exists e EE- covered Do:
Append the highest ranking predicate

expression (positive or negative
literal) to the rule body.

Add the newly created rule to the rule set 7i
Return rule set 7-/.
END ALGORITHM 1.5

Serial Arichitecture

System INDED (pronounced "indeed") is comprised 
two main computation engines. The deduction engine is
a bottom-up reasoning system that computes the current
state by generating a stable model 1, if there is one, of
the current ground instantiation represented internally
as a hypergraph, and by generating the well-founded
model [VRS91], if there is no stable model[GL90]. This
deduction engine is, in essence, a justification truth
maintenance system [Doy79] which accommodates non-
monotonic updates in the forms of positive or negative
facts.

The induction engine, using the current state created
by the deduction engine as the background knowledge
base, along with positive examples E+ and negative
examples £- , induces a rule(s) which is then used 
augment the deductive engine’s hypergraph. We use
a standard top-down hypothesis construction algorithm
(learning algorithm) in INDED[LD94]. This algorithm
uses two nested programming loops. The outer (cover-
ing) loop attempts to cover all positive examples, while
the inner loop (specialization) attempts to exclude all
negative examples. Termination is dictated by two user-
input values to indicate sufficiency and necessity stop-
ping criterea. The following diagram illustrates the dis-
covery constituents of INDED and their symbiotic in-
teraction.

1Although the formal definitions of these semantics are
cited above, for this paper, we can intuitively accept stable
and well-founded models as those sets of facts that are gen-
erated by transitively applying modus ponens to rules.
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Architecture of System INDED
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The input files to INDED that initialize the system
are the extensional database (EDB) and the intensional
database (IDB). The EDB is made up of initial ground
facts (facts with no variables, only constants). The IDB
is made up of universally quantified rules with no con-
stants, only variables. Together, these form the internal
ground instantiation represented internally as the deduc-
tion engine hypergraph.

Parallel Induction Engine

Our goals for parallelizing the induction engine include
producing rules faster than the serial implementation,
and producing more accurate rules than the serial im-
plementation. The data parallel implementation enables
us to obtain rules faster, where as speculative parallelism
allows to do obtain more accurate rules. That is, by ex-
amining rules generated by many different algorithms,
we are able to select the most accurate for any given in-
put set (i.e., any given application domain). However, 
one considers the analagous serial execution where every
available ranking algorithm is used one after another,
then clearly, the speculatively parallel system is n times
faster, where n is the number of nodes. We discuss both
parallelization schemes below.

Physical System Layout
The physical architecture has the following characteris-
tics.

¯ The system runs on eleven intel architecture PCs
configured as a cluster of workstations (COW). The
number of workstations can vary but generally we
have one workstation for each algorithm and one
for the master node. Each workstation has its own
single processor and local memory.

¯ The machines are Ml connected via a 10Mb Ethernet
LAN, with a router separating five of the machines
from the others.

¯ A Network File System (NFS) shared directory
is mapped to each workstation, allowing the dis-
tributed induction engine to access files containing
the global background knowledge and examples in
a centralized location.

¯ A parallel program executed through the MPI in-
terface creates an instance of the program in the
memory of each node. However, all nodes do share

the same file space, allowing data transferal and
sharing easily through files. MPI can pass messages
from one node to another, and facilitate synchro-
nization of parallel code. This synchronization can
help avoid common problems, such as race condi-
tions. Under this system, all nodes run the same
code, and it is the responsibility of the implementa-
tion to ascertain the role of the node and perform
that role.

Speculatively Parallel INDED

Our motivation is to quickly explore much of the search
space and obtain the best rule possible. Serial execution
of each of the different algorithms takes much longer and
rule selection is much less elegant. The action of choos-
ing the best rule from the set of induced rules is more
straightforward than storing rules between program ex-
ecutions and comparing these rules after a number of
learning attempts.

In this parallelization, each beowulf node searches the
space of all possible rules independently and differently.
All input files are the same on all machines. Therefore,
each worker is discovering from the same background
knowledge base. As indicated in the above algorithm,
every rule discovered by INDED is constructed by sys-
tematically appending chosen predicate expressions to
an ofiginMly empty rule body. The predicate expres-
sions are ranked by employing various algorithms, each
of which designates a different search strategy. The high-
est ranked expressions are chosen to constitute the rule
body under construction.

Master-Worker Architecture

The speculatively parallel induction engine
of INDED runs on a Beowulf cluster [Buy99]. The Lo-
cal Area Multicomputer (LAM) implementation of the
Message Passing Interface (MPI) standard [GLS99] pro-
vides mechanisms for process control. MPI also provides
the number of nodes spawned and a unique identifier for
each node, called the node’s rank2 or process identifier.
These are two mechanisms that facilitate parallel organi-
zation and coordination; they offer a distinct advantage
over parallel programming languages that abstract the
physical processors away from the programmer [Gre93].
In particular, it allows us to execute specific code on
specific processors.

The node rank is useful for identifying the processor
on which the code is executing. Processor node ranks
are numbered 0,1,2, ..., N-I, MPI_COMM_WORLD
[MPI96]. Moreover, this mechanism facilitates the use
of a master-worker architecture. The node with rank 0
is, by convention, considered the master and all other

2MPI’s use of the word "rank" to indicate processor ID
is unfortunate in this work because we are parallelizing over
the predicate ranking method used by the serial learning algo-
rithm. To circumvent this ambiguity, we will refer to the Be-
owulf processor node rank as "node rank" and to the partic-
ulax algorithm of predicate expression ordering as "ranking."

Learning and Evolutionary Systems 49



nodes are considered workers. Thus, the MPI standard
offers a sufficiently fine grained environment necessary
to exploit speculative parallelism. The LAM implemen-
tation of MPI 1.0, which we used to write the system, is
distributed by the University of Notre Dame3.

Software Layout of Speculative INDED

The components of serial INDED are distributed as
follows. The master node houses the serial deduction en-
gine, As mentioned, this creates the background knowl-
edge base B from which rule bodies are formed in the
induction engine. The distributed induction engine is
housed collectively in the individual worker nodes ex-
ecuting searches in parallel on the global background
knowledge. Because each node of the Beowulf cluster
employs a different ranking algorithm, each may pro-
duce very different rules. The processes are executed in
parallel, and report to the master node asynchronously
as each nodes running time is algorithm specific. Fig-
ure 1 depicts the architecture used by the speculative
version of INDED.
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....
Figure h Speculatively Parallel INDED

Once the deduction has taken place and the back-
ground knowledge has been created the master node sig-
nals each worker node to begin execution of a unique
ranking algorithm using the specified positive and neg-
ative example sets. Once the worker nodes have all
been notified to begin execution, the master node does
a blocking receive for a node to report back with its
results. Each worker node executes its own ranking al-
gorithm that is chosen from a set of available algorithms
based on the nodes rank in the cluster. As each node re-
ports back to the master, its results are compared with
its peers’ rules. The best rule is chosen and reported
to the user. This rule may then be added to the back-
ground knowledge to be used in future iterations of the
deductive and inductive engines.

3Available at http://www.mpi.nd.edu/lam/

Rule Assessment Procedure

Rule Quality
When assessing the quality of a rule we appeal to the fun-
damental concept of coverage that defined how the rule
was induced. Intuitively, a fact is covered by a general
rule if that fact exists as the head of a ground instance of
the rule (where a ground instance is the general rule in-
stantiated with the constants of the fact). For example,
given general rule

heir(X,Y) <-- ancestor(Y,X).

and the fact

heir (j ulie, roger).

This fact is covered if the fact
ancestor (roger, julie).

is in the background knowledge base.
In order to assess the quality of learned rules, as in

classification systems, we use a reserve set of examples
that were not used in training. We call these verifica-
tion examples. Each rule’s coverage ratio is the num-
ber of verification examples covered divided by the total
number of verification examples. Coverage ratios are de-
termined for both the positive and negative verification
examples. Negative coverage ratios show the inconsis-
tancy of an induced rule. Hence, a higher coverage of
the negative verification examples is an indication of a
poorer rule. Once a rules coverage ratios have been cal-
culated, a criteria must be used to select which rule is the
best one and will be added to the background knowledge
base. We Outline this process in Algorithm 1.6.

Algorithm 1.6 (Rule Selection Algorithm)
Note: each Beowulf node sends one rule-set to master
for assessment along with coverage ratios computed on
verification example sets

Input: n rule sets discovered by n Beowulf nodes
n coverage percentages returned by n nodes

Output: The superior set of intensional rule(s)
of learned hypothesis 7-/

BEGIN ALGORITHM 1.5
For each worker node wl Do:

Wait for message indicating search
has converged

Receive positive verification coverage ratio prl
Adjust with weighting pw:
pri := pri * pw

Receive negative verification coverage ratio nri
Adjust with weighting nw:
nri := (1.0 - nri) * nw

Calculate a quality value q for peer comparison
ql -~ pri + nrl

Return rule set 7/from node i
such that qi is maximum quality value.

END ALGORITHM 1.5
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Data Parallel Implementation of Inductive
Engine

In this method, we again run system INDED on a Be-
owulf cluster. Each worker node runs INDED when
invoked by a master MPI node [GLS99]. Each worker
executes by running on a partial background knowledge
base which is created by the master node when it par-
titions the background knowledge base that is spawned
by its deduction engine.

Operation ¯

The master node takes responsibility for coordination
and organization of all tasks, and performs any serial
portions of the code. Currently, the worker nodes are
limited in their functionality, and wait for input from the
master node before performing their work and terminat-
ing. The master node in the parallel process performs
the operations of serial INDED. However, the paral-
lel system contains an intermediate process between the
ending of the deduction phase and the beginning of the
induction phase. This intermediate process takes the
knowledge base created by the deduction phase and par-
titions it into several pieces, one for each worker node.

After partitioning has occurred, each worker node then
performs predicate ranking on its delegated part thereby
freeing the master node of this work. Each worker node
processes its assigned data and reports results in an on-
going fashion to the master node. The master node
stores these results in the same manner as the serial im-
plementation. After all the worker data is collected, the
master node finishes processing the data as is done in
the serial system.

Predicate Ranking

Every rule discovered by INDED is constructed by
systematically appending chosen predicate expressions
to an originally empty rule body. This choice of pred-
icate expression is determined by the predicate ranking
algorithm. In this data parallel work, each worker node
uses the same ranking algorithm yet performs the rank-
ing on a much smaller knowledge base of predicates, as
mandated by the master’s partitioning scheme.

The ranking algorithm employed by each worker node
consists of examining all occurrences of each predicate in
the knowledge base and the relationship of its constants
and those constants used in the positive and negative ex-
amples sets of the target predicate. Each time a constant
from the positive example set appears within a given
background knowledge base predicate, that predicate’s
rank is incremented. Similarly, each time a constant
from the negative example set appears with a predicate,
that predicate’s rank is decremented.

Each worker node receives all facts for a given pred-
icate symbol of the background knowledge base. A
worker node will rank an entire predicate at a time,
and then report the rank of that predicate symbol to
the master node. The worker will then proceed to its

next assigned predicate or signal completion. The mas-
ter waits for information from the workers and stores
this information for future processing.

Partitioning of Background

Because very little of the serial code for INDED was
changed in this method, our attention centered on de-
composition of the induction engine input file, the back-
ground knowledge base. A good partitioning algorithm
must decompose the data as quickly and efficiently as
possible, while maintaining fairly balanced loads. More-
over, it must generate sets of meaningful data for each
partition. The current implementation uses two nested
loops to divide the facts into groups all housing the same
predicate symbol. After the division of the facts, the sys-
tem divides the groups of facts into relatively balanced
groups for each worker node to process. Because finding
an optimal load balanced partitioning is an NP-cornplete
problem, we use the following approximation algorithm
to divide the background knowledge base.

The predicate groups are allotted one at a time. Each
predicate is allotted to the group containing the smallest
number of rules at the time it is allotted. This can be
done by maintaining the groups in a binary heap style
structure, where the smallest group is always on top. Af-
ter adding to a group, the heap must be verified to make
sure the smallest group is still on top. If the smallest
group is not on top, the top group is pushed down, and
swapped with the smallest of its children. This operation
is performed until the group that was originally at the
top reaches a leaf position, or is smaller than both of its
children. This maintenance of the heap order property
can be done in O(log2(m)) time where rn is the number
of groups in the heap.

Algorithm 1.7 (Knowledge Base Partitioning)
Note: This algorithm is O(mlog~m) where ra is the size
of the Serial background knowledge base B .

Input: Serial background knowledge B
Output: n individual background knowledge parts
BEGIN ALGORITHM I. 7
Sort facts f EB by predicate symbol
For each predicate symbol P E B Do

form group of facts housing symbol P
Balance groups by employing binary heap

to indicate relative loads among nodes
(No predicale set will be divided.)

Distribute all groups evenly among the processors
so that each processor has a part BI

of roughly equal cardinality
END ALGORITHM 1.7

Current Status and Results

The current status of our work is as follows. We have
transformed a serial knowledge based system by imple-
menting two forms of parallelization: speculative and
data parallel system development.
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Testing of the speculative system has shown that its
advantages do not lie in comparing speed of execution
of the parMlel implementation against a single ranking
algorithm run serially. A single serially run ranking algo-
rithm is actually faster than the entire speculative par-
allel version due to communication overhead. The ad-
vantage the speculative parallel system has is that it can
be viewed as having performed a more thorough search
through the search space. That is, all available ranking
algorithms can be considered and used for any given data
set. Experimentation with largely varied intentional and
extentional data may yield insight into which ranking al-
gorithms work best on certain types of problems. This
form of "learning about learning" may empower the sys-
tem to choose a subset of ranking algorithms when there
are more algorithms than processors. These algorithms
would be the ones the system deems to be best suited
for a given problem. Algorithm selection may be based
on meta information the system has collected in past ex-
ecutions or heuristics supplied by a knowledge engineer.
We are currently exploring this automatic classification
of ranking algorithm usage for various inputs in the spec-
ulative realm.

In the data parallel implementation, our original hy-
pothesis stated that the more worker nodes added to the
parallel system, the faster the parallel system should per-
form. This effect, however, has not yet been experienced
in our experimentation. In fact, varying the cluster size
from two to eleven nodes effects the overall execution
time by under a second. This absence of time reduction
could be, due to the fact that the ranking algorithm is
relatively simple and consumes little time. As we con-
tinue to parallelize more parts of INDED, however, we
anticipate that the data parallel INDED will exhibit
vast improvements over the serial one. Additionally, we
are able to assess through experiments run thus far, the
load balancing algorithm has done an effective and effi-
cient job at giving each worker node a relatively balanced
workload.

Future Work

In the data parallel parallelization scheme, along with
extensive experimentation with the partitioning algo-
rithm of the background knowledge, we anticipate a new
parallelization of the secondary algorithm employed by
the learner, the position argument algorithm. In the
speculative implementation, we anticipate study in the
correlation between the use of certain ranking algorithms
with particular categories of input data.

Conclusion

This work showed how a speculatively parallel induc-
tion engine coupled with automatic rule verification can
produce higher quality rules than a serial engine. The
automatic verification of induced rules provided a con-
venient criteria for selecting a "best" rule and this was
shown to improve the quality of the background knowl-
edge to which it was added. Details of an implementa-
tion of a speculative parallel implementation of system

INDED, as well as accompanying algorithms have been
presented. A data parallel implementation was also pre-
sented. Although this work is in its early stages, we an-
ticipate improvements in execution time as we embark
on more assiduous experimentation.
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