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Abstract

Batch processes usually involve the manufacture of
"stuff’ measurable and divisible by volume or weight,
but in discrete lots of limited size. Products commonly
manufactured using batch processes include cosmetics,
plastics, and (our favorite) beer. Batch manufacturing
presents special challenges for scheduling systems.
Scheduling is made difficult by the unpredictability of
batch manufacturing processes, by the dynamic nature
of the environment, and by the nature of batch
manufacturing plants, which typically involve a wide
variety of shared resources. In this paper, we describe
the Honeywell Batch Scheduler, a constraint-based
scheduling system implemented using Constraint
Envelope Scheduling (CES).

1 Introduction
The term batch manufacturing serves to describe a wide

range of manufacturing processes whose common
characteristics seem to be best expressed in terms of what
they are not. Batch manufacturing processes are not
continuous, in the sense of there being a steady flow of raw
materials through the process resulting in a steady flow of
product out, as for example in a petroleum refinery. Nor
are they discrete, in the sense that the process involves the
manufacture or assembly of individual items such as cars,
or printed circuit boards. Batch processes usually involve
the manufacture of "stuff’ measurable and divisible by
volume or weight, but in discrete lots of limited size.
Among the diverse classes of products commonly
manufactured using batch processes are cosmetics, plastics,
and beer.

In this paper, we describe the Honeywell Batch
Scheduler, an implemented scheduling system we have
developed and are in the process of reimplementing as

production-quality software. The underlying scheduling
technology employed is Constraint Envelope Scheduling, a
least-commitment approach to constraint-based scheduling
that we have developed and applied in a wide variety of
scheduling domains over the past several years. The
system has met with considerable success, and has served
as a valuable source of data regarding the strengths and
weaknesses of our scheduling technology.

In the rest of this paper, we describe batch
manufacturing processes and the associated scheduling
requirements in more detail, then present our solution to
this problem. Section 2 is a moderately detailed discussion
of batch manufacturing processes. Section 3 abstracts from
those processes to a set of desiderata for scheduling
systems. Section 4 presents the technical underpinnings of
our approach, and Section 5 describes the implemented
system, along with some lessons learned.

2 What is Batch Manufacturing?
Batch manufacturing occupies the gray area between

continuous and discrete manufacturing. In continuous
manufacturing, an input stream of raw materials passes
through a process yielding a continuous stream of product.
In discrete manufacturing, an identifiable individual
product is created through a series of steps in a plant. In
batch manufacturing there are neither individual products
nor a stream of product; rather one makes product in
batches. For more information on batch manufacturing, we
recommend Thomas Fisher’s textbook [I].

Despite the fuzziness of the definition of batch
manufacturing, we can identify some common features.
Batch processes are characterized by relatively frequent
changes from product to product. Control of batch
processes requires a combination of both continuous and
discrete process control. One feature often found in batch

t Based on "Constraint-Based Scheduling for Batch Manufacturing" by Robert P. Goldman and Mark Boddy, which appeared

in IEEE Expert’s special issue on "AI in Manufacturing", Copyright 1996 IEEE.
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processes is limitations on the amount of
production in a single batch, imposed by
vessel sizes. For example, in beer brewing,
the amount of brew that can he made in a
hatch depends on the sizes of the kettles in
the brewery.

Batch processes are performed
according to procedure descriptions called
recipes2. Loosely, we think about three
levels of recipe (See Figure I). The highest
level is the general recipe that describes the
make up of the product. For example, in a
reactive process 3, this might be a
description of the set of operations
necessary and the proportions of the various
ingredients. At the next lower level, the site
recipe is a recipe that describes how a
product is made at the particular plant in
question. One of the most significant
pieces of information at this intermediate
level is a description of the process train:
the set of plant units that the batch will pass
through. At the lowest level is the unit
recipe --- the set of operations that will be
executed by a particular piece of the plant.
For example, in a chemical process, we might have two
unit recipes, one for a premixer that mixes the set of
ingredients and insures that the proportions are correct; and
one for a reactor, that is charged by the premixer (and
possibly with some catalysts as well), heats and agitates the
mixture and finally dumps it m a storage tank.

There are two dimensions along which batch plants
differ that have profound implications for scheduling. The
first is the distinction between reactive processes and
materials handling. The second is the degree to which
operations are constrained by the connectivity of the plant.
Batch plants provide varying degrees of flexibility in the
process train associated with a recipe. The degree of
flexibility can range from one process train per recipe up to
simply specifying a set of unit types.

For example, consider the recipe given in Figure l and
the plant shown in Figure 2. One possibility is that there is
a distinct train associated with the recipe, say the lefunost
premixerlreactor pair in the plant diagram. A greater
degree of flexibility would be if any of the six
premixer/reactor pairs were acceptable. A final possibility
would be if the plant had an arrangement of pipes like that
shown in dotted outline, in which case the recipe could be
executed on any premixerheactor pair, giving 36 possible

2 Our recipe terminology follows that of the emerging

Instrument Society of America (ISA) SP88 standard.
3 We use the term "reactive" to mean a process that

involves chemical reaction. We are not using the term
"reactive" in the AI sense of the word.

General Recipe
¯ Amounts: ingredient 1:500 gal; ingredient 2:1000 gal; catalyst: 10 Ib;
produces 1200 gal

¯ Mix ingredients I and 2
¯ Add catalyst
¯Heat for 2 hr, agitating

Site Recipe
¯ Mix ingredients I and 2 in Premixer to make slurry
¯ Transfer slurry to Reactor
¯ Add catalyst to Reactor
¯ Heat Reactor while agitating

Jnlt Reclpe
¯ Charge from Premixer
¯ Charge from catalyst conveyor
¯ Start agitator
¯ Heat to 500°F
¯ Hold at 500°F for 2 hr
¯ Stop agitator
¯ Oump

~Plant

Figure 1 Different levels of a batch recipe

process trains (or 108 if it were possible to dump to any of
the three storage tanks at the end of the process).

3 Scheduling for batch manufacturing

Batch manufacturing processes present special challenges
for scheduling systems for a variety of reasons. These
reasons can be roughly divided into issues involving the
construction and manipulation of the domain model, such
as the nature of the resources to be scheduled, and assorted
external influences or perturbations requiring changes to
the current schedule. We address each of these broad
concerns in turn.

3.1 Modeling Problems

As described in Section 2, batch manufacturing
processes are encoded in recipes. There may be several
recipes for producing any given product. The recipes serve
to map from production orders to sets of activities
organized into batches. This mapping is not always
deterministic; even in the simplest cases, it may be possible
to vary the size and number of the batches to be produced
from a single recipe. In more complex instances, the recipe
to use may be one of the choices to be made. Which recipe
is appropriate may depend on the availability of particular
equipment or raw materials. In turn, this choice will affect
the scheduling of other batches because plant equipment is
a resource shared by the various batches in production at a
given time. The choice of batch size will interact with the
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Premixers

Reactors

Ingredient
Tank I

Ingredient
Tank 2

II II

Storage Tanks

Figure 2 A flexible batch plant

choice of process train in cases where the sizes of vessels
limit the size of the batch.

Recipes also provide timing constraints. The simplest
of these constraints involve a partial ordering on process
steps, but more complex constraints are common. For
example, the manufacture of plastics frequently involves a
catalyzed polymerization step. Stopping this process,
generally through the addition of some quenching agent,
must be precisely timed in order to avoid ending up with
either a batch of useless goop or a reactor vessel full of an
epoxy-like material that can only be removed using a
jackhammer.

Plant resources are another source of complexity. These
requirements specify needed resources and associated
durations. For example, we may need a reactor vessel with
specified properties for 3 hours to process a given batch.
In the case of batch manufacturing, one derives the set of
requirements by combining a set of production orders for
batches with a database of recipes.

Batch plants often have resources that cannot be
characterized simply as work stations that are either in use
or out of use. Often a scheduler will have to take into
account resources that are shared across the batch plant.
For example, there may be a fixed size shih of workers in

the plant, limiting the number of units that can be in use
simultaneously. In addition to shared resources, there may
be restrictions on the state of the resources. For example,
if one is operating a food-products plant, one must produce
dark color products after light products, if one is to avoid
cleaning vessels. Batches of chocolate should always be
scheduled after batches of vanilla, rather than vice versa!
Cleaning may be very time-consuming, relative to the
amount of time to make a batch, so unnecessary cleaning is
to be avoided.

3.2 Schedule Modifications and RescheduHng

We distinguish between schedule modification and
rescheduling. By schedule modification we mean the
updating of predicted start and end times for process steps
as the schedule is executed. By ’rescheduling we mean
revisiting some or all of the scheduling decisions (e.g.,
resource assignments, or ordering of competing process
steps through a piece of equipment) that went into the
current schedule. The qualitative distinction between them
is that schedule modification is a simpler process and has
more local effects, while rescheduling is broader in scope,
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resulting in more general changes to the predicted course of
events for the remainder of the time covered by the current
production schedule. This distinction permits us to build a
scheduler that avoids excess work, modifying a schedule
rather than rescbeduling whenever possible.

Rescbeduling will be necessary when equipment goes
out of service, when new orders arrive, or when the slip in
process completion times is so great that production
deadlines are threatened. Given an appropriate interface to
the plant’s production control system, schedule
modification is straightforward in constraint-based
schedulers, such as ours. Rescheduling is more complex
but, as we argue in Section 4, constraint-based scheduling,
and in particular our Constraint Envelope Scheduling,
provides effective support for efficient rescheduling with a
minimum of disruption to the current schedule.

Our experience with the scheduling needs of batch
plants makes it clear that rescheduling is at least as
important as generating the original schedule. Users have
discarded many existing scheduling systems, no matter how
sophisticated, because those systems have failed to
seriously address the issue of rescheduling. We have
identified four sources of schedule perturbations that must
be handled by a batch manufacturing scheduler.

Unexpected events -- For example, one must be able to
reschedule after a crucial plant unit has broken down, so as
to minimize the disruption to production deadlines imposed
by customer orders.

Process step duration variability -- Batch processes are
often poorly characterized and highly variable. For
example, reaction times may be sensitive in ways that are
hard to determine (or hard to model) to properties of the
raw materials used, or the ambient temperature and
humidity.

Business issues -- Orders may be canceled or added.
Opportunities to buy raw materials at particularly favorable
terms may arise.

Manual adjustments -- Finally, scheduler users will want
to be able to manually edit the schedule. A plant manager
may, based on what he knows about the current stocks of
raw materials, know that filtering operations will take
longer than the scheduler projects. A sales representative
may know that a particular hatch is very important to her
customer and request that it be expedited relative to other
orders which she knows to be less important.

For all of these reasons, a useful batch scheduler must
provide efficient, incremental, appropriate changes to the
existing schedule in order to be useful.

4 Constraint Envelope Scheduling
In this section, we describe the constraint-hased

scheduling techniques that form the basis of the system that
we have implemented to meet the requirements discussed
in Section 3. Over the past few years, we have been
concerned with developing and implementing the
technology required to provide solutions to large, complex
scheduling problems. A "solution" as we use the term is
not simply an implementation of an algorithm for solving a
particular constraint satisfaction or constrained
optimization problem. For many domains, constructing
schedules is an extended, iterated process that may involve
negotiation among various agents, scheduling choices made
for reasons not easily implementable in an automatic
scheduler, and last-minute changes when events do not go
as expected. The process by which a schedule is
constructed must be considered in any attempt to provide a
useful scheduler for a given domain.

In our approach, which we call Constraint Envelope
Scheduling, schedules are constructed by a process of
"iterative refinement," in which scheduling decisions
correspond to constraining an activity either with respect to
another activity or with respect to some timeline. The
schedule becomes more detailed as activities and
constraints are added. Undoing a scheduling decision
means removing a constraint, not removing an activity from
a specified place on the timeline.

Constraint envelope scheduling is a least-commitment
approach. We do not assign a set of activities to places on
a timeline, assigning each activity a start and end point.
Rather, we collect sets of activities and constrain them only
as needed. Constraints may be in terms of relations
between activities, or relative to metric time. Additional
constraints are automatically added only as needed to
resolve conflicts over resources. So, for example, two
activities that use the same reactor vessel in a plant must be
ordered with respect to one another, whereas if they were
to use two different reactor vessels, their ordering would
not have to be determined.

The least-commitment nature of our schedules is an
important advantage when it comes to rescheduling. If an
event arises that makes a resource unavailable, or an
ongoing activity takes longer than expected, the effect on
the schedule is minimized. First, only those activities
related by a chain of constraints to the activities explicitly
moved will be affected. Second, if the set of constraints in
the schedule are consistent with the new event, the
projected effect of the schedule can be updated efficiently,
without any rescheduling at all. This is how we implement
the distinction between schedule modification and
rescheduling, discussed in the previous section.

There are two assumptions underlying Constraint
Envelope Scheduling. First, explicitly modeling the
constraints resulting from specific scheduling decisions
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makes the schedule easier to construct and modify.
Second, representing only those relationships required by
the current set of constraints (the decisions made so far)
provides a more useful picture of the current state of the
scheduling effort.

The main consequence of this approach is that the
scheduler does not manipulate totally-ordered timelines of
activities and resource utilization. Instead, the evolving
schedule consists of a partially ordered set of activities,
becoming increasing ordered as additional constraints are
added (or less so, as those decisions are rescinded). This
basic approach is common to a number of scheduling
systems [2, 3, 4, 5]. What is unique to our approach is the
support provided for reasoning about partially-specified
schedules, and the techniques we use for searching through
the resulting space.

Figure 3 depicts the process by which a partially
ordered schedule is gradually refined into an executable,
totally ordered schedule. The topmost graph is an initial
schedule. The graph immediately below it shows the
results of adding the constraint that P8 must come before
P3. The bottom-most portion of the figure shows the
results of further ordering 1)4 and 1)5.

Although providing increased flexibility (through
delaying commitment), the explicit representation of

partially-ordered activities in the time map makes
reasoning about resource usage and other state changes
more complicated. It is no longer possible to construct a
single time-line representing, for example, changing
resource availability over time. Instead, the system
computes bounds on the system’s behavior.

Despite the approximate nature of this reasoning, we are
still ahead of the game: where the least-commitment
approach to scheduling can at least provide approximate
answers in support of scheduling decisions (e.g. what order
activities should occur in), timeline schedulers make the
same decisions arbitrarily--putting an activity on the
timeline is a stronger commitment than constraining it to
occur, say, between two other activities, or within a given
time window.

Our successful application of Constraint Envelope
Scheduling relies heavily on two supporting facilities. The
first is a set of sophisticated search techniques, loosely
based on an extension to Ginsberg’s dynamic backtracking
[6]. Dynamic backtracking is a smart search strategy in
which the stack can be rearranged during search, so as to
focus attention on the relevant parts of the problem. This
rearrangement is directed and controlled through the
application of a set of specialized nogoods called
eliminations, based on the set of assigned variables. Our

P3 P9

P7

P5 P7

I I I I I
P1 P2 P5 P4 P8

P7

Figure 3 Gradual hardenino of a partial order
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extensions include the ability to return
inconsistent sets of variables upon
failure, and to attempt assignments that
are not known to be consistent. These
techniques provide us with the ability
to tackle large constraint satisfaction
problems efficiently, and to provide
information about sets of inconsistent
constraints. These constraints provide
an explicit record of previous decisions
(deadlines, activity orderings, etc.),
allowing us to provide guidance to
users in reformulating problems when,
for example a deadline is too tight or
resources are oversubscribed.

We also make use of a highly-
optimized temporal constraint engine.
Determining the impact of a scheduling
decision on a set of temporal
constraints is the operation that is the

Plant Control System

Plant Database

R~i~ Database

Order Database

J
i

....... --U .... I
..... ~ Scheduler

...... y -

Constraint
Engine

Figure 4 Functional decomposition of the batch scheduler.

"inner loop" of our scheduling approach. Our search
engines must be able to explore the consequences of many
different scheduling decisions. This is made possible by
the effective exploitation of an extremely efficient temporal
constraint manager called the Interval Constraint Engine
(ICE), which is tuned to provide efficient support for 
dynamically-changing graph of temporal constraints. The
underlying representation manipulated by ICE is a graph of
time points and constraints of the form t2 - tl < d. The
inference supported by ICE involves proving or disproving
possible relations between points, given the current set of
constraints. For example, in adding an ordering between
activities to resolve a resource conflict, ICE would be
consulted to determine which of the possible orderings was
feasible, given the current state of the schedule.

Displays

5 The Honeywell Batch Scheduler
The Honeywell Batch Scheduler is a fully-implemented

scheduling system we have developed and are in the
process of reimplementing as production-quality software.
This system is specifically designed to accommodate the
uncertain, dynamic nature of batch manufacturing
processes, as well as the complex resource and process
models that are sometimes required. The system has met
with considerable success, and has served as a valuable
source of data regarding the strengths and weaknesses of
our scheduling technology.

Figure 4 presents a functional decomposition of .the
Honeywell Batch Scheduler. The system relies on three
sets of information: a plant database, a recipe database and
an orders database. In the current implementation, each of

these three is an object-oriented database4. Information
from these databases is combined to generate a schedule.
The input orders set production goals. The recipe database
dictates how a set of production requirements derived from
orders can be used to derive a set of activities and resource
requirements to be scheduled, along with any associated
constraints. The plant database specifies the resources
available to satisfy the requirements for the various
batches, as well as providing connectivity information (e.g.,
which reactor vessels can be filled from which storage
tanks).

The box labeled "Scheduler" coordinates the function
of the system as a whole. It is the component that draws on
the databases above, and adds the resulting data structures
to the network maintained by the temporal constraint
engine. In response to a request to generate a schedule, the
scheduler presents a set of problems (primarily resource
conflicts) to the search engine for solution. The search
engine, in turn, explores the implications of various
alternatives for resolving those problems, creates the
corresponding constraints and submits them to the
constraint engine. The search engine’s response to a
scheduling problem is either a solution or a set of
inconsistent constraints demonstrating that the problem is
unsolvable and providing some guidance as to why.

The scheduling system provides displays that give the
user the ability to inspect the schedule and to edit it as
necessary. A sample scheduler screen display is given in
Figure 5. We have also provided the scheduling system

4 In a particular installation, any or all of these databases

may be externally maintained and available to the
scheduling system only through a communications
interface. The system has been designed with this
eventuality in mind.
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with an interface to the plant control system. The plant
control system provides the scheduler with a stream of
events that it uses to update the schedule to keep it in synch
with events on the plant floor. In turn, the scheduler can
provide to a sufficiently smart plant control system a set of
actions to be taken, for example process steps to be
initiated on a specified piece of equipment. The degree to
which these capabilities will be used in a given installation
will depend on to what extent the system is being tun "open
loop."

At least initially, we do not expect the scheduler to be
allowed to initiate control actions, but rather to be used in a
monitoring, advisory, and exploratory mode by the plant
manager or production supervisor, who will then
implement the control actions that they have decided on.
As time passes and trust in the system increases (and as the
plant itself is increasingly automated), the scheduling
system will become more tightly integrated with the plant
control system.

The Honeywell Batch Scheduler is written in (Lucid)
Common Lisp and runs on Sun workstations. The
prototype uses Garnet [7], a constraint-based user-interface
conslw_ction toolkit developed at Carnegie-Mellon

University. We have been very pleased with Common Lisp
as a rapid-prototyping environment. The Common Lisp
Object System (CLOS) provides the facilities needed for
modeling the plant, recipes, resources, and so forth in a
way that could easily be changed during the process of
gathering more information about various kinds of batch
manufacturing. The subtyping and method-specialization
facilities of CLOS provided us with very effective
mechanisms for code reuse. Finally, Garnet provided us
with an ability to support rapid redesign of user interfaces,
allowing us to home in on the needs of users by rapidly
demonstrating working systems with very different GUIs.

While we have been happy with Common Lisp so far,
the barriers to product deployment in Common Lisp

are still severe. In particular, it is still difficult to
develop a reasonably-sized runtime system; Lisp images
are still very large. Lisp vendors seem to be behind C and
C++ vendors in providing multiple-platform user
interfaces. Finally, conventional software organizations are
not able to support and maintain Lisp code, which by itself
effectively rules out any possibility of providing a product
in Lisp, unless we were to take on the necessary support
and maintenance roles ourselves.

Figure 5 An order-oriented view of the schedule

Goldman 69

From: Proceedings of the AI and Manufacturing Research Planning Workshop. Copyright © 1996, AAAI (www.aaai.org). All rights reserved. 



Accordingly, we are currently working to translate the
prototype system into a production-quality version that will
run on a variety of platforms. Some of our work in this
area is being partially supported by the Department of
Defense’s Advanced Research Projects Agency (ARPA)
under contract F30603-95-2-0006, part of the Object
Technology for Rapid Software Development (OTRSD)
Technology Reinvestment Program (TRP).

Conclusions
Among the lessons learned in the process of building

this system has been the overriding importance of
providing an appropriate and sufficiently flexible domain
model, along with user support for constructing and
maintaining that model. It was also illuminating to
discover the degree to which simply being able to display
the current schedule was an advance; this is not particularly
challenging technically, but the improved perspective on
what is happening in the plant, especially when coupled
with some simple scheduling editing functions, provides
many plant managers with radically new ways of looking at
the processes for which they are responsible.

There were some technical lessons learned as well. The
wide variation in scheduling problems resulting from
differences in plant topology and production processes
encouraged us to generalize our representations and
algorithms as much as possible. The recurrent appearance
of certain domain features, for example the utility of
knowing not just orderings on process steps, but which one
comes next, or the need to represent certain kinds of
resource state, have pointed out the need for new
capabilities in our core scheduling technology.
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