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Abstract
The early development of "computer algebra" systems
in the 1960s was prompted in part by the belief that
human mathematical reasoning represented a plausi-
ble domain for demonstrating artificial intelligence. In
the 70s and 80s computer algebra system builders and
researchers turned away from the field’s AI roots and
toward basic representation issues, algorithm develop-
ment, programming language design, applications and
user interfaces. Advances in programming technol-
ogy and formal algebraic descriptions provided further
paths for development.

With today’s improved computational speed and low
costs it seems worthwhile to examine those unattained
goals of the 60s. From this ambitious perspective, the
current commercial systems do not provide sufficient
scope for encoding mathematical knowledge. Success in
building new, more ambitious, systems seems vital to
the prospect of using them as building blocks for gen-
eral mathematical reasoning in AI. These new systems
must have far more effective methods (and heuristics)
for computing with domains and functions including
intervals, inequalities, singularities, special functions,
and complex variables. This paper suggest directions
and challenges for these new systems to re-address the
frontiers for progress in AI and computer algebra.

Introduction
The first large Lisp program was probably James Sla-
gle’s 1961 doctoral work on symbolic indefinite integra-
tion. Slagle approached the freshman-calculus domain
primarily as a heuristic-search and pattern-matching
problem in AI.

In the next 30 years important new algorithms and
representation techniques were developed for computer
algebra systems, which, combined with far more power-
ful and low-cost computers, made it possible to develop
software such as Aides, Altran, Axiom, Derive, Jacal,
Form, Macsyma, Maple, Mathematica, Pari, Reduce,
SAC, and others. In this same period, developers of
the early systems seem to have retreated from the goal
of implementing (nearly) "all of mathematics" symbol-

ically and computationally and settled for a piece of
the pie. The systems can compute effectively in certain
sub-areas, and between those areas is a less-well-defined
domain in which methods sometime work. To a great
extent today’s commercial systems succeed in spite of
their inconsistent patchwork approach to mathematics,
but they are also doomed by this approach as the need
for a more ambitious system grows apparent.

Where are the frontiers where current systems fail,
and do these failures matter? Can AI contribute to
successes, and can successes contribute to AI?

What don’t systems know?

Algebra and Analysis

Most system developers as well as serious users of com-
puter algebra systems understand that simplification is
at the heart of symbolic manipulation. And at the heart
of simplification is the need to determine if two expres-
sions denote the same function, so as to transform one
(the less simple) into the other, or to provide a third
form simpler than either.

One could argue, properly, that simplicity is in the
eye of the beholder, and depending upon what you do
next, the question is open to substantial debate. We
should not throw our hands up in dismay -- almost
anyone will conceded that a system must be capable
of determining that the equality of x2 - 1 and (x 
1) ¯ (x + 1) (We are not stating which of these forms
is simpler -- that is dependent on the context of use).
But systems that have no difficulty with this example
often are confused by a slight complication: they treat
(x2-1)/(x+ 1) and (z-1) as the same, while, neglecting
to notice that the former expression is not necessary
defined at z = -1.

This may seem to be a minor flaw, but such flaws
are the beginning of a slide down a slippery road.
Here’s another: You may recall from high school that
log(xy) = log(x) + log(y). Therefore you may be 
appointed by some computer algebra systems’ appar-
ent inability to apply this simplification correctly. How
do they fail? Some systems apply the simplification
as above, and other systems that don’t automatically

42

From: AAAI Technical Report FS-92-01. Copyright © 1992, AAAI (www.aaai.org). All rights reserved. 



make this change can be instructed to do so. Unfortu-
nately, for z = y = -1, this alleged equation tells us
that 0 = -2i7r. So systems should make this transfor-
mation only when appropriate.

Patterns, Unification, Databases

Consider the problem f z~ dx. Some systems give the
plausible (but incorrect) answer zn%1/(n #c I). It 
plausible because for most values of n it is correct. It is
incorrect because for n -- -I the correct result is log z,
not "Division by zero’*. How can one give the right
answer?

One could refuse to answer the question unless given
a specific value for n; one could refuse to answer unless
told n ~ -1 (or n -- -1 in which case the answer is
log z); one could provide the answer

/ {.-+z"dz= ~ ifn¢-I
logz if n=-l.

If the system produces the result above1, we are faced
with the prospect of using the result in further manip-
ulations. Where does this lead? For example, differen-
tiation of the right-hand side of the expression above
gives

zn ifn ~ -1
z-x ifn = -1.

Achieving an appropriately simplified answer in such a
case (namely z" for all z and all n) seems both neces-
sary, and as far as I am aware, quite beyond the facilities
built in to any existing algebraic manipulation system.
Certainly it is not beyond the grasp of modestly-capable
calculus students, so why should it be difficult to auto-
mate? Can AI provide an off-the-shelf unification algo-
rithm to find a unifier h(z, n) such that h(z, n) = z" 
n ~ -1 and h(z,n) = -1 i f n = -1? That pa rticular
problem is perhaps the easiest of a large class of similar
problems.

Why are these problems hard?

In fact, any of the ambitious computer systems can
be provoked (some more easily than others) into com-
mitting egregious errors involving incorrect choice of
branch cuts, divisions by zero or infinity, f~ilures to
check for continuity of functions, etc. We are concerned
that these systems - because they can deal with far
greater masses of algebra far more rapidly than humans
- are already generating errors in a way that hides them
from easy detection.

Although there are undecidability results that say
we can’t solve all problems, most systems run out of
steam for other reasons. The apparent clutter of too
many possibilities to program (especially in a poorly
organized system), and the unfortunate mathematical

1An alternative answer, (zn+l - 1)/(n + 1) at least 
the interesting property that in the limit as n ---, -1 the
answer is log z.

naivety of programmers are two of the more unhappy
reasons.

Is everything so hard?

Fortunately every computer algebra system has consis-
tent subsets - for example one can usually trust exact
integer and rational arithmetic, as well as polynomial
computations in one or several variables with coeffi-
cients being integers or rational numbers. Some other
domains: rational functions and Taylor series are quite
useful and well-characterized by simple axioms. AI (or
other) applications of these systems can expect (mod-
ulo the usual disclaimers for bugs etc.) that these cal-
culations work. The AI task that is reduced to solving
a modest-sized system of linear equations, even with
symbolic coefficients, can be considered "solved". The
AI task that is reduced to solving a collection of non-
linear equations may be asking for more than can be
reliably obtained.

It is primarily when systems are extended to compute
in broader domains, domains that are appropriate for
more applications, that they fail to be correct. Systems
can and should characterize the boundaries of their do-
mains of correctness, and should (but do not currently)
tag result that might be deserving of independent con-
firmation.

Why do we care?

What is the relevance of this?
Most persons working in the computer algebra field

are probably convinced that one could build a computer
algebra system to espond to queries from AI programs
over a broad domain of general applied mathematics.
Why haven’t we done this?

Although we can build AI programs that can rely
only on the limited consistent subsets known to work
today, it seems reasonable that mathematics should
he much more constructively computable outside these
subsets as well. We have advocated a tool-kit approach
to system building, using various subset domains as
building blocks, but it is clear that the tools are not
sufficient unless they are somehow built or organized
with an understanding of their limitations. The chisel
that is used as a screwdriver does not complain.

Correcting these limitations requires careful thought
and re-design. Re-design because essentially all existing
systems (A new system "Axiom" may be the exception)
is built with some set of unstated assumptions that may
permeate the implementation. For example, some sys-
tems make the (unstated) assumption that all symbols
denote values that are real. Some manipulations that
it permits are invalid in the complex plane. Treating i
as a new indeterminate in a polynomial manipulation
system does not go far to solving the design problem.

Some of our work guided by our belief that a rela-
tively more general approach is needed if a system is to
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succeed in choosing appropriate tools while maintaining
a consistent and correct manipulations.

Another reason we would like to provide complete
answers is that then there is a substantial possibility
for synergy with theorem proving: Some proofs can be
reduced to algebra. Some algebra can be shown to be
correct by, in effect, proving that it is correct in every
domain.

Current work at Berkeley also involves representation
and computation problems in some specific but widely
applicable domains. Systems must correctly manipu-
late functions like log, or square-root, with branch-cuts
in the complex domain. Without solutions for such
problems, it appears hopeless to expect advanced al-
gorithms such as the Risch integration procedure to
be useful as black-box utilities in real-life GENERAL
applications. Reasoning about real intervals, composi-
tions of functions in the complex plane, representations
of finite and infinite geometric domains, and limits of
continuous functions all seem to be needed. While re-
cent work in qualitative analysis and physical reasoning
has had a more-or-less special-purpose computer alge-
bra component, iti is not inevitable that this needs to be
ad hoc. Recent work at Berkeley suggests fairly general
approaches are possible.

While I believe that there are excellent opportunities
for linking applications of symbolic mathematical ma-
nipulation to the development of models, programs, and
data analysis in large-scale computing (including par-
allel systems) these seem to be mostly in experimental
stages. Even with the use of symbolic mathematics,
making programs run faster by "smarter computing" is
often difficult. By contrast, sometimes there is a much
simpler way of speeding up a Fortran program: pur-
chase the next-higher performance CPU in a product
line. We would like to think that developing smarter
programs is more cost effective than buying faster com-
puters, but this is not inevitable.

Important questions to ask:
How can AI help solve research problems
in computer algebra?

Ideas for encoding the logic of correct transformations;
proof theories for non-trivial problems in analysis; ac-
cess to databases of applicable knowledge (compilation
of rule-sets for integration, for example). Better repre-
sentations of mathematics through manipulation of set
expressions, closures, or other ideas that have become
rather more common in AI than elsewhere.

How can CAS help solve research problems
in AI?

Applications to quantitative analysis, reasoning about
physical systems: when questions can be reduced to al-
gebra, they can be solved. (Bobrow’s STUDENT pro-
gram, though in other ways a hack, solved systems of

linear equations). Often the reduction to computer al-
gebra can be unsatisfactory because the problem state-
ment is too general or too hard to solve. Approximation
may become more important. This leads to another is-
sue:

How can numerical methods provide
information about nearby symbolic results?

We mention an area of some promise in symbolic com-
puting that has gained respectability with the advent of
"random" methods in computer science. Can numeric
evaluation, or in some cases random evaluation demon-
strate (within some probability) that a result is true 
not? For some functions perhaps. What if the numer-
ical evaluation gives only approximate equality? (Are
two functions are the same if they evaluate to the same
number at a few random places? Probably if they are
polynomials. The wealth of function definition capabil-
ities in computer algebra systems would make such a
determination somewhat haphazard.)

The tools available in usual AI languages are not nec-
essarily honed with the needs of numeric and symbolic
computation combined. While Common Lisp design is
in fact better than some more usual languages, some
choices in the language seem to impede portable nu-
merical computing.

Conclusions
The interplay between AI and symbolic mathematical
computation, as well as numerical and graphical com-
putation in its various forms of systems, algorithms,
interfaces, etc. seems worthy of more investigation.
The work of specialists engaged in building systems and
analysis of algorithms has resulted in major progress
in computer algebra systems. These specialists should
perhaps re-examine some of their work from the per-
spective of AI, the needs of engineering, qualitative
analysis, expert systems, theorem proving, and educa-
tion.
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