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Theory is when you know everything but
nothing works.

Practice is when everything works but no
one knows why.

In our lab, theory and practice are
combined: nothing works and no one
knows why.

Author unknown

Abstract
This is an unscientific essay written to

spark debate at the AAAI Fall Symposium on
applications of AI theory to real world
autonomous mobile robots. Towards this end,
the paper argues that it is not possible to devise a
formal theory of autonomous mobile robots
operating in unengineered environments which
has strong predictive power. The argument is
based on the observation that the behavior of
implemented robotic systems tends to be chaotic
in the mathematical sense, i.e. very small
variations in initial conditions can lead to large
variations in the subsequent behavior of the
robot. Because unengineered environments
contain variations which cannot be modelled the
effects of these variations will always lead to
unpredictable behavior. This argument is offered
in the hope that it will be refuted by an actual
theory which makes falsifiable predictions that
are subsequently verified by controlled
experiments. In the event that the argument
turns out to be correct, the paper makes some
recommendations on how to proceed.

1. Introduction

The dream of building a mechanical
domestic servant has been with us for a long
time, and for the last hundred years or so that
dream has seemed to be within reach. While
there probably won’t be a Rosie Jetson in every
household by the end of the decade, dramatic
progress has been made. Real robots have been
built that do real things with varying degrees of
robustness and sophistication, and we can do
things now that we could not do ten or even five
years ago. But on what basis can we extrapolate
these successes? If today we can build robots
that wander the hallways of research labs, does
that mean that tomorrow we can build robots that
will tidy our living rooms? Can we even be
confident that our laboratory-wandering robot
won’t suddenly start to bump into things if the
lab is repainted, or the tile is replaced with
carpet, or the phase of the moon changes?

To answer such questions we turn to the
scientific method. We make observations, form
hypotheses, perform experiments, and draw
conclusions in a neverending cycle which
gradually and inexorably extracts Truth from the
Universe, or so we hope. In reality the situation
is almost never so clean, and much has been
written about the failings of science to live up to
our lofty expectations. Perhaps nowhere is the
departure of reality from the ideal more evident
than in the efforts to build autonomous mobile
robots. We dream of mathematical formulae
with which we can derive provably optimal
control mechanisms; we settle for Voronoi
diagrams and robots which manage to move
around without destroying things.

To caricature the situation somewhat, on
the one hand there are theorists who derive
beautiful results based on hopelessly unrealistic
assumptions; on the other hand are practicioners
who build robots which work once. We have
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taken on the trappings of science - papers full of
mathematics and laboratories full of expensive
equipment - without it substance - theories which
make falsifiable predictions, and reproducible
experimental results.

This is not to say that science is not
considered important, simply that there is much
work in the field which aspires to scientific
standards without quite achieving them. To
forestall some of the inevitable outcry over this
statement, let me state that nearly all of my own
published work can be safely included in this
category. There is also a growing body of
notable exceptions. This is not necessarily an
indictment of our intellectual abilities or our
commitment to quality research, but may be
simply a reflection of the fact that we are
addressing an extraordinarily difficult problem.
Indeed, it is not at all clear what a predictive
theory of autonomous mobile robots would even
look like, let alone how to go about formulating
its details. Nevertheless, we must not use the
difficulty of the problem as an excuse to be
sloppy, or to bury our heads in the sand and
pretend that we are being rigorous and realistic
when we are not. To paraphrase McDermott, we
must be prepared to criticize ourselves or
someone else will do it for us [McDermott76].

Let us now examine the recta-scientific
question of why this situation exists and what to
do about it. Instead of exhorting my colleagues
to higher standards of scientific principles than I
myself adhere to, I will instead argue that it is
impossible to formulate a formal theory of
mobile robots with strong predictive power. I
take this position not so much because I believe
it is true, but because it is the most effective way
I know of to promote a marriage of theory and
practice. If history is any guide, one of the best
ways to motivate a result is to claim it can’t be
done. The truth, like most truths, is probably
somewhere in the middle. We can almost
certainly do a better job than we are doing now,
but there are probably limits to what we can do
as well.

2. A Metatheory of
Mobile Robots

As I intend to make a radical claim I should
begin by carefully circumscribing its scope. I
am concerned here with the problem of building
intelligent autonomous mobile robots of the sort
that one might someday employ as a mechanized
technician or domestic servant. This problem

has a groundrule which is rarely stated explicitly
(and when it is stated is often stated incorrectly).
That groundrule is: the robot must operate in
environments which have not been explicitly
engineered for the robot.

This condition of operating in an
unengineered environment is critical; it virtually
defines an entire area of intellectual inquiry. If
one is allowed to make even moderate
modifications to the environment then much of
the challenge goes away. Even as simple a
concession as allowing a colored stripe to be
painted on the floor reduces the problem from a
challenging academic research issue to a problem
whose solution has been available for years as
off-the-shelf hardware. Certainly not all
environmental modifications have this effect, and
worthwhile research remains to be done using
robots which rely on, for example, some sort of
global positioning apparatus or bar-codes placed
at strategic locations. But, academically at least,
the ultimate goal is to design machines which
can deal with the world as-is.

It is important to note that an unengineered
environment is not necessarily an unstructured
one. Buildings and factories, for example, have a
tremendous amount of structure. (It has been
argued that even humans could not survive in a
truly unstructured environment [Agre92].) Even
rough-terrain outdoor environments have some
structure (e.g. obstacles usually rest on the
ground and do not float in midair, rivers flow
downhill, etc.) I believe that most researchers
when they talk about unstructured environments
actually mean unengineered environments, but it
is important to draw the distinction.

It is within this context that the dichotomy
between theory and practice arises. I will argue
that the main cause of the problem is the very
condition which defines the field: disallowing
environmental modifications. In other words, I
will argue that it is impossible to develop a
reliable and useful theory of the interaction of a
system with an unengineered environment.

This claim is open to interpretation because
of the imprecision of the terms "useful" and
"reliable". At the extremes, the claim is clearly
true or clearly false. There are chaotic
phonemena in the world which cannot be
predicted even in principle. On the other hand,
more general predictions can be made with
extremely high reliability. For example, one can
confidently predict that a typical small robot
placed in a closed room will remain somewhere
within the confines of the room. Whether or not
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this is a useful prediction depends a great deal on
the particular circumstances.

In general the utility of a prediction is
roughly proportional to the precision of that
prediction. A prediction that the stock market as
a whole will move within a broad range of
possibilities is less useful than a prediction about
the exact price of a particular stock. On the other
hand, reliability tends to decrease as precision
rises. The "constant of proportionality" is
different from phenomenon to phenomenon
(compare the stock market to gravitational
physics, for example).

This claim can be parodied by the
mathematical relationship P x U = G, where P is
the precision of a prediction, U is its utility, and
(3 is the constant of proportionality of the
phonomenon being predicted. By some stretch of
the imagination G is a measure of the
amenability of a phenomenon to formalization.
At one extreme, Newtonian mechanics and digital
electronics both have very high G values.
Economics and psychology have (3 values which
are somewhat lower. Chemistry and biology are
somewhere is between. Now consider the degree
to which the systems studied by these fields are
engineered. Physics and digital electronics deal
with thouroughly engineered systems. Almost
nothing in nature (celestial mechanics being 
notable exception) behaves according to the laws
of Newtonian mechanics or digital electronics (to
the perennial consternation of Physics lab
students everywhere). For systems to behave in
accord with these models they must be carefully
constructed, periodically lubricated, placed in air-
conditioned rooms, and be otherwise cared for and
coddled in order to conform to the mathematics.
When the environmental engineering is not
adequate these systems "break" or are subject to
"experimental error". Of course, they conform to
the laws of physics (one presumes), but they 
not conform to the necessarily simplified
mathematical models we bring to bear.

Psychology and economics, on the other
hand, deal with complex environments which
have not been and cannot be explicitly
engineered. In these fields one can make only
imprecise, fairly unreliable predictions.
Although a great deal of progress has been made
and will no doubt continue to be made, it seems
inconceivable that there will ever be anything
like an Einstein’s general field equation of the
mind. The phenomena addressed by these fields
are probably chaotic and therefore fundamentally
unpredictable. But even ignoring that, the
phenomena are so complex that it is a

monumental challenge just to describe them, let
alone formulate predictive theories.

My contention is that the problem we have
set for ourselves is closer to psychology than
physics because we have set for ourselves the
condition of dealing with unengineered
environments. We want robots which can handle
unexpected situtations, clothes strewn about on
shag carpets, dishes piled haphazardly in sinks,
bins full of random parts. It is therefore not too
surprising that very few formal theories of robots
have been successfully verified on actual
hardware, and even fewer under realistic
conditions.

To take a concrete example from my own
work (which I feel safest criticizing) the
navigation algorithm used in [Gat92] can be
proven to never lead the robot into an obstacle.
Furthermore, the sensory system used by the
robot has a well-developed mathematical model
[Matthies91]. All of the algorithms are quite
simple and straightforward. Nevertheless, the
behavior of the robot cannot be predicted. In
fact, the behavior of the control system is
chaotic, as demonstrated in figures 1 and 2.
These figures are the end of two identical runs on
a real-time simulator which were started in
identical inital states with identical random
number seeds. The dramatically divergent
behavior is caused by small variations in the
timing of background processes.

Another example: the wall-following
algorithm described in [Gat91] can be
mathematically proven to be stable, and was
experimentally demonstrated to be quite reliable,
except on one particular wall. It eventually
turned out that on this one section of wall the
tiny grooves between adjacent sections of drywall
had been filled in with caulk, causing more
specular reflections than on the other wails in the
building. Any predictive theory of this robot’s
behavior would have to take into account the
effects of these millimeter-sized grooves.

3. Where do we go
from here?

The above arguments notwithstanding, I do
not believe that it is time to abandon the
scientific method and resort to alchemy. I don’t
know about economics, but psychology has
made tremendous progress despite the lack of a
unified field equation of the mind. Robotics has
made similar progress. However, we can do
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better. One way we might improve is to spend
less time and effort pursuing provably correct and
optimal solutions based on unrealistic
assumptions. There may well be interesting
mathematics research to be done which might be
applied to the problem of mobile robots, but the
mathematics is not the main challenge (and
probably ought to be left to mathematicians
anyway). The challenge is how to deal with
systems which defy mathematical
characterization, or where the math is too
difficult to carry through.

My hope is that there will be one of two
reactions to this paper. The preferable response,
of course, is for people to prove me wrong by
demonstrating rigorous mathematical theories
that make falsifiable predictions about robots in
unengineered environments and verify those
predictions by means of controlled and
reproducible experimental results. In the event
that I am correct and this is not possible it is less
clear what should be done; here are three
suggestions.

3.1 Engineer with pride

There is no shame in admitting that
robotics is a field of engineering, and not Physics
or Mathematics or some other core science.
Engineering is an honorable lm3fession, and just
because we aren’t uncovering fundamentally new
physical laws or mathematical theorems doesn’t
mean we are any duller than the physicists or the
mathematicians, just that our passions tend more
towards the practical. But if we are going to be
engineers then we should discard our physics
envy and engineer with pride. We should pay
attention to error bars and factors of safety. We
should formulate reliable engineering
methodologies and rules of thumb. We should
recognize that mathematics is a useful tool, but
it is not reality. Robots are neither points nor
circles, and they do not live on b-spline surfaces.
They are extremely complex, three-dimensional
systems which operate in even more complex
three-dimensional environments.

Engineering as an intellectual discipline has
two particularly good things going for it. It
deals with reality, which is a terrifically complex
thing and likely to provide us with a mental
challenge we will not soon exhaust, and it has a
long and venerable history which provides a solid
foundation on which to build. (There is even
precedent for successful academic careers founded
on engineering!) Of course, there is a cost as
well. If we are to engineer then we can no longer

hide behind pretty theories; we have to actually
build things that work, an endeavor which can be
tremendously frustrating [Flynn89]. But the
reward can also be great: a real robot which can
bring us a cup of coffee or take out the trash.

3.1 Pursue rigorous
empirical characterizations

The feld of Artificial Intelligence (from
which the study of autonomous mobile robots
arose) seems to be particularly fond of
experiments with single data points. A system
is tweaked until it works once, whereupon a
paper is published, and the system is never
touched again. This is due in part to our close
association with computer science where working
once is often enough. However, if we are to
aspire to building systems which work in the real
world we should take some cues from such fields
as Psychology or Civil Engineering where
rigorous empirical studies and statistical models
are used to make up for the absence of formal
theories.

In order to support such empirical studies
we need to get a lot more serious about
experimental methodology. Very few papers on
autonomous mobile robots even mention a
control experiment, and even fewer have any
analysis on the statistical significance of results.
Most papers do not contain enough detail to
allow other researchers to reproduce the results.
One way to encourage rapid improvement in this
area might be to insist that every researcher in
the field do at least one study where they try to
reproduce someone else’s experimental results.
The number of such studies in the extant
literature can probably be counted on one hand.

3.2 Embrace weak theories

On its face, optimality seems like
something that one ought to strive for.
Certainly the number of papers published about
provably optimal solutions to one problem or
other, or criticising some solution for not being
optimal, would lead one to believe that
optimality is a desireable thing. This attitude is
somewhat peculiar for a number of reasons. For
one thing, there is no such thing as optimality in
isolation. Optimality is only defined in terms of
some cost function, and this cost function can be
quite arbitrary. The odd thing is that everyone
seems to agree on certain cost functions for
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certain problems, even though these cost
functions make no sense whatsoever in terms of
building actual robots.

For example, the cost function for path
planning is almost invariably the length of the
path. (Some recent work which takes certain
aspects of the dynamics of the robot into account
uses the traversai time as the cost function.)
This cost function covers only the cost of
traversing the path, never the cost of generating
it. The reason for this is that it is impossible to
trade off computation cost against traversal cost
in general because they are incomparable
quantities. Nevertheless, real robots must make
this tradeoff. It makes no sense to mount a
Connection Machine on a mobile robot in order
to shave the last 1% off the length of a planned
path (not to mention the absurd assumptions
about sensory data which predicate most
"optimal" path planning methodologies). On the
other hand, in many cases a small amount of
planning (whatever that means) can make 
tremendous impact on the performance of a
robot. The question of how to make this tradeoff
is completely untouched. Such critical issues
should not be ignored simply because they
cannot be formally posed.

Instead of optimal solutions we might do
better to pursue "reasonable" solutions. Instead
of struggling to prove correctness or
completeness it might be more fruitful to
consider statements of the form, "This robot
will, with probability greater than X, achieve Y
using some amount of resources less than Z."
We could begin with very narrow claims of this
sort, verify them experimentally, and proceed to
determine what the invariants of the situation are
in order to broaden the statement.

One particularly useful sort of weak claim
takes the form, "This algorithm will with high
probability achieve X or recognize that X has not
been achieved." Such algorithms are said to fall
cognizantly, and have the useful property that
several such algorithms can be combined into
one algorithm whose reliability is much higher
than any of the component algoritl~ns [Firby89].

event that I am fight, I have made three
suggestions on what to do instead.
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4. Conclusion

In this unscientific essay I have argued that
it is not possible to devise a formal theory of
autonomous mobile robots operating in
unengineered environments which has strong
predictive power. I put forth this argument in
the hope that I will be proven wrong. In the
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