
Applying computational theories of cognitive mapping to
mobile robots*
David Kortenkamp

Artificial Intelligence Laboratory

The University of Michigan

Ann Arbor, MI 48109

korten@engin.umich.edu

Abstract

Artificial intelligence researchers have produced
many computational theories of cognitive mapping.
However, few of their ideas have been adapted to
mobile robots. This paper outlines a new com-
putational theory of cognitive mapping and then
describes an attempt to implement the main prop-
erties of the theory on an actual mobile robot. Nat-
urally, the theory needs to be modified to accom-
modate the strengths and weaknesses of a mobile
robot. Preliminary experiments were conducted
with the mobile robot and results are given.

Introduction

Any organism that moves about in its environment
needs a representation of that environment; mobile
robots are no exception. In natural organisms, like
rats or people, such a representation is called a cog-
ni$ive map [Tolman, 1948]. In the last twenty years,
artificial intelligence researchers have put forth many
computational theories of cognitive maps. A few of the
more popular theories are Tour [Kuipers, 1978.], Trav-
eller [Leiser and Zilbershatz, 1989], SPAM [McDermott
and Davis, 1984], Yeap’s theory [Yeap, 1988] and NAPS
[Levenick, 1991]. While artificial intelligence has made
much progress in understanding the mechanisms and
representations underlying cognitive maps, little of this
research has been applied to the one branch of artifi-
cial intelligence that explicitly deals with an agent that
moves about in a spatial environment: mobile robotics.

Most mobile robots still construct a monolithic world
map that is quantatative, uses a fixed coordinate sys-
tem and is non-hierarchical, even though artificial intel-
ligence research in cognitive maps has stressed qualita-
tive maps that use many local coordinate systems and
are very hierarchical. Some of the key properties of cog-
nitive maps, which psychology and artificial intelligence
researchers have delineated, are:
¯ Cognitive maps are constructed in a characteristic se-

quence. First unique landmarks are identified. Then
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route (or topological) maps of sequences of landmarks
are built. Finally, a survey (or spatial) map of the
overall environment is constructed [Siegel and White,
1975; Shemyakin, 1961]

¯ Cognitive maps are qualitative (approximate) rather
than quantatative (precise). That is, the information
they contain is only as precise as is necessary to ac-
complish navigation tasks. This means that distances
and turns are often rounded off; e.g., a left turn of
eighty degrees will be stored simply as a left turn and
will default to ninety degrees in the cognitive map.
When precision is necessary, such as when execut-
ing the turn, environmental feedback is used [Byrne,
1979].

¯ Cognitive maps are hierarchical. The environment
is split into regions and there are a few main routes
between regions and many smaller routes within re-
gions. Reasoning about routes is done first at an ab-
stract, inter-region level, and then at a more detailed,
intra-region level. [Chase, 1983]. .:

¯ Cognitive maps have a ~forward-up" bias, that is, the
direction a person is facing is "up" in the cognitive
map. When a map is learned in one orientation, it
is very difficult to transform that map to a different
orientation [Levine et al., 1982].

¯ Cognitive maps, in sighted individuals, are domi-
nated by the visual system. Visual identification of
landmarks is the central mechanism for determining
position location.

No mobile robot mapping and navigation system to
date has incorporated all of these properties and few
have incorporated any of these properties. Some recent
robots have been moving in this direction, especially
those robots that emphasize route maps over euclidean-
style, geometric maps [Mataric, 1990; Zheng and Tsuji,
1990; Nelson, 1989Jor work in qualitative navigation
[Levitt and Lawton, 1990]. One significant attempt
at implementing a computational theory of cognitive
mapping on a mobile robot is the simulated robot NX
[Byun, 1990], which attempts to implement some of the
ideas of Tour. Unfortunately, NX is simulated and it
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operates in a simulated environment. It also is non-
visual, non-hierarchical at the route level and does not
construct "forward-up" survey maps.

The research described in this paper takes a slightly
different approach; Eric Chown, Stephen Kaplan and I
have been constructing a computational theory of hu-
man cognitive mapping, called PLAN [Chown et al.,
1992]. At the same time I am implementing PLAN on
a real mobile robot in a real environment. Obviously,
changes have to be made to the theory to overcome the
actual robot’s limited perceptual abilities and to take
advantage of the robot’s superior dead reckoning abili-
ties. I will briefly describe PLAN and then present the
difficulties I had in implementing the theory on a real-
world mobile robot. Finally, I will give results of some
experiments that I have run with the mobile robot.

PLAN
PLAN is a continuing effort to extend the NAPS con-
nectionist model of cognitive map formation. NAPS
is based on Kaplan’s cognitive map theory [Kaplan
and Kaplan, 1982]. NAPS constructs nodes at land-
marks and paths between landmarks are represented
by connections between nodes. Spreading activation
finds routes between start and goal locations. However,
NAPS does not formalize when it should look for land-
marks nor does it store any information about where to
look for landmarks. Also, NAPS does not create a fully
spatial map of its environment; it stops at the route
map level. PLAN addresses all of these issues.

The spatial representation of PLAN is built around
certain distinct places in an environment called gate-
ways. Gateways are transitions between different
spaces. Entrances to buildings, doorways and highway
off-ramps are all examples of gateways. At each gate-
way, PLAN stores landmarks that will help it to identify
the gateway in the future. Landmarks are stored in a
grid/pie structure (called a local map) that retains their
locations relative to each other and to the agent (Figure
la). A representation of each landmark is linked to 
cell in a grid that represents the view from the gateway
(Figure lb). The grid is then linked to a slice of the pie
to represent different views as the agent rotates about
a point at the gateway. Local maps are then linked
together to represent routes between gateways (Figure
2a); this structure is called a regional network. In hu-
mans, the theory proposes that the grid would store
eye movements within a scene; the pie would store head
movements at a gateway and the network would store
locomotions between gateways. Links between land-
marks and grids and links between local maps in routes
are susceptible to being strengthened or weakened; al-
lowing for a representation that reflects the agent’s ex-
periences in the environment and allowing for a chang-
ing environment.

PLAN also extends the purely topological representa-
tion of NAPS by creating a structure called a regional
map. When deciding on a representation for the re-

gional map it is of crucial importance that the agent
be able to move easily from the regional representation
to the local representation and back so that it can ori-
ent itself both locally and regionally. For this reason,
the regional map uses the same basic representational
structure as the local map. The difference between a
regional map and a local map is that in the local case,
the grid contains landmarks. In the regional case, the
grid contains places in the larger environment that are
not necessarily visible from the gateway. For example,
Figure 2b shows a possible regional map of a building in
which the grid contains rooms. Actually, the grid does
not contain rooms, but it contains links to a represen-
tation of a room, which could be the local map of the
room. Like local maps, regional maps are created at
gateways and represent the spatial layout of the space
into which the gateway leads.

Implementing PLAN on a mobile robot
Many cognitive mapping theories would be difficult to
implement on an actual mobile robot because they rely
heavily on perception, both to identify location and to
choose landmarks. PLAN is an attractive candidate to
implement on a mobile robot because 1) it has simple
guidelines about where to create representations (gate-
ways), 2) it abstracts the perceptual information 
those places before storing it and 3) it takes advantage
of environmental structure. All of these help reduce the
robot’s reliance on perception.

I have begun implementing PLAN on a real mobile
robot in our lab. Our experimental platform is a TRC,
Labmate mobile robot with a ring of 16 sonar sen-
sots and a single translating camera. Our experimental
space is a hallway in the basement of our laboratory.
Already, the robot can create local maps, link them
into regional networks and create regional maps of its
spatial environment (see [Kortenkamp el al., 1992b] for
details). However, several modifications had to be made
to PLAN in order for it to be implemented on a real
robot, including detecting gateways, identifying land-
marks and finding overlapping points of routes. Each
of these will be dealt with in the following sections.

Detecting gateways
In PLAN gateways form the basis of the route network
and are assumed to be detected by vision. This is not
yet practical for mobile robots, so the robot instead
detects gateways in our indoor environment using the
robot’s sonar sensors. The sonar sensors tell the robot
when there is an opening and if the opening is large
enough it is said to represent the entrance to a new
space, and thus it is a gateway point. Our algorithm
for detecting gateways is detailed in [Kortenkamp et
al., 1992a]. The robot can also classify each gateway as
one of 17 types. Figure 3 shows a few of the types of
gateways that are available in an indoor environment.
The classification helps the robot to detect the same
gateway again.
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Figure 1: (a) Local map. (b) Representation of scene ina l ocal map.
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(e) (b)

Figure 2: (a) Regional network. (b) Regional 
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Figure 3: Examples of types of indoor gateways. (a)
left room entrance (b) room entrance (c) left corner 
right room exit.

Identifying landmarks

In PLAN, landmarks are complex objects that are dis-
tinct from other objects in a scene. In our actual imple-
meatation, landmarks are vertical edges in the environ-
meat (vertical edges have proven in other robot systems
to be excellent cues for indoor environments [Kriegman
et al., 1989; Crowley et aL, 1991]). Because the word
"landmark" denotes a complex object, which a verti-
cal edge is not, in the robot implementation I use the
phrase locational cue to refer to distinctive visual cues in
a scene. The role of locational cues is to help the robot
determine where it is located. The robot also has other
knowledge that it can use to determine location, such
as its previous location and the type of gateway it has
detected. Locational cues supplement this knowledge.
Also, in PLAN, landmarks can be uniquely identified
in their own right, whereas vertical edges all look very
similar. So instead of relying on single cue sightings,
the robot looks for patterns of cues within a scene.

Finding overlapping routes

A significant problem when building a route network
is detecting route overlaps (e.g., the same intersection
is approached from two different directions on two dif-
ferent routes). Otherwise the route network will con-
tain only single routes, with no possibility of combining
routes to create new ones. In PLAN it is assumed that
the human visual system is powerful enough to deter-
mine, using landmarks, when two routes overlap. This
is not the case with a robot’s visual system, especially
since locational cues such as vertical edges are not omni-
directional. I have tried to overcome the robot’s percep-
tual limitation in two ways. First, the robot can use its

(a)

I

(e)

Figure 4: Examples of a (a) T shape gateway (b) 
corners gateway (c) left opening gateway and (d) right
opening gateway.

excellent dead reckoning skills to build a very detailed
regional map of its environment. When building this
map the robot may find that two places on two routes
occupy almost the same location in the regional map.
The robot can then hypothesize that the two places are
indeed the same place and connect them in the regional
network. Second, the robot can constrain which places
can overlap by looking at the type of the gateway. For’
example, a T-shape gateway (Figure 4a) cannot be 
four corners gateway (Figure 4b) on a different route,
but it can be a left or right opening (Figure 4c and d) 
different routes. By using location and structure con-
straints the robot can overcome its limited perceptual
abilities.

Results
All results are obtained from experiments conducted
with our robot in a real environment. The environment
was not altered for these experiments.

Reliability of gateway detection
The entire map constructed by the robot is built around
gateways. Not only does the robot need to be able to
detect gateways reliably, but it also needs to position it-
self within each gateway in a highly repeatable manner.
The last constraint is imposed by the cue recognition
system, as small differences in position and orientation
of the robot at a gateway will cause changes in the per-
ceived scene. Preliminary results show that our gateway
detection algorithm is reliable and repeatable. Figure
5 shows three routes with two openings that comprise
three gateways: GW1, GW2 and GW3. GW1 is of
type either T-shape or left or right opening, depending
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Figure 5: Our experimental space. GW1,GW2 and GW3 are gateways.

on the approach. GW2 is either right or left opening
or hallway entrance. GW3 is either room entrance or
room exit. These gateways split the experimental space
into six subspaces, which are also marked in Figure 5.
The robot reliably detected all of the gateways along
the three routes. In another experiment the robot was
run along a route from A to B to C (see Figure 5) and
its position and orientation were marked on the floor at
gateway GW2 during each of ten consecutive runs. The
largest difference between any two of the ten positions
was 70mm and the largest difference between any two
of the ten orientations was 3.6 degrees. These errors are
kept to a minimum because the robot uses its sonar sen-
sors to position itself straight down the hallway while
travelling between gateways.

RellabiHty of locational cue matching

Give the small positional and orientation errors shown
in the previous subsection, one would expect the robot
to be able to reliably reacquire locational cues across
many route traversals. Some preliminary experiments
have been conducted that support this conclusion. In
these experiments with the three routes in Figure 6,
the robot stored ten local maps (one each for A, E, 
and G, two for B, C and D) each with vertical edges
for locational cues (see Figure 6). After acquiring these
local maps, the robot was tested on each of the three
routes. Testing consisted of running the robot through
each route and having it match the current scene at a
gateway with all ten of the local maps in its memory.
Ideally, the closest match should be with the local map
corresponding to that gateway. The results are sum-
marized in Table 1. Across the top of Table 1 are the
local maps that were stored during the training runs.
Across the left side of Table 1 are the current scenes
encountered during the testing runs. In the boxes are
the percentages of cues that matched between the test-
ing run’s current scene and the stored local map. For
example, in row one, the robot was stopped at the be-
ginning of route one (point A) and told to match the
scene there with all of the local maps in its memory. Its
current scene matched all of the locational cues in the
local map for A and did not match any locational cues
with the other nine local maps.

As can be seen from this table, in six out often places

the correct local map was the highest match (i.e., the
diagonal elements should be the highest). One mis-
taken identification was at point B along route one, in
this case the best match was with the local map from
point B along route two (B2), and the one of the sec-
ond best matches was with the local map from point B
(B1) on route one. This is not a serious problem since
the robot should know along which route it is travelling
at any given time and be able to distinguish between
the two locations. The other three mismatches were
all maps created in the large room off of the hallway
(local maps for created at points C1, D1 and E). This
room lacks any strong vertical edges and the robot had
a great deal of difficulty determining where it was in
the room. This is a problem, but the ideal solution is
not a change in the representation, but a change in lo-
cational cues. Different, or more complex, locational
cues might allow the robot to distinguish between lo-
cations in such places. Also, using additional spatial
knowledge about where the robot has come from can
differentiate different place when visual means fail. It
should be noted that the robot rarely needs to deter-
mine where it is from among all of the possible places it
could be. It will usually be able to limit its location to a
few or even one place, largely based on knowing its im-
mediately preceding location. Therefore, matching the
current scene against all stored scenes was simply an
experiment to determine how different each local map
was from the others. In actual practice the robot would
only be matching against the map it was expecting to
see next.

Conclusion

It is true that artificial intelligence researchers have
made significant progress in formalizing the structures
and mechanisms of cognitive maps. However, it is also
the case that mobile robotics researchers have all but ig-
nored these efforts. The connectionist system described
in this paper is an attempt to incorporate many of
the useful properties of cognitive maps into a mobile
robot. The challenge is to take these properties and
adapt them to take advantage of the strengths of mo-
bile robots (dead reckoning) and to compensate for their
weaknesses (perception). The result may be real-world
robots that are robust, just as humans and animals are,
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Figure 6: Left: Image looking down a hallway. Right: Edges used as loeational cues.

Stored local maps
A B1 C1 D1 E F B2 D2 C2 G

A 100 0 0 0 0 0 0 0 0 0
B1 0 2O 0 0 0 2O 6O 0 2O 0
C1 0 0 0 0 0 0 0 0 100 0
D1 0 0 0 0 0 0 0 0 0 0
E 0 0 0 0 0 0 0 0 0 0
F 0 0 0 0 0 75 25 0 25 25
B2 0 75 0 0 0 0 100 0 25 0
D2 0 0 0 0 0 0 0 100 0 0
C2 0 0 0 0 0 0 0 0 100 5O
G 0 0 0 0 0 0 0 0 67 100

Table 1: Experimental results: Across the top are the the local maps stored during the trial runs. Down the side
are the scenes at each gateway during a testing run. The numbers represent the percentage of locational cues that
matched between the current scene and the stored local map.
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when faced with low mechanical and sensor accuracy
and resolution and when dealing with a large and com-
plex spatial environment.
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