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We have been exploring an approach to robot learning
based on a hierarchy of types of knowledge of the robot’s
senses, actions, and spatial environment. This approach
grew out of a computational model of the human cog-
nitive map that exploited the distinction between proce-
dural, topological, and metrical knowledge of large-scale
space [Kuipers, 1978, 1979, 1983]. More recently, Kuipers
and Byun [1988, 1991] extended this semantic hierarchy
approach to continuous sensorimotor interaction with a
continuous environment, demonstrating the fundamental
role of identification of distinctive places in robot spatial
learning. Our current research extends the semantic hier-
archy framework in three directions.

¯ We are testing the hypothesis that the semantic hi-
erarchy approach will scale up naturally from simu-
lated to physical robots. In fact, we expect that it
will significantly simplify the robot’s sensorimotor in-
teraction with the world.

¯ We are demonstrating how the semantic hierarchy,
and the learned topological and metrical cognitive
map, supports learning of motion control laws, lead-
ing incrementally from low-speed, friction-dominated
motion to high-speed, momentum-dominated motion.

¯ We are developing methods whereby a tabula rasa
robot can explore and learn the properties of an ini-
tially uninterpreted sensorimotor system, to the point
where it can define and execute control laws, identify
distinctive places and paths, and hence reach the first
level of the spatial semantic hierarchy.

We describe progress toward these goals in the sections
below. If these goals can be achieved, we will have formu-
lated a comprehensive computational model of the repre-
sentation, learning, and use of a substantial body of knowl-
edge about space and action. In addition to the intrinsic
value of this knowledge, the semantic hierarchy approach
should be useful in modeling other domains.

*This paper is an abbreviated version of a chapter to ap-
pear in J. Connell and S. Mahadevan (Eds.), Robot Learning.
Kluwer Academic Publishers, 1993. This work has taken place
in the Qualitative Reasoning Group at the Artificial Intelligence
Laboratory, The University of Texas at Austin. Research of
the Qualitative Reasoning Group is supported in part by NSF
grants ITLI-8905494, IRI-8904454, and IRI-9017047, by NASA
grant NAG 9-512, and by the Texas Advanced Research Pro-
gram under grant no. 003658-175.

1 The Cognitive Map and the
Semantic Hierarchy

Spatial knowledge is central to the ability of a human or
robot to function in a physical environment. Spatial knowl-
edge plays a foundational role in common-sense knowledge
generally. The cognitive map is the body of knowledge
a human or robot has about its large-scale environment.
(An environment is large-scale if its spatial structure is at
a significantly larger scale than the sensory horizon of the
observer.)

Based on a variety of cognitive and computational con-
straints, we have developed an extensive theory of the
human and robotic cognitive map [Kuipers, 1977, 1978,
1979b, 1982, 1983b; Kuipers and Levitt, 1988; Kuipers
and Byun, 1988, 1991].

Our theory of the cognitive map is built around two
basic insights due to many scientists, most notably Jean
Piaget. The first is that a topological description of the
environment is central to the cognitive map, and is logi-
cally prior to the metrical description. The second is that
the spatial representation is grounded in the sensorimotor
interaction between the agent and the environment. Our
concept of distinctive place provides a critical link between
sensorimotor interaction and the topological map.

This leads to a three-level spatial representation, called
the spatial semantic hierarchy (SSH). (Figure 

[sensorimotor *-+ control] ~ topology ~ geometry.

Each level of the hierarchy has its own ontology for de-
scribing the world, and supports its own set of inference
and problem-solving methods.

At the control level of the hierarchy, the ontology is an
egocentric sensorimotor one, consisting of sensory and mo-
tor primitives, and composite features and control strate-
gies built out of the primitives. In particular, the ontology
does not include fixed objects or places in an external en-
vironment. A distinctive place is defined as the local maxi-
mum found by a hill-climbing control strategy, moving the
robot to climb the gradient of a selected sensory feature,
or distinctiveness measure. Distinctive paths are defined
similarly. The critical task at this level is to decide which
sensory feature to use as a distinctiveness measure to drive
the current control strategy.

At the topological level of the hierarchy, the ontology
consists of the places and paths defined by the control level,
with relations connecting them into a network. At the
topological level, the critical task is to link places and paths
into a network, deciding whether the current place is new
or a familiar place revisited (of. [Dudek, et al., 1992]).
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Figure 1: The Spatial Semantic Hierarchy
The hierarchical representation allows each level to establish
the assumptions required by later levels.

¯ Control. When traveling between distinctive places, cu-
mulative error is eliminated by alternating path-following
with hili-cllmhing control strategies.

¯ Topology. Eliminating cumulative error permits the ab-
straction from a continuous world to a topological network
description.

¯ Geometry. Place and path descriptions axe annotated
with geometrical information, e.g., generalized cylinder or
occupancy grid descriptions.

Reprinted from [Kuipers & Byun, 1991].

At the geometrical level of the hierarchy, the ontology
of fixed places and paths in an external environment is
extended to include metrical properties such as distance,
direction, shape, etc. Geometrical features are extracted
from sensory input and represented as annotations on the
places and paths of the topological network. For exam-
ple, each place could be annotated with an occupancy grid
representation of its shape, while each path would be an-
notated with an associated generalized cylinder model.

The control-level definition of places and paths provides
primitive elements for the topological description, which in
turn supports navigation while the more expensive sensor
fusion methods accumulate metrical information. When
metrical information is available, it can be used to op-
timize travel plans or to help disambiguate indistinguish-
able places, but navigation and exploration remain possible
even without metrical information.

From our perspective, the traditional approaches (e.g.,
[Chatila and Lanmond, 1985; Moravec and Elfes, 1985]).
place geometrical sensor interpretation (the most expen-
sive and error-prone step) on the critical path prior to cre-
ation of the topological map, which is both intrinsically
easier to build and is helpful in building the metrical map.

Our spatial semantic hierarchy is consistent with Brooks’
[1986] subsumption architecture: the control level corre-

sponds roughly with Level 2, ’Explore’, and the topology
and geometry levels correspond with Level 3, ’Build maps.’
In contrast with the currently popular rejection of map-like
representations [Brooks, 1991], we believe that the spatial
semantic hierarchy provides a principled relationship be-
tween the reflex-like control level and the map-like topo-
logical and metrical levels of spatial knowledge.

1.1 Exploration and Mapping

Experiments

Kuipers and Byun [1988, 1991] demonstrated the SSH ap-
proach on a simulated robot called NX, showing that it
could learn an accurate topological and metrical map of
a complex two-dimensional environment in spite of signif-
icant sensory and motor errors. The environment is as-
sumed to be fixed, except for the position of the robot. NX
simulates a robot with a ring of distance sensors, an ab-
solute compass, and tractor-type chain drive, with sensor
error models suggested by the properties of sonar range-
finders [Drumheller, 1987; Flynn, 1985; Walter, 1987].

Figure 2: NX explores and maps a complex environment. Dif-
ferent physical points and routes can correspond to the same
distinctive places and paths. Reprinted from [Kuipers & Byun,
1991].
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Figure 3: The metrical annotations on the topological map can
be relaxed into a global geometrical map of the environment.
Reprinted from [Kuipers & Byun, 1991].

NX was tested on a large number of two-dimensional
environments. Its performance is illustrated in Figures 2
and 3.
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¯ Exploration and Control. Figure 2 shows the
tracks followed by NX while exploring its environ-
ment. All distance readings are subject to 10% ran-
dom error, and heavily blocked walls yield specular
reflection errors. Black dots represent locations at
which it identified a distinctive place. Clusters of
dots represent the positions at which the robot identi-
fied the same distinctive place on different occasions.
Loops and repeated path traversals represent explo-
ration strategies to resolve various ambiguities.

¯ Topology. The topological map corresponds directly
with the places and paths identified in Figure 2. Each
Place and path is labeled with its associated control
strategies.

¯ Geometry. Figure 3 shows the metrical map ob-
tained by relaxing local generalized-cylinder descrip-
tions of the paths and places into a single frame of
reference. The metrical map is a reasonably accurate
match for the actual environment in Figure 2.

In addition, the SSH framework helps us clarify the
sources of certain mapping problems, and to determine
how knowledge from different levels in the hierarchy can
be combined to solve them (cf. Figure 4).

_l 1_ _11 _1 I__
-if- II IF I , , I
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Figure 4: Topological ambiguity problems

(a) The bifurcation problem: very similar sensory images
give rise to different topological descriptions near a bifur-
cation point in the behavior of the interpretation algo-
rithm.

(b) The NYSINYD problem: "Now You See It; Now You
Don’t."
A minor feature may be viewed as a distinctive place on
one occasion, but overlooked while traversing a path on
another.

MetricM information, when available, can help disaxnbiguate
both problems.

2 From Simulated Robot to
Physical Robots

To evaluate the viability of the spatial semantic approach
in a complex natural world, we have developed a new robot
simulator, SIMRX, and prepared two physical robots, Spot
and Rover. Since the SSH approach is only weakly depen-
dent on the particular sensorimotor system of a robot, a
principled method of implementing the SSI-I approach on
physical robots based on a minimal set of abstract mapping
senses is developed. The following sections briefly describe
the work done to date.

2.1 Evaluation Platforms
Each level of the SSH has its own spatial representation
and inference methods. This modularity allows us to use
different platforms efficiently in evaluating possible exten-
sions to the SSH approach. SIMRX [1991], a successor
of NX, complements the physical robots as an evaluation
platform. It allows us to study and efficiently test im-
plementation and conceptual issues that are independent
of the way the sensorimotor system is simulated and thus
affords rapid prototyping.

However, in confronting issues such as those that involve
sensorimotor interaction with the world, the simulator is
inappropriate. In the simulator, the sensorimotor interac-
tion of the robot with its surrounding is based on simpli-
fied models. The range-sensor model returns the distance
to the nearest object along a ray rather than within a cone
of finite angle. Noise of uniform distribution is introduced
to the effector system to simulate inherent effector inaccu-
racies and errors due to slippage. Due to these limitations
of the simulator, physical robots are inevitably neccessary.
Therefore, we have acquired two physical robots.

Spot is a Real World Interface TM robot with a one foot
diameter three-wheeled base and an enclosure for hous-
ing twelve sonar transducers and a power supply system,
a backplane, an interface board, a sonar controller board
and a 68000 microcomputer. The base has its own mi-
crocontroller which accepts velocity, acceleration, trans-
lational position and rotational position commands. All
three wheels and the enclosure always face the same di-
rection. Its twelve sonar sensors are arranged uniformly
in a ring at a height of approximately one foot from the
ground.

Rover is a home-brew robot with a base with two mo-
torized wheels which are controlled based on differential
velocity, and a sonar system mounted on top of the base.
The base has a dedicated microcontroller to allow it to
accept various motion commands through a serial port.
Encoders are mounted on the motors to provide motion
feedback. The sonar system consists of sixteen Polaroid
sonar transducers mounted uniformly in a ring, and a mi-
crocontroller together with two Polaroid sonar drivers to
accept various sensing commands and to control the oper-
ation of the sensing system. Rover is also equipped with a
flux-gate compass.

The physical robots, Spot and Rover, with two differ-
ent sensorimotor systems, provide two different physical
platforms on which the SSH approach can be tested. In
the process of implementing the SSH approach on different
physical robots, we hope to develop principled engineering
methods for implementing the SSII approach on a given
robot with given sensorimotor capabilities. To that end,
we are developing a formal specification for the sensorimo-
tor interface of a robot to the SSH modules for exploration,
mapping and navigation.

2.2 Abstract Mapping Senses

Since the SSH approach to exploration and map learning
is relatively independent of the sensorimotor system of the
robot, we are defining a set of abstract mapping senses to
capture the minimal requirements that the SSH control
level places on the sensory capabilities of the robot. The
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set of abstract mapping senses we define are, in a sense, the
"weakest preconditions" of the SSH mapping strategy. We
believe there are only a few reasonable abstract mapping
senses. Most of the physically realized senses described in
the literature can be captured by the following abstract
mapping senses:

¯ Continuous-range sense: delivers the distance to
the nearest obstacle in all directions surrounding the
robot. Sonar used by some mobile robots [Elfes, 1987;
Crowley, 1985] for mapping purposes are examples of
realization of this abstract sense.

¯ Landmark-vector sense: delivers the vectors from
the robot to a set of surrounding landmarks as illus-
trated in Figure 5. Active beacons provide a direct
realization of this sense as in [Kadanoff el al., 1986].
Vision can also be used to implement this abstract
sense by focusing on identifying strong and stable fea-
tures in the environment as demonstrated by Levitt
and Lawton [1990] and others.

¯ Open-space sense: determines the directions in
which there is sufficient open space for travel from
the current position of the robot. This abstract sense
can be considered a degenerate case of the continuous-
range sense.

¯ Place-recognition sense: determines if the cur-
rently sensed sensory pattern or signature of the cur-
rent location matches any of the stored sensory pat-
terns or signatures of known places.

¯ Continuous-feature sense: delivers a continuous
feature in all directions surrounding the robot. Ex-
amples of such features are smell, surface texture, and
ground elevation.

¯ Proprioeeptive sense: ("internal-sensing") encap-
sulates the use of internal sensors that respond to the
internal state of the robot, such as odometers.

Figure 5: The landmark-vector sense provides vectors (direc-
tion and distance) from the robot to some set of the surround-
ing landmarks. In this example, the landmark-vector sense pro-
vides the vectors, ~71, ~7~, ~73, ~74 and ¢5 to five of the landmarks,
each of which is defined with respect to a local coordinate sys-
tem centered at the robot.

2.2.1 Realization of the Abstract Mapping
Senses

An abstract mapping sense can be implemented using
a fusion of information from one or more physical sensory
systems. Any given robot can have some or all of these
abstract mapping senses, realized to different degrees, de-
pending on the physical sensors available to the robot.
More than one type of sensor can be used to implement
an abstract mapping sense as illustrated in Figure 6.

Continuous--Range Sense

[

Sonar

Landmark--Vector Sense

]

Open--Space Sense I

I vision

Place--Recognition Sense

[

Figure 6: A robot with a sonar ring and a vision system can
realize the continuous-range, landmark-vector, open-space and
place-recognition abstract mapping senses. The continuous-
range sense can be realized by a sensor fusion of information
from both the sonar ring and the vision system. The dashed
lines are used to show a less perfect realization. The vision
system can provide richer descriptions of the environment than
the sonar ring and hence it realizes the place-recognition sense
better than the sonar ring. The vision system can also real-
ize the landmark-vector sense by focusing on identifying strong
and stable features in the environment. The open-space sense
can easily and naturally be implemented by the sonar ring.

2.2.2 Benefits of Abstract Mapping Senses
By defining the abstract mapping senses to form the

basis for the SSH approach, we decompose the SSH imple-
mentation task into two independent subtasks:

¯ (re)definition of generic SSH mapping based on ab-
stract mapping senses, and

¯ implementations of the abstract mapping senses using
the available sensors of the physical robot.

We hope such a decomposition can ease the implemen-
tation of the SSH approach on a given physical robot. The
generic SSH mapping should require little rewriting with
most effort devoted to implementing the necessary abstract
mapping senses according to their specifications using the
available sensors.

3 From Low-Speed to
High-Speed Motion

High-speed navigation creates demands on the representa-
tion of large-scale space distinct from those of low-speed
navigation. At high speeds, a robot cannot stop quickly, so
in order to avoid collision it must anticipate the environ-
ment geometry it will encounter. In general, the greater
the range of the environment that the robot anticipates,
the faster the robot will be able to safely travel. Since a
mobile robot can only sense the part of the environment
that is within its sensor range, to travel as rapidly as pos-
sible it must use stored knowledge of the environment.

Previous approaches to high-speed navigation can be
categorized by the level of spatial knowledge they employ.
At one end of this spectrum are methods that assume com-
pletely accurate prior knowledge of large-scale space. Us-
ing this knowledge and an accurate model of robot dynam-
ics, an approximately time-optimal feedforward control be-
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tween two locations can be found using a variety of tech-
niques [Gilbert and Johnson, 1985; Shiller and Chert, 1990;
Zaharakis and Guez, 1990; and Donald and Xavier, 1989] .
However, these methods demand a level of model accuracy
that cannot be attained in unstructured settings. At the
other end of this spectrum, methods described by Feng
and Krogh [1990] and Borenstein and Koren [1989,1991]
do not require a stored map of the environment at all. In-
stead, the robot navigates to a goal position (expressed in
global coordinates) using only currently sensed range in-
formation to avoid collision. This eliminates the need for
an accurate global map, but since the robot is unable to
anticipate environment geometry beyond its sensor range,
its performance is restricted. Moreover, the robot may still
need to accurately estimate its position in a global frame
to avoid critical errors.

We are interested in developing an approach that falls
in the middle of this spectrum: though the robot’s knowl-
edge about environment geometry is subject to error, the
robot can nonetheless use approximate knowledge of ge-
ometry to enhance its ability to travel at high speed. We
are exploring a method for representing knowledge of ge-
ometry based upon the spatial semantic hierarchy for this
task. We propose an approach to autonomous high-speed
navigation that proceeds in the following three stages:

1. Low-speed exploration. The environment is ex-
plored and mapped at low speed using the exploration
strategy described in Section 1.

2. Initial high-speed control. The robot combines
relatively accurate local range information from sen-
sors with approximate stored knowledge of large-scale
space to travel at a higher velocity.

3. Practice. The information in the map is refined with
experience to enable the robot to travel faster.

3.1 Low-Speed Exploration
The environment is explored and mapped as described in
Section 1 with the addition that the uncertainty level in
the estimate of the relative positions of distinctive places is
described using the approximate transform representation
proposed by Smith and Cheeseman [1986] .

3.2 Initial High-Speed Control
The organization of the high-speed navigation system and
the sensors used by the robot are described in Figure 7.
The major components can be grouped into three lev-
els, each operating on a successively shorter time scale:
the map-control level, the lookahead-feedback-control level
(LFC), and the servo-control level.

3.2.1 The Map-Control Level

The map-control level provides the lower levels of the
system with information about the large-scale structure of
the environment not available from the robot’s immediate
sensor data. Information needed to rapidly travel a route
(a sequence of distinctive places and edges) is specified
with a sequence of trajectory targets - the approximate
position and velocity that the robot should aim for. The
robot travels toward each target without further interven-
tion from the map-control level until the robot gets within

Range Sensors ~---

Odenta=lon Sensor~-

Dlstin~lve Place

~_

Environ-
ment

Figure 7: The organization of the high-speed control system.
The three brackets indicate groups of components that operate
at the same time scale: the servo-control level operates at the
fastest time scale; the map-control/learning level at the slowest.
In addition to the robot’s range and orientation sensors, we
assume a distinctive place detector that estimates the position
of a nearby distinctive place with respect to the robot’s frame
of reference, and wheel encoders that provide an estimate of
velocity and a noisy estimate of displacement.

some threshold distance of the current target, when the
next target along the route becomes the current target.

3.2.2 The Lookahead-Feedback-Control Level
(LFC)

This level must choose a trajectory for each 0.5 - 1.0
second control interval that both satisfies the robot’s dy-
namic constraints and takes the robot to to the current tar-
get in minimum time. The first major component of the
LFC, the relative-position estimator, uses wheel-encoder
and distinctive-place data to maintain an estimate of the
robot’s position relative to the current target. The local-
controller component uses this estimate and range data to
choose a trajectory for the next control interval, despite
uncertainty about the outcomes of its actions: target posi-
tion information is approximate, only nearby geometry can
be sensed, and the anticipated trajectory may differ from
reality due to modeling errors and disturbances. To sat-
isfy these constraints, the local controller employs a depth-
limited heuristic search that "looks ahead" a fixed time
into the future to find the trajectory for the next control
interval that leads to the state on the lookahead horizon
with the best current evaluation.

3.2.3 The Servo-Control Level
This level compensates for disturbances on a short time

scale. Wheel-encoder data is input to a servo controller
that attempts to track the trajectory specified by the
lookahead-feedback-control level.

3.3 Practice
The robot should be able to use the information it acquires
during the initial high-speed traversal of a route to refine
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Figure 8: The robot uses the map of the environment cre-
ated with low-speed exploration to travel along a route using
the high-speed control method. The targets initially have zero
velocity and are positioned at distinctive places. In (a), the
robot stops at each distinctive place. In (b), the robot trav-
els along the route without stopping. After two traversals of
the route, estimates of the relative positions of the targets have
been improved, and the positions and velocities of the interme-
diate targets are modified, resulting in the trajectory shown in
(c). The robot’s sensor range here is 10 meters, its maximum
acceleration is lm/s2, and the robot’s position is shown at 0.5
second intervals.

its map and travel the route more rapidly. Two straight-
forward modifications of the map information are possible.
First, each traversal between a pair of trajectory targets
yields an independent measurement of their relative posi-
tion which can be used to reduce the uncertainty in this
information. Second, the robot can use knowledge of its
dynamics to modify the position and velocity of the tra-
jectory targets to be nearer to a point on an optimal tra-
jectory by applying an adaptation of a technique described
by Froom [1991]. The results of applying this method are
shown in Figure 8.

3.4 Conclusions

In experiments to date, the implicit representation of
approximate map knowledge via trajectory targets has
worked surprisingly well, but this is not yet a general
method for high-speed navigation. In particular, a method
must be developed to introduce trajectory targets between
distinctive places when collision avoidance at high speed
could not otherwise be guaranteed.

4 From Tabula Rasa to Cognitive
Mapping

We conjecture that it is possible for a robot to experiment
with an initially uninterpreted sensorimotor apparatus in
order to learn the prerequisites for the spatial semantic
hierarchy. We use the term, "critter," for such a robot.

The topological and metrical levels of the spatial seman-
tic hierarchy do not depend heavily on the nature of the
sensorimotor apparatus. The control level serves as the
interface between the sensorimotor system and the higher
levels. The focus of tabula rasa map learning is therefore
on developing the control level without a priori knowledge
of the nature of the sensorimotor apparatus. The critter
learns the control level of the spatial semantic hierarchy by
learning control strategies for moving to distinctive places
and along distinctive paths.

4.1 Building an Ontology for the
Sensorimotor System

The critter learns local control strategies for place finding
and path following through a sequence of steps. At each
step, the critter acquires objects and relations that serve
as the foundation for the next step.

1. Diagnosis of structure of the sensory system.
The critter learns the relative positions of the sensors
in its sensory system in order to do motion detection.
The structure of an array of sensors is reflected in
the correlations among sensors. This structure can be
captured by mapping the sensors onto a plane such
that distances in the plane are proportional to mea-
sured dissimilarities between sensors. The mapping
accomplished using metric scaling and a simple relax-
ation algorithm.

2. Diagnosis of primitive actions. The critter uses
motion detection to identify a set of primitive ac-
tions capturing the capabilities of its motor apparatus.
This is accomplished by applying principal component
analysis to a set of measured motion vector fields and
is illustrated in Figure 9.
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range sensors tank

Figure 9: Diagnosis of primitive actions for the sensorimotor
system used by NX. The critter can move both forwaxd and
backward as well as turn. On the right are shown the two
primitive actions for the tank. These correspond to rotating
and advancing, respectively.

3. Identification of state variables. The critter
transforms the primitive actions into a commutative
set which may be integrated with respect to time to
obtain an n-dimensional state vector. For the NX
robot, the turn and advance primitive actions (learned
in Step 2) are transformed into Ax and Ay actions
which can be integrated to obtain state variables x
and y. For NX, n = 2.

4. Definition of local control strategies. The critter
uses constraints on sensory features to define distinc-
tiveness measures for places and paths. The distinc-
tiveness measures are hill-climbing functions that are
maximized when the constraints are satisfied. Places
require n constraints; paths, n- 1. Gradient ascent
(now possible since the state variables are known) 
used to maximize distinctiveness measures and thus
move to places and paths. A local control strategy for
motion along a path is defined that moves the robot
through state space along the one-dimensional locus
satisfying the constraints that define the path.

We have successfully demonstrated the first two steps on
simulated robots with a variety of sensorimotor systems
including that used by NX [Pierce, 1991]. We are currently
working on automating the third and fourth steps.

4.2 Tools for Research on Tabula Rasa

Learning

We are developing a set of tools for research on tabula
rasa learning. The Data Flow Graph (DFG) is a program-
ming language for implementing hierarchies of sensory fea-
tures and behaviors. The DFG’s primitive constructs are
streams (real-valued vectors) and nodes (functions that
read from zero or more input streams and write to zero or
more output streams). Nodes may have side effects such
as maintaining displays. Behaviors are implemented using
nodes that write to the motor apparatus’s control stream.

The Algorist Control Language (ACL) is a language for
interacting with the DFG - it provides mechanisms for
adding new nodes and streams, reading data from streams,
and writing data to streams. It is possible to build flow
graphs directly, but the ACL simplifies the process and al-
lows for the definition of programs ("algorists") that create
flow graphs automatically. The ACL supports imperative
constructs such as IF, WHILE, LOOP, etc., and heteroge-
neous control constructs [Kuipers and/~strSm, 1991] that
compile into flow graphs implementing complex behaviors.
A typical algorist, which we have already built, performs

the primitive actions experiment described in steps 1 and
2 of Section 4.1.

These tools facilitate high-level symbol crunching in
LISP and low-level number crunching in C. This is ideal for
implementing the spatial semantic hierarchy. The control
level is implemented using DFG primitives; the topologi-
cal and metrical levels will be adapted from SIMRX and
implemented in LISP.

5 Conclusions
This paper reports the current state of our work in ap-
plying the semantic hierarchy approach to robot learning
about space and action. The approach appears to be a rich
and productive one, with far-reaching significance.

From the robotics perspective, our goal is an au-
tonomous robot that can orient itself to its own sen-
sorimotor system through experimentation, learn a map
of its environment through exploration, and optimize its
high-speed performance through practice. This capability
should generalize beyond the immediate application, since
spatial knowledge and cognitive maps are frequently used
metaphors for other kinds of knowledge and skilled perfor-
mance (e.g., manipulator control in configuration space).

From the artificial intelligence perspective, the spatial
semantic hierarchy demonstrates how a discrete symbolic
representation can be used to capture many useful aspects
of an agent’s continuous interaction with a continuous en-
vironment.

From the cognitive science perspective, the semantic hi-
erarchy approach allows us to build a computational model
that expresses the complexity and modular structure of a
nontrivial domain of human knowledge. In particular, it
supports the position that a complex body of knowledge
is acquired, not by a single representation and learning
algorithm, but by a highly structured mechanism consist-
ing of several distinct and interacting representations and
learning algorithms.
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