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Abstract

In this paper we whine about researchers who claim
to be doing intelligent robotics, but produce system-
s and papers that make assumptions such as: infinite
computing, perfect sensors, reliable effectors, unlimit-
ed power, and it worked in simulation so it must be
right. Some suggestions on how to make the field more
scientific are also presented.

Introductory Complaint: A Revisionist
History

Once upon a time there was science and there was
mathematics and psychology. What passed for engi-
neering was indistinguishable from science, at the time,
because every engineering episode was a new exper-
iment, and was appropriately written up as such, or
kept as a guild secret. The mathematicians and psy-
chologists grew jealous of the scientists ability to do
controlled experiments (and get paid for it), so they
created computers and AI. For a while they were suc-
cessful (at getting paid for it), but as of late, sponsors
started noticing that having a computer does not an
experimental science make. While at first computers
would seem ideal for experiments (you could control
everything), it soon became apparent that it was hard
to test a system or a theory under useful conditions
(you could control everything).

So it was decided that if robotics did not exist, it
would be necessary to create it. In robotics, theory
would meet practice, experiments would be carried out
under realistic conditions, and great progress would
be made. All was right with the world until the e-
conomists and war-garners got together and created
simulation. Robotics has not yet fully recovered.

*This work was performed while the author was on s-
abbatical from the Jet Propulsion Laboratory, Pasadena,
CA 91109. This work was conducted for the Jet Propul-
sion Laboratory - California Institute of Technology under
a grant from the JPL Directors Discretionary Fund.

Why robots have not gone where no

one has gone before

For the past many years, robot researchers have been
trying to create Commander Data from Star Trek. In
other words, we have been trying to create robots
which have human capabilities or better, and function
in unknown and unprepared environments. We would
like these robots to be virtually indistinguishable from
humans except by some simple identifying mark, and
that they should have no "soul" so as we would feel
no guilt in having them do the world’s drudge work.
The robotics community has not been very successful
in this endeavor. In fact, to many outside observers we
have not been able to keep up with industry, or even
our own history. For example: twenty years ago, re-
searchers at SRI got the Shaky robot to solve a version
of the Monkey and Banana problem. This year, SRI’s
son of Shaky, Flaky, was barely able to find tall poles
sticking out of a simple arena at the AAAI contest.
What happened?

To answer this question one must go back in time
to the late sixties and early seventies. At that time,
AI was still looking at chess and integral calculus as
the hallmarks of human intelligence. Logical and well
structured symbolic reasoning is what AI was trying
to automate, and it was reasonable at the time to try
and have robots do the same. Shaky’s attempt at the
Monkey and Banana problem was not really a robotic
solution. The robot used STRIPS to perform the plan-
ning and all the objects in the world were tokenized by
the human programmer and given to STRIPS in an ab-
stract form. The robot did not have to make "sense"
of the world, it simply had to sense where some known
objects were. This in itself is far from trivial, but in
this case the world was carefully engineered (through
lighting and coloring of the objects) to make this task
more tractable. The robot then executed precomputed
actions to implement the plan. Even with the "hacks"
and "cheats" this was still a very impressive accom-
plishment. None of the comments above should be
taken as trying to diminish what was done, but more
as an explanation of why it did not lead to greater
things. The physical world is not usually well struc-
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tured or conducive to logical reasoning, and not sur-
prisingly, the technical approach used on Shaky has not
been very successful in creating embodied agents that
can function in the real world.

Flaky, on the other hand, is trying to do more with
less. It uses its sensors to build up a fuller conceptual
model of its environment. Yet it is starting with less
knowledge, than did its parent, of what the state of
that environment is. F/aky is going after the goal of
being an intelligent agent. While this is an admirable
goal, it is not necessarily the best way of accomplishing
a simple task such as finding poles in a room.

Industry, which is unburdened by desires to create
intelligent agents, has made great strides in "robotic
expert systems." AI/robotics researchers are still try-
ing to create vision Systems that will track and foviate
in real time. Industry has produced video cameras
that track the scene fast enough that they can remove
camera jitter electronically. The resulting system is
simple enough that this feature costs a few dollars ex-
tra and requires so little computing that the camera’s
performance, weight and power requirements are not
noticibly affected.

Perhaps even more detrimental to the field is its o-
rigins. AI begat intelligent robotics, computer science
begat AI, and mathematics begat computer science.
How the word "science" crept in there is unknown, but
none of these fields are well known for their scientific
method or correct use of experimentation.

Attitude Problems

One of the major problems in the field is that the re-
searchers don’t want to solve a problem, they want
to solve The Problem; creating an intelligent em-
bodied agent that can operate in the real world. If a
useful robot system were to be created along the way,
that would be engineering, and everyone knows that
AI researchers are computer SCIENTISTS. To avoid
the possibility of accidentally doing engineering, cer-
tain steps are usually taken. First, physical embod-
iment is dropped. This is a necessary step because
real embodiment is unreliable; sensors have noise, and
don’t return the correct values, motors and electronics
interfere with one another and have unpredictable side-
effects. While slightly easier to model than organic
bodies, mechanical manifestations are a problem, and
most researchers prefer a simplified computer model
to the real thing. When the robot is in a computer,
the world has to be there too. But putting the world
on the network has proven difficult as well, so usually
a rarefied version of reality is created for the simu-
lated body of the non-existent robot to roam through.
These simplifications made, the researcher can concen-
trate on the important work of making the robot take
intelligent physical action in the real world.

But I digress.
Years of work in planning, projection, simulation,

and virtual worlds have left many "roboticists" con-

fused about what is reality. An exact definition of real-
ity is best left to the philosophers, but here is a reliable
heuristic to find out if you are doing robotics in the re-
al world: Tell your robot to go to the physical location
currently occupied by yourself. If the robot reports
success, you should be suffering something between a
slight discomfort and severe pain (depending on the
size and mass of your robot). If your robot reports
success and you are feeling fine then either your sys-
tem does not work very well or you are doing compu-
tational geometry, simulation, planning, or something
else, but you are not doing robotics. Robotics requires
robots. Real robotics requires real robots. Accept no
substitutes.

Let’s Get Theoretical
In the AI research community, theories are in, expert
systems are left to the applications programmers. Sim-
ilarly, the robotics researchers are writing about deci-
sion theory and hyper-space path planning. It is mere
implementation details that must be solved to imple-
ment these theories and get real robots out in the field.
Implementation details are, of course, not really pub-
lishable.

The intelligent robotics community cannot see the
trees in the forest. Intelligent agents do not spring
fully formed out of their mother’s wombs. They re-
quire years of embodied action and experience before
they can function efficiently in the world. On the other
hand, many unintelligent agents do spring fully func-
tional from the egg shell. Most of the experience they
require is hard coded. While these agents are no Da-
ta, they are light-years ahead of most of current robot
technology. They might serve as more realistic target-
s for our emulation, at least until AI makes some of
their learning and indexing systems robust enough to
handle terabits of information and function unassisted
for years at a time.

Good Problems are Hard to Find

There are some simple steps that can be taken to put
science in robot research and make a living at it. First,
find a problem, but not any problem will do. A good
problem is one that somebody actually wants solved. If
lots of people want it solved, so much the better. The
somebody can’t be anybody, they have to be somebody
who is not the robotics researcher in question, and
preferably not any robotics researcher at all. Home-
makers are good, as are doctors, handicapped persons,
builders, factory managers, etc. Philosophers are prob-
ably a poor source of robot problems, and lawyers are
of course just a poor choice. Once you have found a
person with a problem, talk to them about the prob-
lem. While it may go against obvious common sense,
doctors may not actually want a fully autonomous
proctoscope (patients may not be too crazy about the
idea either). Find something they really want, some-
thing modest, its OK to suggest things, just don’t ram
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an idea through just because it requires you to develop
that general purpose widget you’ve always wanted to
try to build.

So now you have talked to people, and what they
really want is a bagel delivery robot for their office
building. Now comes the hard part. You have to ask
more questions. Do they want a bagel delivery robot
or a robot that delivers bagels (i.e., is the emphasis
on the bagel or the robot)? Does the robot just have
to deliver the bagels, or does it have to acquire them
also? Does the robot have to deliver the bagel to the
right place, or does the robot have to deposit the bagel
at that place? Are the bagels all the same (so any
bagel to any customer) or are their specific bagels for
specific customers? To what extent do the physical
characteristics of the bagels vary? What are acceptable
limits on the variations? How many bagels have to be
delivered how often over what area in order for this
solution to be acceptable? What capabilities would be
overkill?

Reality Good, Simulations Bad
Next comes the science part. Find a set of things you
can make the robot do (and/or modifications you can
do to the world) that will allow the system to accom-
plish what it is supposed to. Then build the robot and
test it. Why build the robot? Because this is supposed
to be science!! In science you perform experiments to
verify the theory and then compare the results to those
expected and try to come up with a new theory that
takes into account the differences. Not performing the
experiment because it will be difficult is not accept-
able. Not performing the experiment because it won’t
work (because the real world is too noisy, etc.) is just
absurd. Once you’ve done the experiment, do the ex-
periment again. Use raisin bagels instead of egg. Then
test it again, maybe with croissants. Will doughnut-
s work? What about jelly-filled or does it work with
chocolate jimmies? Once you find out what you can
reliably deliver, try varying the terrain. What hap-
pens at locked offices or where the door is shut? What
if the person to whom the bagel is being delivered is
on a diet and doesn’t want it, and runs away? If the
system works great, then test it till it breaks. Simu-
lations can give you some insight into what will work,
but only some insight. Simulations are useless in find-
ing out what will break the system. This is because
things that will break the system will break it because
you did not build the system to handle those situation-
s. If the situation is unexpected then the simulation
will probably give you no useful information (unless
the fidelity of the simulation is much greater than that
actually needed for what you expected (which it won’t
be)).

So now you have a system that does a not quite
passable version of bagel delivery. You’ve done scores
of tests to find where it breaks and where it work-
s. Now is the time to analyze why its performance

is not quite passable, what can be done to improve
it, and then implement the improvements, then repeat
the tests. If the improvements work, expand the tests
to find out where they break. Reevaluate the overall
system, and repeat the entire process. Eventually you
will have a system that really does something useful.
Perhaps even more important, you will have an under-
standing of what the actual bounds of functionality of
the system are. You will also have an organized step
by step series of tests that can be used to document
the whole process to other researchers. They can use
your data to evaluate the various parts of your system,
and use them as starting points for systems of their
own. Finally you should compare your system to the
null hypothesis. In pharmacology, this would be giving
some patients a placebo. In bagel delivery, this would
be comparing your system’s performance for the cus-
tomer to that of a dumb-waiter system. Simple stupid
things often work better than researchers really like.

The process outlined above is substantially different
from what currently goes on. The first major differ-
ence is that the end product is an end to end system,
rather than a subsystem. It is very difficult to evaluate
a subsystem in isolation - to give it realistic data to
respond to. Another advantage of this process is that
it demands that the system be tested, and tested more
than once. This is a radical departure from the cur-
rent state of things. Thirdly, this process encourages
appropriate use of technology. A scanning laser range
finder will not improve performance of a system where
an IR proximity detector will suffice, and in this pro-
cess it will be come painfully obvious when this is the
case. By simplifying technology where it can be sim-
plified and using complex, high powered technologies
only is needed, costs will come down, performance will
go up, and technology can be more focused, allowing
improvement. Finally, a serious semi-rigorous experi-
mental method applied to robotics will give the field an
air of respectability and rigor that will allow the field
to attract the researchers and research funding needed
to keep advances coming.
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