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Abstract

Mobile robotics research has spent much of its time
dealing with the workings of one robot at a time. Tech-
niques have been studied for a robot interacting with
its environment, with tools, and with humans. We are
currently exploring the possiblities of using multiple
robots to solve problems in a changing workspace by
having them work in parallel, and communicate when
necessary. The goal of this work is to create a founda-
tion theory which specifies, for a given task, the most
reliable, efficient and robust means of interaction be-
tween a number of robots. This means that the task
will be carried out regardless of robotic failures or com-
munication breakdown. We are currently working in
simulation on a system of Sun Sparcs, but our ideas
will eventually be tested on three Denning MRV robot-
s.

Introduction

The controversy between reactive control and hierar-
chical planning for mobile robot navigation has led to
the birth of many hybrid designs. [Arkin, 1989b] de-
scribes an architecture which combines the modularity
and speed of reactive control with the flexibility of a
programmable, goal-directed planner. We are using
this architecture to study a number of issues in mobile
robotics. One deals with how to incorporate multi-
ple sensors, whose individual contributions may vary
widely, in a way that makes the most of the informa-
tion available. [Murphy, 1990] introduces a sensor fu-
sion technique which captures the individuality of each
sensor output, and then combines them depending on
the intentions of the robot, the current environment,
and the robustness of each sensor. The main idea is
that the robot, at a given time, may need only a small
part of what the sensors have to offer, so processing
anything else is unnecessary.

The main issue we are addressing is how to use this
architecture and intelligent sensor control to design a
system made up of multiple robots. The motivation be-
hind multi-agent research is to tackle large-scale prob-
lems that are impractical to accomplish with only one
robot. Examples of tasks that would benefit from the

addition of this parallelization are the distribution of
materials on a shop floor, exploration of a large area,
and security checking in a warehouse.

Once we have decided to use a network of robots, we
need to look at how an individual’s behaviors affects
the group outcome. Must these robots communicate
in order to acheive a given goal? Perhaps they can get
the job done without interacting at all. But how much
more is gained by letting data flow between agents? In
what types of tasks is cooperation most useful? These
questions are currently being explored in simulation,
and a group of real robots will be introduced once we
have conclusive data.

Architecture

AuRA (Autonomous Robot Architecture) was de-
signed as a hybrid approach to autonomous robot nav-
igation. A robot’s behavior is broken into independent
schemas, which are each devoted to determining where
the robot should move, given information about its en-
vironment. A number of schemas run concurrently, de-
pending on the task domain, and each takes in the sen-
sory data it needs and provides its opinion about the
robot’s next move. The results of each active schema
are combined, depending on its relative influence, to
produce the final outcome. As an example, suppose a
robot needs to move to a specified location, and there
is a possiblity that objects are in its way. This would
mean that two schemas, one for avoiding obstacles and
one for moving towards a goal, need to be active. The
goal-oriented schema suggests that the robot move di-
rectly towards the location, while the avoid-obstacle
schema indicates a path going away from the obstacles.
If there are obstacles sufficiently close to the robot, the
avoid-obstacle schema will be weighted more strongly
than if none are visible. The schemas’ combined output
sets a course around the obstacle and in the direction
of the goal.

There are two classes of schemas: motor and percep-
tual. A motor schema retrieves the data it needs by
calling a perceptual schema. These consult the sensors,
process the data, and return relevant information. Per-
ceptual schemas act as the interface between the motor
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actions and the sensors.
Each perceptual schema is dedicated to finding a cer-

tain landmark or pattern in the image it receives. They
are used to provide the motor schemas with informa-
tion about relative position, location of other objects,
and identification of items in the scene.

Hardware
AuRA has been implemented on a set of Denning MRV
robots that use ultrasonics, shaft encoders, and black
and white CCD video cameras as input to the percep-
tual schemas. Each robot has a 68000 microprocessor
onboard, running an OS/9 interface to a Sun Sparc
IPC. Serial and video data is ported to the Sparc vi-
a RF datalinks, and visual images are dititized and
processed offboard.

Sensor Interface
To produce correct, efficient group behavior from our
robots, they need to be equipped with adequate sensor
capabilities. This means giving each robot enough re-
liable sensors to acquire a correct view of the world in
relation to its task domain. Each type of sensor pro-
vides a different view of the world. A motor schema
requires a certain type of data, and so must be linked
with the proper sensory output. For example, obstacle
detection is done entirely with ultrasonics, positioning
uses the shaft encoders in the wheel base, and target
identification can be accomplished by combining these
with data from the video camera.

Vision has proved to be one of the richest and yet
most unattainable source of information for a robot
about its environment. Visual images are complicat-
ed and inherently subject to change due to lighting,
focus, and camera settings. Extracting useful informa-
tion without modifying the environment, using current
techniques, is almost too consuming to run in real-
time, especially when used for robot navigation.

The solutions we use are based on the idea that a
robot does not need to process all possible data. By
determining what each schema needs from the sensors,
we can delimit their individual queries, but not take
away from the entire information potential of the im-
age. The schemas process the segments they need con-
currently.

Sometimes the data needed cannot be acquired from
an image as it stands. Perhaps there is too much
variance in picture quality, or there is a considerable
amount noise in the image, causing the schema to look
at too many possibilities or make mistakes. Then we
add simple cues to cut down the search space and pro-
cess time. For example, retro-reflective markers are
used for object location, identification, and relative po-
sition. This information can be extracted quickly from
one pass, since the tape spots show up brighter than
anything else in the image. Also, searching for a bright
spot is an easy task in a black and white image. Care-

fully constructed intensity thresholds can drastically
reduce the chance for errors.

Multiple Robots

Once the robots have the ability to sample the world
and acquire reliable data, we can begin looking at
how robots act as a group. AuRA has been used to
simulate multiple agents completing search-and-gather
tasks. Each robot is identical, but each runs its own
schemas depending on the state of the environmen-
t, and the state of the task completion. They avoid
each other, and aid one another by working towards
the same goal. This much can be acheived without the
robots realizing that others exist.

Now that we have robots completing tasks as a
group, we can add a new set of schemas to determine
the impact of interaction. Inter-robot communication
is simulated using shared memory, modeling a broad-
cast system. Each robot has a broadcast and a receive
schema. By adding certain forms of interaction, robots
tend to finish the task much faster. They can follow
each other when unable to find targets, and broadcast
when parts of the task are finished so that no one does
unnecessary work. The data that is passed is simply
the state, current location, or intentional location of
the robot. Different protocols are being tested by vary-
ing the amount and type of interaction. Initial results
indicate that much is gained by the addition of com-
munication, and that in many cases a minimal amount
of data is sufficient.

A communication protocol used for multi-agent work
should greatly increase the efficiency of the system, yet
not slow down processing to the point that it decreases
speed. Also, interaction should not be essential for
task completion. This way the job is guaranteed to be
finished regardless of communication breakdown. Just
as no robot should be dependent on another’s work, no
robot should depend on communication. Interaction
should be used as an aid, not a potential barrier.

Future Direction

Transporting the results from these simulations to the
real robots will require synchronous communication
links, and for the sake of robustness, minimal data
passage. Error checking and recovery will need to be
introduced as well.

The types of tasks we anticipate using these theories
of communication for include construction or assembly
work, fetching and delivering parts in factories, mate-
rials handling, space exploration, and military maneu-
vers.
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