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Abstract

We present an approach to building hlgh-level control
systems for robotics based on Bayesian decision theory.
We show how this approach provides a natural and
modular way of integrating sensing and planning. We
develop a simple solution for a particular problem as an
illustration. We examine the cost of using such a model
and consider the areas in which abstraction can reduce
this cost. We focus on one area, spatial abstraction,
and discuss the design issues that arise in choosing a
spatial abstraction. Finally, we discuss an abstraction
that we have used to solve problems involving robot
navigation, and give a detailed account of the mapping
from raw sensor data to the abstraction.

Introduction

In our previous work on planning and control, we have
adopted a decision-theoretic approach [0, 0]. This ap-
proach integrates sensor fusion, prediction, and sequen-
tial decision making, and involves encoding the under-
lying planning and control problem in terms of a com-
pact probabilistic model for which evaluation is well
understood. In this encoding, important aspects of the
problem, for example, sensor observations, positional
information, and actions, are considered in terms of
the spaces of possible observations, positions, actions,
etc. In this paper, we examine issues that arise in the
realization of such systems, and in particular we exam-
ine the role played by abstraction in such systems.

The decision-theoretic approach has a number of ad-
vantages which we will discuss, but for control prob-
lems like robot navigation, which have very large input
and output spaces, the evaluation of the model to de-
termine the best output can be computationally very
costly. We cannot simply ignore this cost; the reai-
world processes outside our control will not wait for the
robot to finish a lengthy computation. The solution to
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this problem lies in reducing the sizes of the spaces
that the decision model must evaluate using abstrac-
tions. The choice of abstractions is critical; a detailed
abstraction may not cut computation time sufficiently,
but an overly abstract model may eliminate important
distinctions about the world. Either of these situations
will result in poor performance.

Having chosen an abstract space for a particular as-
pect of the problem, there remains the problem of map-
ping the corresponding aspect of the real world to the
abstract space. Our solution to this particular prob-
lem serves both as an example of the general process of
choosing and realizing abstractions for high-level con-
trol systems, and as a useful solution in its own right.

Stochastic Decision Models

We have adopted Bayesian decision theory [0] as a
framework for designing high-level robotic control sys-
tems. This approach has a number of advantages [0].
However, it has specific problems that we have to deal
with. The most difficult concern representing the prob-
lem, obtaining the necessary statistics to quantify the
underlying decision model, and ensuring that the re-
sulting model can be evaluated in a reasonable amount
of time. As mentioned above, in building a decision
model for control purposes, all the aspects of the prob-
lem must be considered in terms of spaces of possi-
ble values. One approach is to make these spaces as
fine grained as possible. This simplifies the problem of
representation, but it will likely be impractical from a
computational standpoint. Further, obtaining the nec-
essary statistics to quantify the model becomes more
difficult as the size of the spaces increases, and this pro-
vides another incentive to choose more parsimonious
representations. In order to clarify these points, we
now briefly explain the framework we use, and intro-
duce a specific problem as an illustration.

We encode our decision models as a Bayesian net-
work8 [0]. A Bayesian network is a directed graph
G - (V, E). The vertices in V correspond to random
variables and are often called chance nodes. The edges
in E define the causal and informational dependencies
between the random variables. In the model described
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in this paper, chance nodes are discrete valued vari-
ables that encode states of knowledge about the world.
Let f2c denote the set of possible values (state space) of
the chance node C. There is a probability distribution
Pr(C=w,w 6 f~c) for each node. If the chance node
has no predecessors then this is its marginal probability
distribution; otherwise, it is a conditional probability
distribution dependent on the states of the immediate
predecessors of C in G.

The model described here involves a specialization
of Bayesian networks called temporal belief networks
[0]. Given a set of discrete variables, X, and a finite
ordered set of time points, T, we construct a set of
chance nodes, C : X x T, where each element of C
corresponds to the value of some particular z 6 X at
some t 6 7-. Let C~ correspond to the subset of C
restricted to t. The temporal belief networks discussed
in this paper are distinguished by the following Markov
property:

Pr(C, JC,_I, C,-2,...) = Pr(C, lC,-d.

These networks provide the basis for high-level
robotic control. Simply put, the idea is to consider
some nodes as evidence from sensors, some as robot
actions, and some as values of interest. Given sense
data, the distributions of the evidence nodes is fixed.
Then each possible action or sequence of actions is con-
sidered by fixing the action nodes and evaluating the
network to determine the resuiting distribution over
the nodes of interest. A value function from this dis-
tribution to the real numbers is used to determine the
value of the actions. In the next section, we illustrate
this idea by constructing the network and value func-
tion for a particular robot control problem.

Mobile Target Localization

The application that we have chosen to illustrate our
approach involves a mobile robot navigating and track-
ing moving targets in a cluttered hallway environment.
The robot is provided with sonar and rudimentary vi-
sion. The moving target could be a person or another
mobile robot. The robot’s task is to track the tar-
get, reporting its location in the coordinate system of
a global map. The environment consists of one floor of
an office building. The robot is supplied with a floor
plan of the office showing the position of permanent
walls and major pieces of furniture such as desks and
tables. Smaller pieces of furniture and other clutter
constitute obstacles the robot must detect and avoid.

We assume that there is error in the robot’s move-
ment requiring it to continually estimate its position
with respect to the floor plan so as not to get lost; we
refer to this as the localizatioa problem. Localization
and tracking are frequently at odds with one another.
A particular localization strategy may reduce position
errors while making tracking difficult, or improve track-
ing while losing registration with the global map.

%
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Figure 1: Probabilistic model for the MTL problem

A Model for MTL

We now provide a decision model for the MTL problem.
To specify the model, we quantize the space in which
the robot and its target are embedded. We begin with
a set of locations £: corresponding to the regions that
are used to encode the location of both the robot and
its target. Our decision model includes two variables
ST and Sa, where ST represents the location of the tar-
get and ranges over £, and Sa represents the location
and orientation of the robot and ranges over an ex-
tension of £ including orientation information specific
to each type of location. For any particular instance
of the MTL problem, we assume that a geometric de-
scription of the environment is provided in the form of
a CAD model. Given this geometric description and a
model for the robot’s sensors, we generate £ and the
spaces for Sa, and ST according to some representation
scheme. We will say more about this process and about
representation in general in the next two sections.

Let Sa and ST be variables ranging over the possible
locations of the robot and the target respectively. Let
Aa be a variable ranging over the actions available to
the robot. At any given point in time, the robot can
make observations regarding its position with respect
to nearby walls and corners and the target’s position
with respect to the robot. Let OR and OT be vari-
ables ranging over these observations with respect to
the robot’s surroundings and the target’s relative loca-
tion. These five aspects of the problem are all that are
needed to construct a model for the MTL problem.

Figure 1 shows a temporal belief network for X =
{SR, ST,Aa, Oa, OT} and T = {Tz, T2,Ta, T4}. To
quantify the model shown in Figure 1, we have to pro-
vide distributions for each of the variables in X x T.
We assume that the model does not depend on time,
and, hence, we need only provide one probability dis-
tribution for each z 6 X. For instance, the conditional
probability distribution for ST,

Pr((ST, *)l(Sr, * -- 1), (OT,*), <Sa,*)),
is the same for any g 6 7-. The numbers for the proba-
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bility distributions can be obtained by experimentation
without regard to any particular global map.

The actions of the robot at past time points and
the observations of the robot at past and present time
points serve as evidence to provide conditioning events
for computing a posterior distribution. As new actions
are initiated and observations made, the appropriate
nodes are instantiated as conditioning nodes, and all
the evidence is shifted left by one time point.

For evaluation purposes, we employ a value function
V which reflects how much uncertainty there is in the
expected location for the target. For instance, if the
distribution for/ST, t) is strongly weighted toward one
possible location in ~sT, then V will be close to zero.
The more places the target could be and the further
their relative distance, the more negative V. Evalua-
tion is over sequences of actions, and the first action
of the highest-valued sequence is performed. The best
sequence to pursue is reevaluated every time that an
action terminates. The details of computing the value
function can be found in [0].

The main drawback of the approach is that, while
the model is quite compact, the computational costs
involved in evaluating the model can easily get out of
hand. The complexity of evaluation for a given network
is dependent on the sizes of the spaces f2sa, f2sT, f2oR,
f~o~. and f~A; in order to make the computation feasible
in a changing environment, these spaces must be kept
small by using abstractions.

The approach described in this section allows us to
integrate prediction, observation, and control in a sin-
gle model. It also allows us to handle uncertainty in
sensing, movement, and modeling. Behavioral proper-
ties emerge as a consequence of the probabilistic model
and the value function provided, not as a consequence
of explicitly programming specific behaviors.

Sensor Abstraction

As we pointed out in the previous section, in order for
the kind of decision model we have chosen to be able
to evaluate its network in an amount of time conso-
nant with real-time behaviour, the size of the space of
observations, f~oa, must be small. Since the hardware
readings typically cover a large space, it is necessary
to provide a mapping from the real sensor space to the
observation space. We use the term abstract sensor to
refer to the module which provides this value; the jus-
tification for the term is that from the point of view
of the decision model, this module behaves exactly like
a sensor: it provides a reading which is a function of
the current state of the environment. We use the term
abstract sensor reading to refer to the result of apply-
ing the mapping to a real reading, and abstract sensor
space for the set of possible abstract sensor readings.

A few points concerning abstract sensors are worth
mentioning. An abstract sensor often just provides a
simplified version of the data supplied by a real sensor.
However, this need not be the case. For example, an

abstract sensor might integrate the data from several
real sensors to provide information such as the distance
to the nearest moving object. Also, abstract sensors
are typically defined in terms of what their readings
represent, not in terms of the real sensor upon which
they are built.

Mappings between sensor spaces

An abstract sensor, as defined above, consists of a real
sensor and a mapping from the space of readings given
by that sensor to the space of readings the abstract
sensor is to provide.

Let f2r be the space of real sensor readings, and ~
be the space of abstract sensor readings. The mapping
A : f2r --~ f2~ provides an abstraction of the real sensor
readings.

Typically f2~ is effectively a subset of !~’~ while f2a is a
small discrete space. A is then a partitioning of n-space
into a small number of polytopes. The mapping A may
be a deterministic mapping or it may be a probabilistic
mapping, which provides, for each value in the domain,
a probability distribution over the range.

Determining mappings

In general, there are two ways of determining the map-
ping from f2, to f~. The first is to use experimentation.
A statistically large sample of readings is taken, in con-
ditions approximating as closely as possible those in
which the system will be operating. For each reading,
an oracle provides the abstract sensor reading which is
desired in this situation. The results from these read-
ings are used to provide a probability distribution over
f2~ for each real sensor reading.

The readings obtained by such an experimental map-
ping can be extended by incorporating readings ob-
tained during execution of the system. This would im-
bue the system with some degree of adaptability, and
would tend to iron out differences between the sample
set originally used and the actual readings encountered
during execution.

The second technique that can be used to determine
a mapping is to use knowledge about the system. For
example, in the problem presented above, if a highly
accurate 360 degree laser range-finder is used, it is quite
probable that a simple heuristic could be used to de-
termine the type of junction directly from the data,
for example by examining the angles of the axes of the
largest lobes on the resulting curve.

Typically, the experimental approach provides a
probabilistic mapping from f2, to f2~, whereas the
heuristic approach provides a deterministic mapping.

In general, both of these techniques pose problems.
The problem with the experimental approach is that
the sensor space is typically very large; a statistically
significant sample translates to a large number of read-
ings. For each of these readings, an oracle must supply
the correct value for the abstract sensor. Since fre-
quently the only reliable oracle is a human, this ap-
proach is often too time-consuming to be practical.
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There are two problems with using the heuristic ap-
proach to determine a mapping from f~r to f~=. The
first is that the required domain knowledge is not al-
ways available. Sensors are often complex and the
mapping may be unintuitive. Secondly, determining
the mapping is expensive in terms of a valuable re-
source: a human expert. The mapping may need to
be changed every time the environment changes; for
example, moving to an environment which is similar
but where the types of surfaces are different may influ-
ence the mapping needed for sonar sensors. It is not
practical to expend a large amount of expert time to
determine a mapping which is specific to a particular
problem in a particular environment.

Intermediate abstract sensors
We address the problems discussed in the previous sec-
tion by creating one or more intermediate abstract sen-
sors. An intermediate abstract sensor is simply an ab-
stract sensor at a lower level of abstraction than that
used by the decision model.

In the case where there is a single intermediate ab-
stract sensor, we shall term the space of readings f~i.
If there are several intermediate sensors, we shall index
them 12il, f~i2, ¯ .., with the understanding that a lower
index means a less abstract sensor.

With the addition of one intermediate abstract sen-
sor, the problem of determining a mapping from f~, to
12a is reduced to determining two simpler mappings:
from f~ to f~i, and from f~i to f~. Typically, the in-
termediate representation is chosen so that one of these
two mappings is very simple, and the other is less com-
plicated than the original mapping from f~ to f~=.

Developing mappings

Three questions must be aztdressed in the context of de-
veloping mappings from real sensor spaces to abstract
sensor spaces. The first is what kind of abstract sensor
to use. The second is whether an intermediate abstract
sensor is helpful. The third is where on the spectrum
between the real and the abstract sensor the interme-
diate sensor should lie. Below we describe some of the
tradeoffs involved in making these decisions.

In choosing an abstract sensor, several factors must
be taken into consideration. The characteristics of the
sensors, the class of tasks to be performed, and the
class of actions that can be executed are some of the
factors. We present some general considerations here,
and we describe the implications of these factors in
terms of a particular abstract sensor in section .

The purpose of the abstraction is to guide the choice
of an action, so the abstract sensor space should not
have different areas from which the same action is al-
ways chosen. This point has repercussions for deciding
what kinds of actions to allow; the granularity of the
abstraction will need to increase as the complexity of
the actions decreases. That is, the amount of informa-
tion captured by the abstraction must increase. The
reason for this is that fewer decisions are being made

by the action modules, so more must be made by the
decision model, and therefore the decision model needs
more information about current situation. The size of
the abstract sensor space must be sufficiently small for
the decision model to be able to make choices in a rea-
sonable amount of time; in general it is wise to make
the actions fairly complex, so the sensor representation
can be fairly coarse.

However, there are also disadvantages to keeping the
abstract sensor space small. The first is that determin-
ing the mapping from real to abstract sensor spaces will
normally be more difficult if the space is small. The
second is that since the decision model is being pro-
vided with less information, it will not be able to make
decisions that are as informed.

In some cases, the real sensors and the abstract sen-
sors may have some obvious relationship which can be
exploited. For example, to create an abstract sensor
which will indicate whether a collision is imminent from
sonars, a simple heuristic could be used (e.g. is the
shortest reading less than some threshold?) In this case
there is little need for an intermediate sensor. However,
often there is no such obvious heuristic.

If the size of the sensor space is not too large, it may
be feasible to determine the mapping experimentally,
with no intermediate sensor. However, it should be re-
membered that a change in environment or the partic-
ular sensors used may well entirely invalidate these ex-
periments. Often an intermediate abstract sensor will
provide a half-way point, and such changes will only
invalidate half of the work. We find that intermediate
sensors are most frequently useful when they divide a
mapping into two, one heuristic and one experimental.

Example: Abstract sensors for MTL

In this section, we examine the result of applying the
above concepts to a particular problem, the biobile
Target Localization (MTL) problem described in sec-
tion . In particular, we are interested in the self-
localization portion of this problem, that is in deter-
mining the position of the robot with respect to the
map of the world which it has.

Elements of a solution

We first discuss the decisions which were made which
influenced the abstractions indirectly.

The sensing hardware available was fixed by our de-
cision to use what we had available, rather than cre-
ating or purchasing hardware to solve the problem.
The sensors used for this portion of the problem were
8 sonar transducers, configured in pairs pointing for-
ward, backward, and to each side of the robot. Each
sonar gave a reading in millimeters, between 30 and
5999; 5999 meaning 6m or more. Figure 2 shows one set
of readings obtained from this configuration of sonars
on entering a T-junction.

The real sensor space was therefore the 8-
dimensional discrete space G, : [30, 5999]s.
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Figure 2: Sonar data entering a T junction
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Figure 3: Tessellation of corridor layout

The choice of spatial representation was influenced
by the actions we expected to have available, the sen-
sors, and the task at hand. These considerations led
us [0] to divide the world into tiles corresponding to
corridors and junctions. Figure 3 shows a portion of
the world tessellated according to this scheme.

The choice of actions we assumed to be available
to the robot was governed by previous experience in
trying to build simple reliable controllers to guide the
robot down corridors, around corners, etc. The trade-
offs were between the complexity of the actions and
the complexity of the decision model. The more that
was done by the actions, the less needed to be done
by the model. However, we didn’t want overly compli-
cated actions since the model was the only part of the
system paying attention to any global goal, and spend-
ing large amounts of time on subgoals can be counter-
productive. The choice of actions was also tightly con-
nected to the choice of spatial representation, discussed
below; given a spatial representation which tesselates
the world, the purpose of the actions was to take the
robot from one tile to the next. We therefore created
controllers which could, while avoiding obstacles, move
down corridors and turn corners, when told what kind
of junction they were moving through.

Choosing the abstract sensor

The choice of abstract sensor was induced directly by
the spatial representation we chose; we wanted a sensor
to tell us what kind of tile we were in. UltimatelyI the
decision model needed to be provided with enough in-
formation to determine which tile in its map the robot

was in. Computational restrictions limited the abstract
sensor space to a size of at most 30.

Clearly there would be several actual tiles which
would have very similar hardware sensor readings: for
example, most T-junctions would look fairly similar.
However, the decision model was constructed in such a
way that previous values of the random variable spec-
ifying the spatial location was available to help de-
termine this, so that disambiguation could be done
through knowledge of earlier states. Specifying loca-
tion within a tile was not useful, as the decision model
had no way of using such information. Therefore the
abstract sensor space, f~a needed only to specify the
type of tile (e.g. T-junction, L-junction, corridor etc.)
the robot was in.

Constructing an abstract mapping

Once the abstract sensor was determined, wc needed to
construct a mapping from fir to fta. Our first approach
was just to construct a heuristic mapping; once this
was done wc discovered problems with this approach,
and made a second attempt using a combination of
heuristic and experimental mappings.

We took distance readings from each sonar trans-
ducer, and thresholded the values at about i meter.
Anything above the threshold was "long," anything
below was "short." The readings along each side were
then combined by voting, with ties going to "long."
In this way, the data from the sonar was reduced to
4 bits. Determining the junction type from these four
bits was done in the obvious manner: short sides and
long front and back means corridor, long everywhere
but short left means T-junction, etc.

The abstract sensor readings obtained by this heuris-
tic were fairly good as long as the robot remained
aligned with the walls, but imperfections in the envi-
ronment (differences between the ideal and real worlds)
such as door-jams, wall plugs, etc. gave spurious read-
ings. Some mechanism was necessary to take into ac-
count the fact that a certain reading usually meant a
T-junction, but occasionally could mean an L-junction.
Also, our heuristic was a rather off-hand one. It hap-
pened to work fairly well in this environment, but we
had no expectations about how it would work in a dif-
ferent environment or with different sensors.

It seemed unlikely that we would be able to develop
heuristics to cover this kind of problem, so we opted to
determine at least part of the mapping experimentally.
Also, it was clearly infeasible to perform experiments
to use a purely experimental mapping, since the space
of possible sonar readings was very large.

Our next step was to try to develop an intermedi-
ate abstract sensor which would reduce the size of the
problem to a manageable level for experiments to be
performed. Closer examination of the sonar readings
led us to believe that each reading could be broken into
one of three categories: short, meaning that there re-
ally was an obstacle close by, medium, meaning there

159

From: AAAI Technical Report FS-92-03. Copyright © 1992, AAAI (www.aaai.org). All rights reserved. 



might be a spurious reflection, and long, meaning there
probably was no obstacle. We therefore created an in-
termediate abstract sensor with 8 readings, each one of
"short", "medium" or "long". The sensor space for this
sensor was only of size 410 (four degrees of rotational
symmetry and two reflexive.)

Using the previously developed (though somewhat
flaky) heuristic model, we ran the robot around the
corridors, gathering sonar data and the beliefs of the
heuristic model about the type of junction (or corridor)
the robot was in. This was performed under close su-
pervision, and we changed any incorrect beliefs about
junction types as the data was gathered. Using various
symmetries we were able to expand the data consider-
ably.

In order to test our beliefs about the generality of
this procedure, we then ran the robot through the
training area, comparing the result of the abstraction
mapping with the true junction type. We also repeated
the process in various other location of the bulding,
with different local "imperfections", and in some cases
different wall materials.

In the training area, the success rate was very high;
the true junction type was almost always predicted
with a probability of over 90%. When run in a dif-
ferent area entirely, the results were very similar to
those in the training area, although the wall materials
and corridor layout were quite different.

Conclusions

Using probabilistic decision models for control provides
a number of advantages and also presents a number of
challenges. The careful development of abstractions is
an important part of the construction of a model for
decision-theoretic control.

Using statistically gathered information to deter-
mine probabilistic mappings between these abstrac-
tions seems to be a major advantage over purely heuris-
tic mappings when used for noisy sensors like sonar.
The experimental results obtained so far lead us to be-
lieve that not only is this approach practical for this
particular problem in this particular environment, but
that it lends itself to changes of environment or differ-
ent tasks with fairly small amounts of work.
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