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Abstract

This paper describes a principled method for
weighing evidence from various sources in or-
der to identify the referent of a description
that is not guaranteed to be correct. We
adopt assumptions consistent with Gricean
maxims of conversation, thereby mapping the
problem into a simple Bayesian framework
that allows us model the behavior of the
speaker. This framework has been shown to
give us the advantage of being able to sys-
tematically incorporate evidence from various
knowledge that a listener may acquire during
conversation. In particular, knowledge about
speaker’s beliefs and knowledge about focus
are shown to be easily incorporated. Guide-
lines for handling other kinds of evidence are
also provided.

Introduction.

In ordinary conversation, logically proper names are
not available for every possible object that a speaker
may want to refer to. Therefore, the speaker often
needs to use a description to refer to an object. In
doing so, the speaker may construct a description that
matches his own beliefs about the object, presupposing
that the listener has the same or very similar beliefs.

This paper describes a Bayesian framework for iden-
tifying the referents of natural language definite de-
scriptions. The framework allows one, during the ref-
erence identification process, to systematically use evi-
dence from knowledge sources that are available to the
listener during a conversation.

We have implemented and tested a reference identi-
fication module [2] which processes descriptions that
may not match the intended referent exactly. The
module’s design is based on the theory that compo-
nents of a description, even if not entirely accurate,
usually convey useful information about the identity of
the object being referred to. The evidence contained
in these components can be combined using a Bayesian
framework in contrast to a heuristic framework [6].

The Bayesian framework allows one to start with a
model of the speaker’s behavior and reason against the
flow of causality [5,4] to get from the observed descrip-
tion to the object being referred to.

The Basic Framework.

A misleading property of logics of belief is that as far as
the logic is concerned, there is no relationship between
an agent’s beliefs and the facts that are true in the
world. If an agent believes a proposition q, then that
belief imposes no constraint whatsoever on whether q
is true or false.

In actual fact, an agent’s belief of q and the truth of q
are not independent events. A speaker’s belief set may
contain inaccuracies. Nonetheless, if a speaker forms a
description relative to his beliefs about an object (i.e.,
the speaker’s intended referent), then the description
is likely to describe the intended referent with a high
degree of accuracy.

Since the properties of an object and beliefs about
the properties of that object are causally related, a
speaker’s belief acquisition process can be modeled by
conditional probability statements. Using such primi-
tive conditional probability statements, plus other in-
formation, one can estimate probabilities of the form
"the probability that a certain object is being referred
to, given that such and such description is used."

We make simplifying assumptions about the behav-
ior of the speaker. These assumptions are grounded in
Grice’s maxims of conversation [7].

AI: If a speaker uses a description referentially, then
the description is consistent with the beliefs of
the speaker. This assumption derives from Grice’s
maxim of quality. The speaker says only what he
believes is true.

A2: If a speaker uses a description referentially, then
the description is unique relative to the speaker’s
viewpoint. This assumption derives from Grice’s
maxim of quantity. The description should be as
informative as necessary.

A3: The speaker uses, in a description, independently
acquired knowledge. Therefore all elements of a
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description supply independent evidence. This as-
sumption is related to Grice’s maxim of manner.

We make these assumptions, not in the sense that the
speaker never violates the Gricean maxims, but in the
sense that the speaker does not intentionally violate
the maxims.

Domain of Discourse. Assume that there are m
objects in a shared domain of discourse for the speaker
and hearer. By shared, we mean that it is implic-
itly common knowledge to the speaker and hearer that
these are exactly the objects that the speaker may re-
fer to. Furthermore, neither the speaker nor the hearer
have any confusion about the identity of the objects
[10]. We shall notate the objects oi for i = 1,m. To
say that an object oi has some property Pi, we will
write

p~(od.
Referring and Belief. Suppose the speaker, s,
refers to an object by using a description, d, which has
n properties where d = ~px(x) ^...Apn(x). By 
we know that the speaker believes there is an object
which has properties pl,p~,... ,pn. By A2, this object
is the only object that the speaker believes has proper-
ties corresponding to the predicates Pl,P2,...,Pn. In
short, when the speaker uses d, the hearer knows that
there is an object oi that the speaker believes is uniquely
described by d. We will write this using the notation

3xB,, ae d, (1)
where B is a belief operator (subscripted by the be-
liever) and udes is a two-place predicate which is true
if d uniquely describes z.

Hypothesis Space. Since the speaker intends d to
have exactly one referent, the set of hypotheses that
each object, o~, in the domain is the speaker’s intended
referent forms a partition of m mutually exclusive and
exhaustive hypotheses. The reference identification
problem can then be framed as identifying the object
oi such that the probability Pi, as defined below, is
greatest.

Pi - P(s refers to oi 13xB, udes(d,x) (2

Pi is the probability that the speaker refers to oi given
that there is an object which the speaker believes d
uniquely describes. We shall call Pi the posterior ref-
erence probability for object oi. Using Bayes’s rule [11],
we can rewrite this as:

Pi - a P(s refers to oi)

P( 3xBs udes(d, x) l refers to oi) (3)

where a normalizes y~ Pi to 1. The first probability,
the prior, represents the likelihood that oi will be ref-
ered to in the absence of evidence provided by d. The
second probability (the conditional) can be estimated

by using a model of the belief state of the speaker.
For the moment, let us assume that all objects in the
domain have the same prior probabilities. Define

Pal, ---- P(s believes d describes oi) (4)
Since the speaker believes ol uniquely satisfies d if and
only if the speaker believes that oi satisfies d and does
not believe other objects do, equation 3 can be approx-
imated by equation 5.

Pi ~ a’ P(s refers to oi) Pa, H(1 - Paj)
j¢i

By independence assumption A3, it follows that

Pd, = fl P(B, pj(ol)).
j=l

The remaining problem is to determine the values of
each P(B, pj (o,)).

Knowledge Sources.

Let us place the discussion in the context of a com-
puter system that is attempting to identify the refer-
ents of definite descriptions. Given some proposition q,
the system may need to estimate the probability that
the speaker believes the proposition. We have used
an architecture which estimates this probability from
three sources: knowledge about the domain Ka, knowl-
edge about the speaker’s beliefs Ks, and probabilistic
knowledge about the speaker’s accuracy of beliefs Kv.
These sources take the form of three separate knowl-
edge bases.

System’s Model of the Domain. Ka is the sys-
tem’s, or listener’s, model of the domain of discourse.
This model contains knowledge about the properties of
the objects in the domain. We assume Kd is exhaustive
in the sense that the listener can incrementally update
Ka when necessary by visually examining the proper-
ties of the domain objects to acquire any knowledge
needed to compare them with the description. Ka is
also assumed to contain accurate knowledge. We as-
sume that the listener does not have inaccurate beliefs
about the domain of discourse.

System’s Model of the Speaker. Let the symbol
Sm stand for the speaker’s model of the domain of
discourse. The system’s knowledge about Sm is par-
titioned into Ks and Kv. Ks can be thought of as
a belief space or partial speaker model that contains
information about the speaker’s beliefs. Ks is not ex-
haustive. Furthermore, K, contains only positive and
negative literals thus encoding statements of the form
Bsq or Bs’-,q. Ks describes only those beliefs that the
listener (computer) is certain that the speaker has. 
is incrementally updated as a function of the properties
contained in descriptions which the speaker has gener-
ated and referents that have been identified. This is
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based on assumption A1 which states that the speaker
only says what the speaker believes to be true.

Probabilistieally Modeling the Speaker. S~ is
the speaker’s model of d, but model may contain inac-
curacies. In other words, the speaker’s process of ac-
quiring beliefs (i.e., Sd) is not entirely reliable. As 
assumed, this process is non-deterministic and shows
a probabilistic pattern. This probabilistic pattern is
modeled by Kp. Ifp models the reliability of the
speaker’s process of acquiring beliefs by maintaining
assertions about conditional probabilities of the form
P(Bspk(z) ]pj(x)) = <value>.

The complexity of Kp in part depends on the ontol-
ogy of properties and predicates. The complexity of
Iip also determines the complexity of the probabilistic
inferences we can and should make. The ontological
assumptions we shall shortly introduce have been mo-
tivated by the following factors: keep the complexity
of Ifp (therefore of the computational structure) man-
ageable, while not sacrificing the ability to model the
essential causal structures in the domain.

If every property pj affected the belief of property
p~, where pl,p2,... ,p, are properties used for the do-
main of application at hand, then Kp should contain
on the order of n~ assertions of conditional probability.
If that were the case, not only would it be impractical
to scale up to an unrestricted domain, but it would
be difficult to maintain consistency of the probabilistic
inference process because many different conditional
probability statements in Kp could be used in estimat-
ing a probability, resulting in conflicting estimations of
the probability for the same event.

Fortunately, there is independence across some types
of properties and not all n~ assertions are necessary for
our purposes. For instance, whether a speaker believes
that some object, such as a certain card, is red depends
a great deal on the actual color of the card. However,
this belief is likely to be independent of the shape of
the card.

Some taxonomic categories often provide default in-
formation about properties. For instance, fire engines
are usually red and limousines are usually black. Sup-
pose 90% of all limousines are black, and less than 90%
of arbitrary entities (say, 10~) are black. Then nor-
mally around 90% of all limousines that the speaker
knows of will be black. Consequently then, given an
arbitrary limousine, it is likely that the speaker will
believe that it is black. This means

P(B, black(z)) # P(B, black(z)llimo(x)).

That is, there is conditional dependency between an
agent’s belief of color properties and the truth of cat-
egory properties. However, this dependency doesn’t
model the speaker’s process of belief acquisition (i.e.,
color perception) in a fashion that is relevant to our
problem. The reason is as follows. For various reasons,
the speaker is unlikely to include default information in

a description. First, if the speaker used default knowl-
edge to infer that a particular limousine is probably
black, the speaker is not certain about the color. Since
the description is intended to allow the listener to iden-
tify the entity, this uncertain belief is unlikely to be
used. Further, default knowledge is normally common
knowledge. Therefore providing default knowledge is
telling the listener what he already knows. This is a
violation of Grice’s maxim of manner, and also our
assumption A3. Therefore if the speaker used a de-
scription "the black limo," then we can assume that
the speaker actually obtained the color information by
a separate process (e.g., by seeing that the color is
black), not by the default knowledge that most limos
are black.

We start with the following ontology. Let P =
{Pl,P2,...,P,) be the set of predicate symbols.
decomposes into exhaustive and exclusive subsets
(~1,(I~2,..., (I>k. Namely, ¢i nCj = ¢, and Ui¢~i ~- ~O.
Intuitively, each subset ¢i is a set of properties of the
same type, such as colors. We make the following as-
sumptions.

II: B,p(z) is conditionally dependent on q(z) ifp and
q are elements of the same ~i for some i. In-
tuitively, this assumption states that colors deter-
mine beliefs about colors, shapes determine beliefs
of shapes, and so forth. Note that this condition
is "if" but not "if and only if." This means that
we do not rule out the possibility that conditional
dependency may exist across different sets.

I2: If B,p(z) is conditionally dependent both on ql(x)
and on q2(z), such that p 6 ¢i, ql 6 ¢i, q2 ~ ~i,
then B,p(z) is conditionally independent of q2(x)
given ql(z). That is, P(Bsp(z)lql(x),q2(z)) 
P(B,p(x)lq~(z)). Intuitively, this assumption
states that properties in the same set have a
stronger causal relationship than properties in dif-
ferent sets.

I3: Each entity e in the domain has exactly one prop-
erty p 6 ¢i for each i. This means that properties
in each class ~i are exclusive and exhaustive.

Assumptions I2 and I3 suggest that if p and q are in
different subsets, conditional probabilities of the form
P(B~p(z)lq(z)) are unnecessary. For instance, in the
limo example, actual color of the limo gives us more
certain evidence than the category. Since we assume
exhaustive knowledge about the domain, the system
(listener) knows of the actual color, therefore there 
no chance of the assertion "P(B, black(z)]limo(z)) 
v" being used if it resides in Kp. Therefore the knowl-
edge base Kp contains all and only those probability as-
sertions of the form P(Bsp(z)lq(z)) such that p, q 6 ~i,
for some i.

General Model to Evaluate Probabilities. The
general model then is:

P(Bsq I Ks, Ks, Kp).
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In other words, we estimate the probability that s
believes q from some subset of the three knowledge
sources. We shall denote the collective set of three
sources by the symbol K.

Expression 6 shows the framework for estimating
these probabilities. The first two conditions deal with
the cases where beliefs of the speaker are explicitly
known. The last case deals with the situation where
the probability of belief must be estimated from do-
main knowledge.

1, ifq E Ks;
P(Bsq ]g) = 0, if-~q e K,; (6)

P(B,q ] Kd, Kp), otherwise.

Kd and I(p can be dropped from the first two con-
ditions. This is because P(A [ A,B) = 1 and
P(A I ~A, B) = O. In other words, event A is already
known to either have happened, or not have happened,
with certainty. Ks can be dropped from the last condi-
tion. If K, does not contain relevant knowledge, that
is, we do not know for certain whether s believes q,
then Ks is independent.

We estimate P( B,q [ Kd, Kp ) as follows. In Kd, only
the properties of the object oi are considered relevant
in estimating, the probability pj (oi). Denote this subset
of Kd by K~. In Kp, only statements of conditional
probabilities of the form "P(B,pj(x)[q(z)) are
relevant in estimating pj(oi), where pj and q are in the
same (I)t for some I. Denote this subset of Kp by Kg.
The estimation procedure is then as follows:

EPI:
Given K~ and K~.find

q st q(oi) ¯ K~ and P(B, pj(x)]q(x)) = v 
then infer

P(B, pj (oi)) -- v.

Incorporating Focus.
We have assumed that the speaker uses a description
which he believes is unique for the entire domain of
discourse. We now try to relax this. According to
assumption A2, the speaker will not intentionally use
an ambiguous description. However in actual conversa-
tion, the uniqueness is not relative to the entire domain
of discourse, but relative to a smaller, contextually de-
termined, set of objects. The speaker presupposes that
he and the listener are focusing on the same objects.
We can, then, modify A2 as follows.

A2’: If a speaker uses a description referentially, then
the description is unique relative to the speaker’s
focus.

We shall now incorporate focus information into our
framework, assuming that a fairly reliable focus detec-
tion mechanism is already available. We also assume
that the focus information is given as a set of objects,
along with the probability that each object will be in
the speaker focus (focus probabilities, henceforth).

The probability of the event "oi is in the speaker fo-
cus and the speaker believes oi satisfies d" is expressed
below.

P(foc(o,)) Pd, 
foc is a one-place predicate which is true if oi is in the
speaker focus. The same way we derived equation 5,
equation 8 follows, replacing Pd, by P(foc(oi))Pd,.

Pi ,~ otRi P(foc(oi)) H(1 -- P(fo c(oj))Pdi)
j#i

= a’Ri P(foc(oi))Pd, (8)
(1 - P(foc(oi))Pd,)

a and a~ are normalizing constants, and the Ri are the
prior probabilities which, for the moment, are assumed
to be constant.

Although theoretically we can assign different focus
probabilities for each object, we use only three levels
of focus probabilities. We partition the entire domain
of discourse into three sets, and each object is assigned
the probability associated with the set the object be-
longs in. We shall call these sets the primary, sec-
ondary, and tertiary partition, respectively.

This partitioning seems to be particularly intuitive
in a task-oriented paradigm. For instance, suppose the
speaker is telling the hearer about how to assemble
a carburator. It would be unlikely that the speaker
will refer to a dishwasher part, without informing the
hearer that he switched the topic of discussion. Such
an object will be in the tertiary partition. On the
other hand, all carburator parts are very likely to be
in the speaker focus. Those will be in the primary
partition. Things in the garage, such as parts of the
vehicle, are also likely to be referred to, if not as likely
as carburator parts. Those will be in the secondary
partition.

Instead of exhaustively examining all objects, we
first determine the Pi’s for each object in the primary
partition. Next, we determine the maximum possi-
ble Pi for any other object in the secondary partition,
without actually calculating Pi’s. Roughly, this is the
Pi for an (hypothetical) object in the secondary fo-
cus that exactly matches the description. Let us call
this the upper bound for the secondary partition. We
examine the objects in the secondary partition only
when the posterior probability for the best candidate
in the primary partition is less than the upper bound
for the secondary partition. The tertiary partition is
examined in the same fashion, that is, by comparing
the best candidate in the union of the primary and
the secondary partition and the upper bound for the
tertiary partition.

Evidence from Other Sources.
This section discusses how to incorporate evidence
from other knowledge sources such as those identified
by Goodman [6] and Appelt [1]. Instead of examining
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properties of such sources in detail, we only discuss
the issue of how to incorporate such evidence into our
framework. We classify evidence from various sources
into two groups. The first group consists of evidence
that is independent of the description at hand. The
second consists of evidence that interacts with partic-
ular components of the given description.

Evidence that is Independent of the Descrip-
tion. We often obtain information about the identity
of the referent from outside the description itself. Fur-
ther, this information might not be directly related to
the description. For instance, we may have prior infor-
mation about the speaker’s likely plans or goals. Sup-
pose the speaker said, "pass me the red thing," where
there are two cups in the domain of discourse, a red one
that is empty and a maroon cup containing coffee. Fur-
ther suppose there is information about the speaker’s
plan, say, that the speaker intends to either have a cup
of coffee or wash the dishes, with probabilities .8 and
.2, respectively. This information is independent of the
description. Prior to considering the color information
in the description, we would reason that the cup which
contains the coffee (the maroon cup) is four times more
likely to be referred to than the empty cup is. In other
words, the prior probabilities of referring to the ma-
roon cup versus the red cup are in the ratio 8:2. As
long as such independent evidence can be represented
in terms of probability, we can simply encode it as the
prior probability. In particular, one might use the out-
put of a plan recognition module to adjust the prior
probabilities in the reference identification module.

Description-related Evidence Some information
is not totally independent of the description, but
strengthens or weakens part of the evidence given by
the description. For example, if the speaker describes
something as red, then we have evidence that supports
the hypothesis that a red thing is the referent. The
same color, if described as "probably red," will give the
same evidence, but weaker. "Definitely red" will give
stronger evidence. We now discuss how to incorporate
such additional information into our framework. We
shall assume that the additional evidence is presented
as the probability of correctness of a certain property
in the description. For instance, "definitely" may in-
dicate that the property will be correct with a 98%
chance, "probably" may indicate that the the prop-
erty will only have a 65% chance of being correct, and
so forth.

Response Generation Strategies.

Responses are given depending on the values of the
posterior reference probabilities. The outcome will in-
dicate one of the four following situations: 1) the ref-
erent is clear; 2) the best candidate is clear, but the
posterior reference probability of this candidate is low
enough to leave doubt about whether it is the speaker’s
intended referent; 3) the referent may not be in the fo-

cus, and; 4) the referent is almost sure to be one of the
two best candidates.

Type 1: Success. If the posterior reference proba-
bility of the best candidate is greater than a threshold
(in our implementation .9 is used), then that candi-
date is declared as the referent. Normally this hap-
pens when the best candidate is the only one that fits
the description. The module also asserts into K~ the
speaker’s beliefs that are implicit in the description,
and notifies the speaker of any incorrect beliefs.

Type 2: UncertAin Winner. Even if the best can-
didate is clear, the probability can be too low to con-
clude that it is indeed the referent. This can happen,
for instance, when no object fits the description ex-
actly. In that case, the system picks a property ¢ of
the best candidate such that ¢ is not in the descrip-
tion and asks the user if the referent has property ¢.
If confirmed, it re-calculates the probability to see if
the new probability is sufficiently high. If denied, it
declares a failure.

Type 3: No Referent. If the size of the tertiary
partition is too big, it is not only impractical to ex-
amine all objects, but there is the possibility that the
speaker is referring to something the hearer doesn’t
know of. Therefore we normally do not examine the
tertiary partition. Instead, if the upper bound for the
tertiary partition is greater than the posterior proba-
bility of the best candidate in the union of the primary
and the secondary partitions, we simply declare failure.

Type 4: Probable Ambiguity. If the best candi-
date is not clear, but the sum of the probabilities of the
best two candidates is sufficiently large, then it sug-
gests that one of the two is the intended referent. This
can happen, for instance, when there are two objects
that fit the given description. In that case, instead of
simply declaring a failure, the system tries -- so to
speak -- to disambiguate between the two.

Implementation.

The reference identification module is implemented in
COMMON LISP. To facilitate comparison with previ-
ous work, we have applied it to the toy water pump
domain used by Cohen [3] and Goodman [6]. This do-
main fits the assumptions of our ontology, where 1)
the listener has perceptual access to the objects, and
therefore has exhaustive knowledge of the domain, 2)
there is agreement on the domain of discourse, and 3)
the speaker, especially if communicating by phone, can
generate inaccurate descriptions.

The domain consists of twelve objects and their sub-
parts. Their properties are represented by about 160
predicate calculus expressions.

This section illustrates how the reference identifica-
tion module operates in various situations. The exam-
ples are designed to illustrate how inaccurate or am-
biguous descriptions are handled, how beliefs and focus
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[1] S: (LAMBDA ($X) (BLUE $X) (CAP 
Focus: prim: all pump parts, P(in focus)= 

sec: nil, P(in focus)= 

H: Is the DIAMETER about; 0.5 or 1.2 ?
S: 1.2
H: Referent is: TUBEBASE (prob..9817)

Asserting: (BEL S ’ (BLUE TUBEBASE))

Asserting: (BEL S ’(CAP TUBEBASE))
Asserting: (BEL S ’(DIAM TUBEBASE

1.2))

[2] S: (LAMBDA ($X) (PINK $X) (PLASTIC 
Focus: prim: all pump parts, P(in focus)= 

sec: nil, P(in focus)= 

H: Is it DISK ?

S : Yes
B: Referent is: BASEVALVE (prob..9984)

Asserting: (BEL S ’(PINK BASEVALVE))

Asserting: (BEL S ’(PLASTIC

BASEVALVE) 

Asserting: (BEL S ’(DISK BASEVALVE))

Figure 1: Examples with stylistic editing.

information are used, and how the response generator
works when problems occur. Most of the descriptions
are adapted from Goodman [6, p. 275]. Natural lan-
guage descriptions are translated into A-expressions.
In Goodman’s original examples, some descriptions
were processed incrementally. That is, the reference
identification module started to look for possible refer-
ents when the description was still being uttered. We
did not simulate this incremental identification. How-
ever, if this module is embedded in a dialog system,
whenever necessary, the system can call our module by
translating the partial description into a A-expression.

The first example in Figure 1 shows how an under-
constrained (and at the same time inaccurate) descrip-
tion is processed, and how the recovery is done by using
the response generation scheme. This description is a
translation of the blue cap. The primary partition in-
cludes all objects in the domain. In reality, there will
he other objects, such as the table on which the objects
are placed. However, we do not intend the system to
look for other things when the referent is not one of the
pump parts. For this reason, the secondary partition
is a null set in this example.

This description, in a literal sense, does not match
any object in the domain. Nonetheless, this descrip-

tion is considered under-constrained, or ambiguous.
This is because there is a turquoise cap and a navy-
colored cap in the domain, and it is possible that the
speaker describes turquoise or navy as blue. The sys-
tem therefore gives a type-4 response, that is, requests
further information for disambiguation. The property
"diameter" is chosen instead of the "length," because
the two candidates are similar in length and therefore
length is not sufficient to disambiguate between the
two. When asked whether the diameter is about 0.5
inches or 1.2 inches, the speaker choses the latter (the
length of the TUBEBASE). This made the posterior ref-
erence probability for TUBEBASE high enough to declare
it as the referent. In this domain we used probabil-
ity 0.9 as the threshold. After the referent is identi-
fied, K, is incrementally updated with the informa-
tion that the speaker believes the TUBEBASE is a blue
cap about 1.2 inches in diameter. There is a slight
methodological inaccuracy here. The beliefs are inter-
preted as certain knowledge, while in fact the probabil-
ities of those beliefs are somewhere between the thresh-
old and unity. In this particular case, the probability
that the speaker believes TUBEBASE is blue is greater
than 0.9817. For heuristic reasons, this probability is
considered high enough to be treated as certain. The
chance of misidentification, even if small, would even-
tually require that the system have the ability to either
retract beliefs or manage probabilities of belief.

Description 2 in Figure 1 shows an example of pro-
cessing an accurate description. This description fits
exactly one object, BASEVALVE. However, the system
does not declare it as the referent because the posterior
reference probability is not greater than the threshold.
This is largely because there are red plastic pieces in
the domain, and the possibility that the speaker be-
lieves one of them is pink is not small enough to ig-
nore. Therefore to make sure BASEVlLVE is indeed the
referent, the system gives a type-2 response. Once the
speaker agrees that it is a disk, the system has, in ef-
feet, a more detailed description the pink plastic disk,
and this time the posterior reference probability ex-
ceeds the threshold.

Descriptions 3, 4, and 5 in Figure 2 show how ref-
erence and focus interact. The three cases shown here
are: the referent is found in the primary partition, the
referent is found in the secondary partition, and failure
is determined.

For Description 3, we hand-simulated a focus mech-
anism as follows. The "hole" is obviously a subpart of
something. It would probably be a subpart of an ob-
ject which they talked about before (either TUBI~ASE
or BASF.VALVE). For the purpose of illustration, we
include the subparts of BASEVALVE (the most recently
mentioned object) in the primary partition. The sub-
parts of TUBmaASE compose the secondary partition. As
expected, the hole of BASEVALVE is chosen as the refer-
ent, and the secondary partition is not examined.

We gave the same focus information for Description
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4. Now the situation is different. The system exam-
ines the subparts of BASEVALVE, but the highest prob-
ability is smaller than the upper bound for the sec-
ondary partition (intuitively, there is no protrusion in
the BASV-VALVE). It eventually finds that the referent is
either of the two protrusions on the TOBmaASE. The sys-
tem did not give a type-4 response this time, because
it did not have knowledge to distinguish between the
two identical-looking protrusions.

[3] s: (L,~IBDA ($X) (SMALL tX) (HOLE 
prim: subparts of BASEVALVE, P(in focus)--.9

sec: subparts of TUBEBASE, P(in focus)==.l

tert: subparts of all pump parts, P(in focus)--.01

B: Referent is: BV-NOLE (prob. 1.0)

Asserting: (BEt. S ’(HOLE BV-HOLE))

Asserting: (BEt. S ’ (SMALL BV-HOLE))

[4] S: (LAMBDA ($X) (PROTRUSION 
prim: subparts of BASEVALVE, P(in focus)==.9

sec: subparts of TUBEBASE, P(in focus)=.l

tert: subparts of all pump parts, P(in focus)-.01

H: Referent might not be in primary
focus

H: Examining secondary focus...

H: Referent is either TEETH-I(.4964) 

TEETH-2 (. 4964)

[5] S: (LAMBDA ($X) (BLUE $X) (CUP 

(CONTAIN tX tY) (WATERBODY $Y))

prim: all parts, P(in focus)== 

sec: nil, P(in focus)=.l

H: Referent not in primary focus

Highest in primary: CAP-1 1.8909e-4

Upper bound for secondary: .9096

Figure 2: Examples to show how reference and focus
interact.

Description 5 shows an example of failure. This de-
scription does not fit any object. The upper bound
for the secondary partition is greater than the high-
est Pi for any object in the primary partition, which
suggests that it is likely that the referent is not one of
the objects in the primary partition. In our implemen-
tation, assigning a null set to the secondary partition
has a special meaning; it indicates the intention that
the secondary partition will not be actually examined,
just as the tertiary partition is not normally examined.

The transcript in Figure 2 indicates that if there were
a blue cup that contained water in the secondary par-
tition, then it would be the referent with about 91%
chance while the best candidate in the primary parti-
tion (i.e., tIP-l) has about 0.02% chance. Therefore
the search is declared a failure. The best candidate
matches only the color, but is neither a cup, nor con-
tains water.

Performance Characteristics.

This section states, without proof, some performance
characteristics of the reference identification proce-
dure. The proofs can be found in the full version
of the paper. The performance characteristics derive
from placing constraints on the conditional probability
statements in Kp. These results suggest the possibil-
ity that depending on the characteristics of the speaker
and the application domain one might tailor the proce-
dure to a simpler and more efficient procedure, which
does not use probabilities, but is justified in terms of
the laws of probability.

Exact Matching. Exact matching is justified when
the speaker’s description is guarranteed to be correct.
This happens only if the speaker is guarranteed not
to have incorrect beliefs about the referent. In terms
of conditional probability, this is represented by con-
straints EM1 and EM2. EM1 states that it is possible
for the speaker to know any property of the referent
if correct. EM2 states that it is not possible for the
speaker to have false beliefs about the properties of
the referent.

EMI: P(B,¢i(z) [ ¢i(x)) = cl > 0, for all 
EM2: P(B,¢i(x) [ --,¢i(x)) - ci = 

For simplicity, we use Equation 5 (i.e., focus informa-
tion is not used).

Theorem 1 With constraints EM1 and EM2, Equa-
tion 5 is equivalent to an exact matching procedure.
That is, the object with highest probability Pi, if any,
is the object that exactly fits the description.

Maximal Matching. Define a maximal matching
procedure to be a reference identification procedure
which finds as the referent the object that fits the
largest number of properties in the description, if any.
Define constraint MM as follows.

MM: 1 > P(B,¢(z)I¢(x)) = c > P(B,¢(x)I-,¢(x))
- ~ > 0 for every property ¢

Intuitively, constraint MM states that it is possible for
the speaker to have either correct or incorrect beliefs
about the properties of an object, but that it is more
likely to have a correct belief than an incorrect belief.

Theorem 2 With constraint MM, Equation 5 is
equivalent to maximal matching.

Relaxation. Our system also behaves as a relax-
ation procedure, under certain conditions. Define a
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relaxation algorithm as follows. Given a description
d = Arpt(z) A... Apn(z), and a partial order of prop-
erty classes ~1 "~ ¢~ ~ "’" -~ ¢m, do the following: 1)
search for an object that fits the description; 2) if one
is found, it is regarded as the referent; 3) if not found,
then delete a property Pi from the description which
is earliest in the ordering and repeat. For instance,
given a partial order "color-~shape-~ size," if no ob-
ject satisfies the description, then color is first deleted
from the description. If no object fits the shape and
size, then shape is deleted from the description.

Associated to each class ~j, define cj, ~j, and Rj as
follows. Xj is any property in xj.

cj -- P(B,¢j(x)lXj(x))

~j - p(BsXj(z)l--,¢j(x))

n =h
cj

RPI: 0 < R/< 1, for all i
RP2: R/=6R~_l, for 1 <i<m, ~< 1
RP1 states that ~i < ci, that is, the speaker’s beliefs
are more likely to correct than incorrect. RP2 gives a
restriction that the speaker is less likely to be correct
about properties earlier in the ordering. In RP2, the
probability of an incorrect belief quickly (quadratic)
decreases as a function of the order. This makes the
listener favor an object that mismatches several prop-
erties in lower-order classes over an object that mis-
matches one property in higher-order classes.

Theorem 3 If the relaxation procedure determines oi
as the referent, Equation 5 with constraints RP1 and
RP2 determines oi as the most probable referent.

Discussion.
The Bayesian framework probabilistically models the
speaker’s behavior as the speaker acquires beliefs about
the object and chooses a description to refer to the
object. In this framework, the speaker’s particular
characteristics are represented in terms of conditional
probabilities (i.e., Kp), while the general properties 
referring that apply to any domain that fits the basic
assumptions are embodied in the equations. There-
fore the apparent behavior of our procedure varies in
accordance with the constraints on these conditional
probabilities which characterize the speaker’s behav-
ior.

Within our framework, the significance of exact
matching is somewhat reduced compared to that of
Goodman’s failure/recovery based paradigm [6]. Our
system can rationally decide to request further clar-
ification, even when the given description uniquely
matches an object. This is shown in description 2 of
Figure 1. Even when a description perfectly matches
an object, the maximum posterior reference probabil-
ity is unlikely to be 1.

We do not consider the amount of "acceptable" in-
accuracy of a description [9] as constant; it varies from

situation to situation. That is, the same inaccuracy
may be acceptable in one situation but unacceptable
in another situation. In our framework, the decision of
whether the best candidate should be accepted as the
referent is determined, not by an absolute measure, but
by considering how certain the focus information is.

In the past, the importance of a focus detec-
tion mechanism has been highlighted in two respects:
avoiding literal ambiguity and efficiency of the proce-
dure [9]. Our model suggests another reason that a
focus detection mechanism is significant. A good focus
detection mechanism makes it easier to identify the
referent when there are other close candidates.
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