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Introduction
Robot control is about choosing actions over time to carry
out a task. How does one measure the efficacy of software
used for robot control? If we are to realize an instantiated
real-world agent, e.g., a vacuuming robot, we need to
understand the contribution of the control software,
particularly if we are to compare one method versus
another. The question is complex, because controlling
robots is complex. To a certain extent, the ability or
inability of the robot to carry out a task in a natural
environment is dependent on the quality of the sensors and
actuators and the rate of change of the environment. With
perfect sensors and perfect actuators, the problem is to find
the mapping between states and actions which
accomplishes the goal. This problem -- the AI planning
problem --is known to be theoretically intractable
[Chapman 87]. But let’s say the mapping can be found for a
our vacuuming task, i.e., we have pruned the states and
actions to those we really care about, and the mapping can
be discovered in a reasonable amount of time. Then if the
robot receives perfect state information and can perform all
actions, but the time of its sense-act cycle is longer than
that of the environmental change, the robot will ultimately
fail. Let’s assume this is not the case, and that we have
found a mapping that has a response time well within that
of the environment.

The problem would then be solved, except that this solution
(finding the mapping) is based on the environment being
predictable enough that the actions carried out will result in
persistent changes in the environment. Else, the robot
trying to stack Block B on Block C and Block A on Block
B will never finish its task if Block B keeps getting moved
by a mischievous agent. So a good deal of research into
intelligent robot control centers on re-planning (finding 
new mapping) based on sensed changes in the environment
that do not conform to the model of the environment
embodied in the mapping of states to actions.

The situation is the same with actuators: if they can’t
perform the perfect actions needed for the task, some
combination of computation and action can approximate
the needed actions.

So the state of robot control is as follows:

¯ We cannot accurately measure every state that is of
interest for the task.

¯ We cannot execute perfectly every action required for
the task.

(A corollary to the above is that while we can endeavor
to improve the sensing and actuation, there will always be
environments and tasks which will defeat them)

¯ Computation and robot motion are needed to overcome
sensing and actuator limitations.

¯ We must limit the computations of at least the most
critical sense-decide-act cycle (e.g., obstacle avoidance) 
order to stay within the frequency of variability of the
environment (e.g., the fastest moving object)

¯ We cannot find even a "satisficing" mapping of states
to actions a priori (at compile time) to carry out a task
since the environment is not completely predictable.

Despite these problems, we are seeing an increase in the
number of examples of robots carrying out tasks reliably in
field environments. There are a variety of reasons for this
increase in competent robots. In some cases (e.g.,
[Dickmanns 86]), advantage is taken of a single reliably
predictable part of the environment (the curvature of
Autobahn highways). In others, the environment is partially
engineered (placing of barcodes) in the vicinity of the task
execution (the 1992 AAAI robot competition [Bonasso 
Dean 92]). In all cases, there is a reliance on a near-
continuous sensing of the environment along with the use
of software processes that can be executed in parallel, and
whose outputs to the actuators are selected with a
prioritization (e.g., [Brooks 86], [Bonasso 92]). And it 
clear that more than any advances in sensors or actuators, it
is the software which makes these robots succeed.

But the problem is even tougher : the sensors and actuators
are limited in the states they can sense and the actions that
can be taken. If the sensors fall short of being perfect, some
combination of computation, sensing and action (purposive
sensing) needs to be carried out to approximate or infer the
missing states from past states and a priori knowledge.

More recently, there has been an emphasis in integrating
the more traditional AI hallmarks of deliberative planning
to what have been mostly successful reactive systems (e.g.,
[Bonasso 91], [Gat 91], [Connell 92], [McDermott 92],
[Slack 92]). These efforts involve systems which have
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rapidly executing skills (chunks of sensing, computation
and acting) which succeed in a wide variation of
environments, asynchronous deliberative planning which
will find alternate mappings of states to actions with partial
orderings, and some mechanism by which to transform the
discrete event reasoning of the planner to the continuous
activity of the skills.

But will any of this make a difference in the performance
of our vacuum cleaning robot? What is the value of adding
deliberative planning, or eventually, learning and perhaps
natural language capabilities to reactive robots? A
reasonable conjecture is that robots which remember and
can reason and carry on a discourse about their actions and
the results of those actions over time will exhibit more
intelligent behavior than purely reactive robots, which,
while robust may not be efficient when trying to achieve a
goal (e.g., the random walk of Scarecrow [Bonasso & Dean
92]).

We have been developing a methodology for measuring,
understanding, and thus predicting the contribution of the
software in endowing a robot with task achieving
capabilities in dynamic environments. This paper outlines
that methodology with an example from the household
vacuuming domain.

The Methodology
An insight gained at a recent AAAI symposium on mobile
robots was that the scientific method, so prevalent in the
physical sciences is perhaps not appropriate for the
development of intelligent robots [Kuipers 92]. This is
because in the physical sciences the emphasis is on
theorizing about the nature of an existing phenomenon,
whereas in robotics we are actually creating the
phenomenon. In our methodology there is room for
hypotheses and tests once the phenomenon is functioning
in a task environment, particularly when the behavior
exhibited is unexpected based on preliminary analysis.

Another insight gained in other discussions is that we are
attempting to make statements about the behavior of a
complex system, and thus we are limited in what we can
say about the effects of the individual parts of the system as
they contribute to the overall behavior.

Since we are evaluating complex phenomena and their
interaction with complex environments, our methodology
espouses an engineering philosophy, combining
quantitative and qualitative analysis, the use of
observational data, and controlled experimentation. It also
relies on a detailed description of the task and the
variability of the environment within which the task is to be
carried out. Most importantly, in describing the
methodology, we focus on measuring the value-added of a
given piece of software to a given robot hardware suite.

Our methodology has ten steps:

1. Define the task within the context of the specific
environment.
2. Define/describe the variability of the environment in
the aspects that are critical to the task.
3. Define/describe the limits on the robot sensors and
actuators.
4. Specify the extent to which the environment may be
engineered.
5. State the specific robot capability one wishes to
measure.
6. Define the measures by which "success" will be
evaluated.
7. Determine through off-line analysis, to the extent
possibl,e that it is feasible for the proposed system to
accomplish the described task under the described
environmental conditions.
8. Structure test cases tailored to capturing the data
necessary for proving or disproving the claimed capability
in step 5.
9. Run the tests, gathering the data necessary for
analysis.
10. Analyze the results with respect to the robot hardware
and the claims made for the software.

(The last two steps are iterated, concentrating on the areas
in which the robot is having problems)

Step five is the step which separates this methodology from
simply a specification writing and acquisition testing
procedure. We are concerned with measuring the
contribution of the parts of the robot software system to the
overall system behavior. Which parts we are interested in
evaluating will dictate the measures we must use, the tests
to be run, and the types of analysis to be performed. For
example, if we are interested in determining whether
algorithm A for determining the location of a barcode is
better than algorithm B, we might run tests concerned with
accuracy of barcode location (testing the individual skill),
and tests of a full system task (find and visit) to understand
whether the new algorithm’s computation time slows or
speeds up the robot’s overall performance. If, however, we
wish to understand the value added of a control system
which uses long-term memory versus a reactive system
without memory (as will be the case in the detailed
example to follow), we may not be concerned at all about
individual skill tests, but more with tests of speed,
efficiency, and improved performance over time.

In the description that follows, a mythical robot
(Cinderella) is to vacuum the floors of a one-story house.

DeFine the Task (1)
Here one defines the minimum essential requirements for
the task. Aesthetically pleasing performance may or may
not be a requirement.
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¯ Define the stepwise execution of the task, expected
frequency and required constraints. For example,
Cinderella, is expected to keep the floors in the two
bedrooms, the living room, dining room and den vacuumed
at all times; but is not to vacuum at night or when there is
anyone present in a given room.

¯ Define the limits of the environment, materials, and
environmental conditions. A floor plan could be provided
which would include the kind of lighting, and the material
of the furniture, etc. Perhaps a better approach would be to
invite the potential designers over to "experience" the
house.

Define/describe the Variability of the
Environment (2)

Here it is most important to describe the "nominal"
conditions under which the robot is required to operate.

¯ Climate, lighting, weather, e.g., indoor lighting will
prevail except during the hours of 9 pm - 6 am, when
many or all lights will be off.

¯ Number, type, speed, density, frequency of movement of
objects. The frequency of movement of the furniture, the
number of people who normally occupy the house and how
fast they will be expected to move, etc., could be detailed,
but "experiencing" a typical household environment (as in
step 1) would be more practical (we’re talking about
Everyfamily here, not a government contract).

¯ Number, type, speed, activity of humans. The number
and ages of the household occupants and a range of their
activities could be specified. This is important since many
of the measures of "goodness" for intelligent behavior
hinge on interaction with humans.

Define the Limits on the Robot System (3)
¯ Size and speed of platform. We may allow, for example,
a three foot robot that moves at about 1 foot per second
(fps) when humans are present or 3 fps when no one 
home.

¯ Sensor limitations. We probably don’t want laser
scanners used in a household situation.

¯ End-effector limitations. A typical requirement might
read: The robot shall not use an end-effector whose
operation will prove harmful to humans or to furniture or
kitchen appliances.

¯ Power; e.g., only available wall outlets can be used for
power.

¯ Autonomy. Although some tasks might be allowed to be
done with a tether, we’d want Cinderella not to tangle

humans or furniture up, so we might allow no more than a
wireless tether.

Specify the Allowable Environmental
Engineering (4)

The question here is how much do you want your house
altered? If we are going to push for a high degree of
intelligence, no altering should be allowed. But one might
get a robot to do the job in this century ira few visual cues
were allowed. However, putting baffles around tables
because of inadequate proximity sensors is probably
unacceptable.

State the Specific Robot Capability to be
Measured (5)

In this step we are focusing on what we expect the robot to
do from the standpoint of intelligent behavior. We aren’t
really that interested in the area of the floor that was
covered or the quality of the cleaning, but how intelligently
the job was done. In step six we need to carefully define
the measures of goodness of that intelligence. An example
might be that we want to determine the value added by the
addition of long term memory to a reactive system. In
essence, the robot will carry out the task with and without a
map of information obtained in previous runs. We might
hypothesize that we should see an improvement in the time
it takes the robot to vacuum all the floors when the robot
has a memory of where everything was the last time.

Define the Measures of Success (6)
Carl Friedlander [Friedlander 92] has suggested that there
are behavior measures, inspection measures, and reduced
functionality measures which could be brought to bear in
evaluating robot performance. Behavior measures relate to
the observed behavior of the total system as reflected by
the software logic. Inspection measures are direct
measurements of the outputs of the software module of
concern. Reduced functionality measures are the behavior
and inspection measures applied when parts of the software
are removed or disabled. Of course the reverse of reduced
functionality is improved functionality, the latter designed
to measure a value added, and the former being perhaps
more oriented to which parts of the system are the most
critical.

We believe AI tests concern improved functionality and the
measures are essentially all behavioral.

¯ Task completed. With regard to the addition of long term
memory and our expectations of value added, we would
add to completing the task the following: The less average
time the robot spends doing the floors the better. The time
to complete a single round of vacuuming should increase
only in proportion to the number of changes in the
environment since the previous round.
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A purely reactive system might relocate and home in on
each room on each round, thus ostensibly taking more time
than a system which "remembered" the floor plan. The
system with memory would move as directly as possible to
the vicinity of the known previous location of each room
before homing in on the door of the room.

It is important to note here the interplay of the environment
and the allowable amount of environmental engineering in
the expectations of outcome. If the environment was just a
large great-room (no interior walls), or if markers were
allowed to be placed on the rooms in such a way as to
allow viewing by a long range sensor, the expected
outcome would not be clear. A reactive system with a long
range sensor might perform as well as the system which
memorized the floor plan. As well, if the furniture was
rearranged often (as by a wild bunch of ankle biters),
knowing the floor plan might not be as important as
maneuvering among obstacles.

¯ Safety. Part of intelligent behavior is cognizant failure
[GAT 91]. Safety is not just a matter of halting or shutting
down in light of unsafe situation; it also involves some kind
of "unwind-protect" on the current activity as well as user
notification.

Off-line Analysis (7)
Somewhere in the process, the details of Cinderella’s
hardware and software need to be presented in order to
conduct some analysis (computations and logical
reasoning) prior to actual on-line tests. It can be augmented
with a simulation of the gross system performance to get a
sense of where the shortcomings might be. This analysis
would include following through the logic of the software,
comparing the sensor and end-effector limitations to the
environmental conditions under which the robot must
function, and simply matching claimed capabilities to the
desired capabilities listed in the previous steps.

Structure Test Cases to Prove or Disprove the
Claimed Capability (8)

For testing individual robot skills, a set of runs for each
skill could be specified which are in the middle and
extremes of each variable’s range for those variables which
can be easily controlled by the testers (lighting, number and
separation of obstacles). In general, this is the method
currently in use to debug skills. If the robot performs
properly in these tests and if time permits, further tests can
be conducted, for example to determine the limits of these
skills beyond that stated for the tasks at hand.

But for examining overall system behavior, there are
usually too many variables to practically control in a field
setting. A more abstract level of runs will most likely be
more useful in pointing out system problems which, in
turn, would suggest what more detailed controlled runs are
necessary. For example: for one week of workdays, we

might run Cinderella twice a day, once in the morning and
once in the afternoon at times the robot will typically be
expected to do the task. We would analyze the results and
if there are regularly occurring errors, we would return to
this step and design subtask tests. So for example, the robot
may have no trouble getting to the rooms, but doesn’t
always get through the door without catching the door
frame. This could suggest a problem with the obstacle
avoidance routine or an odometry problem. A set of test
cases could then be designed involving running of the
navigation system as Cinderella went from outside to inside
a room.

Assuming the robot is generally successful in the runs
described above, a second set of runs will involve taking
observations of the robot’s performance over a specified
period of time during which there are more complex
environmental conditions that cannot be predicted, easily
controlled, or which would be too cosily to examine (the
presence of humans carrying out daily activities, climate,
e.g., creating a humidity problem indoors during the winter
season). In the example, Cinderella would perhaps be
required to carry out the vacuuming for three weeks during
the fall, winter, spring and summer seasons.

For the purposes of evaluating portions of the software
architecture, the above runs would be repeated with as
identical as possible conditions using different versions of
the software.

Run the Robot Capturing the Data Necessary
for Further Analysis (9)

The "data necessary" is usually a logging of the robot
inputs, outputs, and configuration (position and orientation)
at each cycle of a given run. This is the data to be used to
inspect the outputs of the parts of the software system with
which we are concerned. It is also used to debug software
fixes; we can get an initial idea of how the robot will
perform by running the new software on this data.

For detailed testing of individual skills, physical
measurements must be taken such as the position of objects
in the area of interest. An independent locating system for
tracking the robot’s global position may also be in order.
But for answering questions of improved functionality via
system behavior tests, a stopwatch and a set of observations
is all that is initially necessary.

Analyze the Results (10)
Here we must remember that we are comparing/conlrasting
configurations of software to understand what advantage
one configuration has over another. The temptation must be
avoided to understand why a robot failed a given test run.
In other words, don’t dilute the measurements required by
adding additional measurements that will not answer the
test criteria.
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For instance perhaps in analyzing the data collected we
found that Cinderella with memory vacuumed the first
floor of the house on average faster than without memory
except when the number of people present in the house
exceeded a certain value. Now we move into a hypothesize
and test mode, perhaps hypothesizing that the additional
information from the map becomes less useful when any
path from one point to another in the room is not very
straight. We can then start from step five and repeat the
process.

Often in the analysis phase we might be trying to find out
why the robot, while not failing, did something that was not
expected based on the testers’ understanding of the software
and hardware specifications of the system (Step 7). For
example, maybe Cinderella didn’t seem to perform any
better with the map than without it. To conclude that
memory is not an essential part of intelligent vacuuming
may be premature. At this point, the users of this
methodology would move to step 5 with a new hypothesis
about the phenomenon in question, devising new measures
and tests to verify or refute the hypothesis.

Summary

We have presented a methodology for determining the
value added of a software module in the control system of a
robot. This methodology stresses off-line analysis, test case
observations and post test analysis based on the logic of the
software design. Because of the complexity of determining
why a robot system performs better or worse when an
"intelligent" component is added or subtracted, this
methodology also stresses examining the overall system
behavior at the outset. In this manner, there is a good
chance of seeing a clear improvement or non-improvement
in system performance without requiring expensive
instrumentation and empirical data acquisition.
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