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Abstract

Shape interpretation methods based on a stochastic
graph can recognize nonrigid shapes, even if they are
partially occluded, and interpret scenes composed
of overlapping nonrigid shapes. These methods also
identify most parts of each shape. This paper is
an overview of work on learning stochastic graph
models and their symbolic primitives from examples,
for 2-D and 3-D shapes. A practical application of
this work is a trainable real-time vision system, that
allows users to control computer applications with
hand gestures.

1 Introduction

Structural models, composed of parts and relations,
have been used for more than 20 years to describe
a shape or a scene (Barrow eta/., 1972; Shapiro,
1980; Nackman, 1984). They are especially suitable
for recognition of nonrigid objects in the presence of
occlusion.

While simple structural models can be created by
hand, construction of complex models, needed for
practical applications, requires learning from exam-
ples. This paper presents an overview of a multi-
strategy learning approach, that can be used to con-
struct structural models of 2-D and 3-D shape, based
on stochastic graphs. This approach combines sym-
bolic and numerical methods, that include unsuper-
vised learning of relations, vector clustering, stochas-
tic graph inference, and graph clustering (Segen,
1988a; 1988b; 1989; 1990; 1993a; 1993b).

The learning scheme can be divided into two ma-
jor parts. The first part automatically identifies
symbolic properties and relations that are the el-
ements of the structural description. The second
part builds clusters of stochastic graphs that serve as

models for shape classes. This part is almost free of
user-settable parameters such as acceptance levels,
or weights, which would limit its robustness. The
resulting models can be used to recognize nonrigid
shapes, interpret scenes composed of many overlap-
ping shapes, and to identify shape parts. These
methods are practical and fast, despite the use of
graph matching. This is demonstrated by the cur-
rent implementation in a 2-D vision system that rec-
ognizes hand gestures in real time.

2 Learning Relations

A geometric relation represents a range of values of
displacement and rotation between parts. In a rigid
object these values are nearly constant, but in a non-
rigid object they vary between different object in-
stances, and range of variations can be different for
different pairs of parts. The goal of the unsupervised
learning is to identify stable geometric relations in
numerical data, and represent them as symbols.

This learning method examines a set of training
shapes for natural groupings of part types and their
parameters, in pairs of nearby parts. Each identified
group represents a geometric relation involving two
parts. A pair of primitive parts joined by one of the
discovered relations is then treated as a higher order
part, and the grouping process repeats, giving rise
to a hierarchy of parts and relations.

An instance of shape is initially represented as a col-
lection of primitive parts. The parts may overlap
and they not have to cover the entire shape. An
example of a part is a surface patch, a segment of
a curve, a corner, an extremum of curvature, or a
critical point of a surface. Computer vision liter-
ature provides many methods for extracting such
parts from 2-D and 3-D shape.
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A primitive part is represented by a triple
[type, inv, var], where type is a symbol, inv and var
are real valued vectors, such that ifT is a rigid trans-
formation, then T(p) = [type, inv, T(var)]

The t~/pe specifies the format and interpretation
for inv and vat vectors, and it is used to distin-
guish parts generated by different extraction meth-
ods. The inv vector contains parameters that are
invariant under rigid transformations of the coordi-
nate system. Some parts, such as a single point, have
no invariant parameters, that is the inv vector have
dimension zero. The vat vector consists of param-
eters that change with rigid transformations. This
vector carries information related to the part’s pose,
that is part’s position and orientation in space. In
2-D space pose consists of three values: two coordi-
nates of position and the orientation angle. In 3-D
space pose has six dimensions: three position coor-
dinates and three angles. If the pose of a part can
be completely determined based on the form of the
part, then the vat vector is the pose. However, for a
part with continuous symmetries, such as a line, the
pose can only be specified up to a number of degrees
of freedom. For such parts var contains the maximal
number of parameters constraining its pose.

In intermediate form used for learning relations is
a composite part. A composite part is constructed
from a pair of parts (primitive or composite). 
can be described by a binary tree, where the non-
leaf nodes are composite parts, and the leaves are
primitive parts. Depth of the tree is called a level of
the part.

A composite part is represented the same way as a
primitive part by a triple [type, inv, var]. Composite
parts are constructed bottom-up, one level at a time
up to a preset maximal level. At each level the inv
vectors of all parts of the same type are clustered,
and each part receives the label of the nearest clus-
ter. New composite parts are formed by applying a
composition operation to a pair of already existing
parts. The result of this process is a set of clusters
inv vectors, grouped by part types. These clusters
are saved in a library, which is used by a shape recog-
nition program.

The key element of the construction process is the
composition operation. The type of the result of
composition is a string obtained by concatenating
the types of components, treated as strings. The
inv and vat vectors of the result are computed from
the vat vectors of the components. This operation

depends on 8~./mmetry t~/pes of the component parts.
A symmetry type specifies a group of rigid transfor-
mations which do not change the part’s appearance.
For primitive parts, the symmetry type is a function
of the part type. The symmetry type of a compos-
ite part is determined by the composition rules. A
composition operation for 2-D and 3-D shapes has
been described by Segen (1993b).

The label of a primitive part symbolically describes
an invariant property (unary relation), such as size
or curvature. The label of a composite part P de-
scribes a binary relation between its two component
parts (children). It also describes a 4-th order re-
lation among the part’s grandchildren (if any), 8-th
order relation among the great grandchildren, and so
forth. The present implementation requires a com-
posite part to bc balanced, so its label describes a
2"-ary relation over a set of primitive parts.

After constructing the composite parts up to a preset
level, one retains only their labels, and the parent-
child links. The resulting structure is a graph with
labeled vertices, that are grouped into layers accord-
ing to their depth. The leaves of the graph represent
the primitive parts; other vertices represent compos-
ite parts. This graph contains all the information
about the shape, that is used for recognition.

3 Graph Representations

A class of graphs can be described using a probabil-
ity model whose outcome is a graph, or a stochastic
#raph. This model is represented by a graph in which
every vertex is associated with a probability distri-
bution over a set of labels, rather than a single label.
A probability of finding the label I at a vertex v will
be denoted by p(llv).
If T is a mapping from the vertices of a stochastic
graph M onto the vertices of a graph H, one assigns
to each mapped vertex of M the label of the corre-
sponding vertex of H. The probability of H, given
M and T, P(HIT, M) is the probability of this set
of assignments. Assuming independently distributed
vertex labels, P(HIT, M) is simply the product of
the probabilities where is a vertex of
M, and Tv is the vertex of H assigned to v by T.

Inference and interpretation methods using stochas-
tic graph models are guided by a criterion of minimal
representation (Segen & Sanderson, 1979). This cri-
terion makes use of an equivalence between a most
likely probability distribution, and a minimal length
program that generates the observed data sequence,
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among a set of programs for a Turing machine. The
Turing machine is treated here as a general purpose
decoding device, while s program, with a null input,
plays a role of an encoded output sequence. The
resulting inference rule seeks 8 model for a data se-
quence X, in a form of a probability distribution P
that minimizes

c(P) log  P(x),

where C(P) is the number of bits needed to specify
the probability model P, or the cost of P. This crite-
rion is equivalent to the minimal description length
(MDL) principle of Rissanen (1978).

3.1 Matching graphs

A key mechanism of a learning system based on a
graph representation is a method for establishing a
mapping between elements of two graphs, or graph
matching. The task of matching a stochastic graph
M to a graph H, is formulated as a construction
of a mapping between vertices of M and H, that
maximally simplifies description of H, when H is
represented relative to M, and -IogP(H[T,M) is
used as an estimate of the cost of encoding labels of
mapped vertices of H. This formulation provides a
natural decision rule for accepting s match, which
does not rely on an arbitrary threshold. Intuitively,
it works as follows: If part of H matches a part of M,
then representing H relative to M should cost less
than the representation of H based on prior prob-
abilities. However, the total cost of representing H
with the aid of M includes an overhead associated
with specifying the mapping. If the part of H, that
is mapped to M is sinai1, the savings may not cover
the overhead cost, and it is cheaper to use priors,
that is to reject the match. A fast heuristic method
for graph matching has been described in (Segen,
1988b; 1989).

3.2 Learning graph models

Given set of shape examples represented as graphs,
and their class assignments, the objective of learn-
ing is to describe each class using stochastic graphs.
This task can be approached in two ways. First, a
single stochastic graph can be forced to represent all
examples within a class, using a supervised learning
method. However, such a model does not perform
well if the graphs in a class are not sufficiently sim-
ilar. In such a case, the class can be divided into
subclasses consisting of similar graphs, and each sub-
class can be represented by a stochastic graph. This

task involves unsupervised grouping of graphs, or
graph clustering.

A simple supervised learning procedure incremen-
tally constructs a stochastic graph as follows. Given
a sequence of graphs H1, H2, ...H~, the first graph
H1 is converted to a stochastic graph M1, by assign-
ing a prior probability distribution to each vertex.
The remaining graphs are used to update the distri-
butions by a repeated application of a match-and-
merge operation, which matches the current model
with next graph from the sequence, then uses the
vertex mapping to update the label distributions.

A graph clustering task can be defined as a prob-
lem of minimizing the cost of representing a set of
graphs, by forming groups of graphs, encoding group
properties, and then encoding individual properties
relative to group properties. Two graph clustering
methods based on such formulation have been de-
scribed in (Segen, 1990).

3.3 Graph interpretation

Given a graph H and a library of stochastic graph
models
ML ---- {M0, M1, M2, ...M~,~, one may want to select
a model in ML which is most similar to H. This
task is called recognition. Since the mapping of H
to a single model may not exhaust all the vertices of
H, different subgraphs of H could be mapped to dif-
ferent models. These mappings taken together form
an interpretation of H. Since recognition and inter-
pretation can lead to a compressed representation
of H, both tasks can be formulated as problems of
minimizing the cost of representation. Heuristic so-
lutions to these problems, based on graph matching,
have been described in (Segen, 1990).

4 Shape Recognition

Given a collection of primitive parts extracted from a
shape or a scene, the recognition program first iden-
tifies relations and forms a graph, then finds objects
and their classes using graph recognition, or graph
interpretation.

The relations are identified by building a hierarchy
of composite parts as in the relation learning step,
but instead of clustering the inv vectors, each vector
is compared with the cluster library constructed by
the learning step, and given the label of the nearest
cluster.

The graph recognition is preceded by a model index-
ing step, that limits the number of graph matches.
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This step selects several most likely graph models,
using a feature based measure of graph similarity,
that provides an upper bound on the graph match-
ing score.

The final step of the shape recognition program com-
putes the pose of each identified object, based on the
mapping of graph vertices.

5 Applications

The learning and recognition methods have been im-
plemented for a 2-D case in a computer vision sys-
tem, named GEST, based on one type of a primitive
part: a local extremum of curvature of the boundary
of a planar shape. This part has one invariant pa-
rameter: the curvature. The ear vector consists of
the position of the extremal point, and the direction
of the normal vector at this point.

GEST is used as a human-computer interface, that
allows the user to control graphics applications with
hand gestures. It consists of three modules: data
collector, learning module, and a recognizer. Data
collection is an interactive real-time process which
prepares training data for the learning module. In
each interactive step the system prompts the user by
drawing a figure on the screen. The user responds by
presenting a gesture to a camera, trying to match the
location, orientation and deformations of the drawn
figure. The collected data is provided to the learning
module. The learning module is executed off-line. A
typical learning run for 300 training instances takes
about 40 minutes. All the results of learning are col-
lected in a model file, that is read by the recognizer.
The recognizer monitors the video input from a cam-
era, attempts to classify any object that appears in
the image, and computes its pose parameters. The
output of the recognizer, that consists of a class sym-
bol and object’s pose, is sent to an application. The
system performs very well recognizing non occluded
gestures. Under occlusion the accuracy drops with
the number of invisible parts. The first version of
GEST’s recognizer (Segen & Dana, 1991) used a net-
work of 30 processors, and processed about 4 video
frames/sec. The current version runs on a Sparc-10,
with a throughput up to 20 frames/sec.

Two sample applications of GEST are described be-
low. In these applications the recognized gesture
class identifies a desired action or command, while
the pose parameters are translated into the com-
mand variables, such as position, orientation, or
speed.

Graphics editor

In the graphics editor the gesture interface replaces
a mouse and a keyboard. Each of the commands
SELECT, MOVE, REVERSE, PLACE, COPY, RO-
TATE, SCALE, and RESET corresponds to one of 9
gestures. SELECT picks the closest object. MOVE
moves the selected object along the line defined by
the index finger. REVERSE reverses the direction of
motion. PLACE unselects the object and leaves it in
its current position. COPY duplicates the selected
object, ROTATE turns it clockwise, and SCALE
scales it proportionally to the distance between the
thumb and the index finger. RESET restores the
initial configuration. Even thought it is not a com-
plete editor, it allows the user to compose complex
scenes using only hand gestures, without touching
any input devices.

Flight simulator

This application uses five gestures to guide a flight
of a camera through a simulated scene. One of the
gestures controls the azimuth and the elevation of
the flight. Three other gestures are used to control
the speed of the flight, the elevation angle of the
camera, and the height. The fifth gesture brings the
camera to a home position.

6 Conclusion

We presented an overview of a two part approach
to learning stochastic graph models for 2-D and 3-
D shapes. The first part automatically constructs a
symbolic hierarchy of geometric relations. The sec-
ond part applies the criterion of minimal represen-
tation to formulate tasks of graph matching, classifi-
cation, interpretation, and learning stochastic graph
models as combinatorial optimization problems. Ap-
proximate solutions of these problems employ an effi-
cient graph matching heuristic. A practical applica-
tion of the learning and recognition methods in 2-D
is a computer vision system, that recognizes hand
gestures in a real time, and is used as a computer
input device for graphics applications. We are cur-
rently working on a 3-D implementation based on a
structural stereo vision.
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