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Abstract
In order to identify the knowledge required for
human-computer collaboration, it is first necessary
to have a clear understanding of what it means to be
collaborative. Based on the formal definition of col-
laboration presented in this paper, there are three
necessary and sufficient knowledge sources for a col-
laborative computer system: a model of the task do-
main, a partial model of the user’s goals, and a rudi-
mentary model of the user’s knowledge. Other abil-
ities often associated with intelligent agents, such as
plan recognition and traditional AI user modeling,
are still highly desirable but are not strictly required
for collaboration.

1 Introduction
One of the topics for this symposium addresses the
knowledge required for effective human-computer collab-
oration. Specifically:

What knowledge must a system have in order to be
an effective collaborative partner? For example, are
models of a user’s goals and plans necessary? What
about models of the task domain?

At first glance, we might answer these questions triv-
ially: either everything is required in order to be ef-
fective, or nothing is required but increased knowledge
brings increased effectiveness. We could then focus on
the costs and benefits of acquiring and maintaining var-
ious types of information for a collaborative intelligent
agent.

However, upon further reflection, these questions de-
serve more careful consideration. There is in fact a core
amount of knowledge that a system must have in order
to be considered a collaborative partner, but identifying
this core depends heavily on a precise definition of what
it means to be collaborative.

Section 2 presents a first attempt at a rigorous defi-
nition of human-computer collaboration. Based on this
definition, Section 3 identifies the types of knowledge re-
quired by a collaborative computer system. Section 4 de-
scribes the enhanced capabilities that are enabled when
additional knowledge sources are available. Finally, Sec-
tion 5 discusses these results in the broader context of
intelligent agents.

2 What is Collaboration?
Before discussing the knowledge requirements for
human-computer collaboration, we must agree on a for-
mat definition of collaboration. Is collaboration the same
thing as cooperation or coordination, two terms that
have been used frequently in the Distributed AI liter-
ature? Most references either leave the term completely
undefined or give a loose definition that appeals to the
user’s intuitions. For example:

Definition 1 (Hollan) A collaborative interface is one
that exploits knowledge about tasks, applications, inter-
face, and users in ways that help users accomplish tasks
effectively [Hollan et at., 1991].

This definition makes an informal connection between
collaborating and helping with the user’s tasks, but it
does not provide an acid test for whether or not a given
system is collaborative. A dictionary definition of col-
laboration is even more vague:1

Definition 2 (Webster) Collaborate: to work jointly
esp. with one or a limited number of others in a project
involving composition or research to be jointly accredited.

Under this definition, the only thing required for col-
laboration is to have two agents working on the same
project, which means that I may have collaborated with
the Emacs editor in writing this paper. This definition
seems too weak.

Instead, I propose the following formal definition of
collaboration. The correctness and completeness of this
definition may still be debatable, but at least it pro-
vides a starting point for a more rigorous analysis of the
knowledge required for a collaborative agent. For the
purposes of this paper, assume that there are exactly
two collaborative agents (one human, one computer).

Definition 3 (Calistri-Yeh) Collaboration exists be-
tween two agents A and B if and only if"

1. A and B have mutual knowledge of a common goal g.

~. The goal g is decomposed into g = ga t9 go such that
A agrees to be responsible for subgoals in gA and B
agrees to be responsible for subgoais in gB.

1Webster’s 3rd New International Dictionary,
Unabridged. Meriam-Webster 1986.

From: AAAI Technical Report FS-93-05. Compilation copyright © 1993, AAAI (www.aaai.org). All rights reserved. 



3. Both A and B make a significant contribution toward
the solution of g.

g. There is an opportunity for communication between A
and B.

5. The combined contributions from A and B have a syn-
ergistic effect on the solution of g (or on the solution
of a higher-level goal of one of the agents).

6. Some part of A’s contribution temporally meets or
overlaps some part of B’s contribution.

I will now elaborate on each of these requirements.
Once the requirements are clearly understood, I will
show that there are specific types of knowledge that are
necessary to support human-computer collaboration.

Common Goal: This requirement simply says that
both A and B share the same goal g, and that both of
them know that they are sharing the same goal. Re-
quiring a common goal is obvious; requiring mutual
knowledge of the goal eliminates cases of independent
researchers who coincidentally share the same goal.

Goal Decomposition: This requirement serves two
purposes. First, it guarantees that all parts of the goal
are covered during task allocation. Second, in conjunc-
tion with the common goal requirement it guarantees
that some amount of cooperation is taking place: once
both agents agree to the common goal and the decom-
position, there is intentional joint action [Jennings and
Mamdani, 1992]. Without this requirement, we could
have a situation like the space race of the 1960s between
the Americans and the Soviets: they had the same goal,
they both made advances that had a synergistic effect,
there was the potential for communication, and both
agents were working at the same time. But that situa-
tion was considered competition instead of collaboration
because there was no agreement to cooperate.

Note that gA and gB are not necessarily disjoint; A
and B may work jointly on some of the subtasks. Also
note that one agent may not necessarily know the other
agent’s subgoals, and even if it does know the other’s
subgoals, it may not know how to solve them. However,
one of the agents will probably know the entire top-level
decomposition in order to verify that the goal g is com-
pletely covered between the two agents. The decompo-
sition into gA and gB is often the result of negotiation
between the two agents, but it is also possible for one
agent to impose the decomposition on the other agent.

Dual Contributions: If A and B both want to
achieve g but A does all the work and B does nothing
(i.e., gA = g and gB = ~b), that should not be consid-
ered collaboration. It is still not collaboration if B’s
contribution consists solely of stapling together the final
report. Each agent must make a significant contribu-
tion (although I will not attempt to define "significant"
here). Note that the definition does not require that the
common goal actually be achieved: collaboration may
end in failure.

Communication: This requirement does not actually
require that any explicit communication take place be-
tween A and B, only that the potential exists. But
that potential itself may constitute implicit communi-
cation. For example, A might be in charge of start-
ing a subtask, and B might be in charge of moni-
toring that subtask for failures and alerting A if any-
thing needs to be changed. If B never contacts A
at all, B has implicitly communicated that the sub-
task is proceeding normally. This type of communica-
tion can be considered a special case of Grice’s Maxim
of Quality as extended by Joshi [Joshi et al., 1984;
Joshi et al., 1987].

Synergy: If A could achieve the goal g in time t, and
ifA and B together achieve g in time t~ > t, it would not
normally be considered collaboration; after all, B only
made matters worse. Of course, there may be exten-
uating circumstances: involving B might free up some
of A’s time to start working on something else, for ex-
ample. This is the reason for the extra clause on this
requirement.

0ne special case of synergy is the ability for oppor-
tunistic action: if A knows about one of B’s subgoals gi,
and if A has the opportunity to perform an action a that
would help B in achieving gi, it would be desirable for A
to perform that action (under most circumstances). 
should not require A to do every possible thing to help
B, since there may be a legitimate reason for not doing
so (a might conflict with one of A’s other goals, it may
be inconvenient or expensive for A to do a right now,
etc).

Timing: The intuition behind this requirement is that
the two agents should be working together on the task at
the same time, but the details are a bit more complicated
than that. For example, if a task took three full days
to complete and two agents alternated 12-hour shifts, it
would still be considered collaboration. It would also be
considered collaboration if agent A did some work on the
task, then passed it off to B to finish. What we want to
avoid are situations where A did some work 20 years ago
and B is now continuing it. This situation would only be
collaborative if A renewed his involvement in the task.

3 Knowledge Needed for Collaboration

Several sources of information may help the computer
agent to perform its task:

¯ a model of the domain

¯ a model of the user’s goals

¯ a model of the user’s plans

¯ a model of the system’s and the user’s aptitudes

¯ a model of the user’s knowledge

The last model here is a catch-all category for gen-
eral information about what the user knows; it may also
encompass the models of the user’s goals, plans, and ap-
titude, and it is what the AI community commonly refers
to as a user model.



However, although all of these models are beneficial,
not all are required to be collaborative. I will now an-
alyze Definition 3 to see what knowledge is needed by
a computer agent ("the system") to satisfy each of the
requirements for collaboration with a human agent ("the
user"). Recall that the definition makes no distinction
between which agent is the computer and which is the
human.

Common Goal: Since the shared goal is mutually
known, the system must know that the user holds this
goal. This knowledge requires at least a basic model
of the user’s goals. This model might contain only the
single shared goal, but it is still required.

Goal Decomposition: In order to be responsible for
a subset of the subgoals, the system must be able to solve
the subproblerns necessary for achieving those subgoals.
This capability requires domain expertise, which implies
some sort of domain model. This may be an explicit
model that the system can reason about directly, or it
might just be implicit in the algorithms used to solve the
subproblems.

If the system is aware of the full top-level goal decom-
position, then it must also have a model of the user’s
goals.

Dual Contributions: Again, in order to contribute
toward the goal, the system must be able to solve its
subproblems, which requires a domain model.

Communication: To communicate effectively with
the user, the system needs some model of the user’s
knowledge. As with the domain model, this model can be
either implicit or explicit. Just the fact that information
is organized and presented in a particular way reveals
implicit assumptions about the user’s knowledge, which
forms a rudimentary user model [Kass and Finin, 1988].
If the system wants to tailor its response for different user
classes [McLoughlin, 1987; Paris, 1988; Rich, 1979] or in-
dividual user8 [Calistri-Yeh, 1991; Kass and Finin, 1988;
Kass and Finin, 1991], more sophisticated user models
are required, but this customization is not technically
required by the definition.

Synergy: This does not require any additional infor-
mation beyond what is needed to satisfy the other re-
quirements.

Timing: This does not require any additional informa-
tion beyond what is needed to satisfy the other require-
ments.

Hence, we see that in order to be considered collabo-
rative according to the definition above, an agent must
have a model of the domain, a model of (at least some
of) the user’s goals, and at least a rudimentary model of
the user’s knowledge.

Once a system has these three models, it is able to reap
two benefits often associated with collaboration but not

mentioned in the definition: shared knowledge and op-
portunistic actions. One normally thinks of collaborative
partners as communicating frequently and presenting in-
formation about their intermediate results to each other
in an appropriate way as they work. One also normally
expects that if one of the collaborative partners has the
opportunity to help achieve one of the other partner’s
goals, it will do so [Tyler et al., 1991]. These abilities
are derived from a model of the user’s knowledge and a
model of the user’s goals respectively.

4 Beyond Basic Collaboration
Section 3 argued that a model of the domain will allow
the system to solve the assigned subproblems, a model
of the user’s goals will allow the system to perform op-
portunistic actions to help the user, and a basic model
of the user’s knowledge will allow the system to tailor its
responses enough to provide adequate communication to
the user. So where do the other knowledge sources come
into play?

If the system has not only a model of the user’s goals
but also a model of the user’s plans for achieving those
goals, the system has an enhanced capability for oppor-
tunistic action, since it can adjust its actions to best
assist the specific steps that the user needs to perform
[Goodman and Litman, 1991]. It also has the opportu-
nity to perform error correction, pointing out mistakes
and misconceptions that may be present in the user’s
plan [Calistri, 1990; Calistri-Yeh, 1991; Pollack, 1986;
Quilici et ai., 1988].

If the system also has a model of the relative compe-
tence and aptitudes of the computer and the human, it
will be able to play a larger role in the task allocation
process. Rather than having the user decompose the
problem and assign pieces to the computer, the com-
puter can understand which tasks it can perform better
than the user, and it can actively participate in (or even
initiate) the allocation process.

The five sources of information, along with the abilities
that they enable, are shown in the pyramid of Figure 1.
Each ability in the pyramid requires all of the knowl-
edge beneath it. For example, error correction requires
a model of the user’s plans, a model of the user’s goals,
a model of the domain, and a fairly rich model of the
user’s knowledge. The higher sources of knowledge are
more difficult to acquire and maintain than the lower
ones, but they enable more powerful and useful abili-
ties. Some model of the user’s knowledge is required at
all levels above basic domain competence. Higher levels
of the pyramid require more knowledge of the user, but
the more knowledge the system has, the easier the other
abilities are to achieve.

5 Discussion
These results are somewhat at odds with the AI commu-
nity’s typical view of an intelligent agent. Specifically,
I am claiming that plan recognition, misconception de-
tection, and traditional AI user models are not necessary
for human-computer collaboration. Instead, all the com-
puter needs is basic competence in the domain, a vague
idea of (at least one of) the user’s goals, and just enough
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model of user’s knowledge

Figure 1: Knowledge used during collaboration. Shaded area is mandatory, unshaded is optional.

information about the user’s knowledge to communicate
its results coherently.

Does this mean that plan recognition, misconcep-
tion detection, and full user models serve no purpose?
Hardly. It simply means that agents do not need to be
very bright in order to collaborate. Any system that is
at or above the border of the shaded region in Figure 1
can be collaborative, but the higher the system is on the
pyramid, the more collaboration can be performed and
the more effective that collaboration can be. As the sys-
tem increases its knowledge about the user, it increases
its ability to assist.

While moving up the pyramid results in increased col-
laborative possibilities, it also results in increased cost.
For example, task allocation requires maintaining and
reasoning about a very large amount of knowledge, and
it may not be worth the effort if users are more com-
fortable assigning the subtasks themselves. The system
designers must decide on the most efficient tradeoff be-
tween desired ability and effort of implementation and
maintenance.
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