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Abstract

This paper describes a programming methodology called
model-based programming which supports development
of systems with complex activities accessing large
volumes of data. This methodology utilizes multiple
levels of data model formality providing some powerful
features for systems that are built using this
methodology. For example, unlike most traditional
systems, information can be programmed into an
application during all phases of the system lifecycle -
from development through daily use. Second, the way
information is entered will dictate how much reasoning
the system will perform on it. This provides options for
the user when they enter information; they can enter
information quickly and get less system management, or
they can enter information more formally and the system
will take more responsibility.

One important component of this programming
environment provides a way for users to enter
information that was not anticipated at development time
- an important capability if a system is going to grow
with it’s increasingly expert users. This component
called TINT (The Intelligent Note Taker) is explained 
detail and issues of human/computer collaboration are
discussed in the context of adding unanticipated
information to complex systems.

Introduction

Information workers (e.g., designers, logistical analysts,
physicians) require advanced tools and significantly more
on-line support to help them achieve productivity gains in
the future. The models and the data in these domains are
very complex and require a wide range of representations
and reasoning components. These systems will typically
require human intervention and because of the complexity
in the domains, require a high level of interaction between
the system and users. This paper discusses some of the
issues in these types of systems, describes a paradigm for
addressing them, and then focuses on TINT (The Intelligent
Note Taker) [3], a tool that has provided significant
support for human/computer interaction in the applications
we have developed. TINT reduces inflexibility of
information systems by providing ways to enter
unanticipated information, while giving it enough structure
to operate with partial understanding and thereby assist the
user in managing it.
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Two of the key issues in providing better support for
information workers are:
° The need to reduce the inflexibility of current information

systems, by providing ways they can operate with
partial understanding of information that was
unanticipated during construction of their data/knowledge
bases

¯ The need to help users navigate their way through
systems when they don’t know the functionality
available to them, or don’t understand the organization
and content of the information sources in the system.

In the sections following, we will first describe a
programming methodology, called model-based
programming, that provides a substrate for addressing
these issues by providing an underlying knowledge
representation and high-level programming capabilities. In
discussing this approach, we will introduce a notion of
degrees of formality in representation that will permeate
the rest of the discussion.

Next, we will briefly describe a layer of software
components based on the model-driven programming
paradigm that define our framework for building
collaborative environments. These tools support functions
in task domains involving management of large amounts
of information and multiple, long-term activities [6].
TINT is a key tool in that framework. It reduces
brittleness and softens demands upon users’ knowledge of
the system by providing a bridge between formal
knowledge and informal knowledge.

After introducing our approach and describing TINT, the
next two sections will discuss relative strengths and
weaknesses of humans and computers in the context of the
two key issues mentioned above. We will then discuss a
set of issues associated with managing interactions
between the user and system. Finally we will briefly
discuss the knowledge required for a system to be a
collaborator and the architectural requirements of a flexible
information system using TINT.

Model-Driven Programming
Model-driven programming seeks to specify behavior in

a fashion that reduces the burden of explicitly handling
control. Our current implementation of this paradigm
does so by providing a modeling system consisting of a
core modeling language and satellite languages integrated
together into a central domain model [8]. The core model
defines the terminology of the application while the
satellite models provide tool-specific terminology for the
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application. An interface component is capable of
presenting all of the models in the representation system
so the user has a seamless view of the application.

A number of different languages are used within our
model-driven environment and they vary in their level of
expressiveness. It is generally believed that the more a
modeling language formally represents the semantic
content of an application the more the system can infer and
"understand" about the data. The models produced from
these kinds of languages are called formal models [4].
Logic based languages such as Prolog and LOOM [5] are
examples of a formal modeling language.

On the other hand, some types of information in an
application may be in a purely syntactic form (e.g.,
strings, numbers) with no domain specific representation.
We call this type of model an informal model. There are a
number of reasons why the data may be informal:
¯ the developer may choose not to model it formally

because the extra detail is not required to meet the goals
of the application

¯ the data may not have been known at development time
making it impossible to build the model to represent the
data. Thus, when the data is entered by the user it has to
be captured in a semantic-flee representation.
Semantic reasoning cannot be performed using only

informal information because the information is not
entered in a form that can be used by semantic reasoners..
However, integration of formal and informal
representations is possible by storing informal information
in formal objects. (E.g., an attribute of an object may
contain a value of a string). If a formal model is used in an
application and a user wants to assert some information
that doesn’t fit the model, systems typically give no
assistance in handling it for the user. In applications where
this is the case, users typically have to record this informal
information externally in a paper system or utilize a
mechanism that is independent from the formal model
(e.g., a text editor to record and save text to files).

To help close the gap between formal and informal
models, our modeling system contains a third
representation, a semi-formal model. Semi-formal
models [3,4] use a relatively formal representation, but
there are specially designated attributes that contain
informal information. Special inference mechanisms
operate on the semi-formal representation which take these
special attributes into account.

The structured part of the semi-formal representations
serves two purposes in a modeling environment:
¯ it represents domain specific information that can be

anticipated and modeled formally
¯ it provides a bridge between the informal information and

formal representations of an application.

Integrated User Support Environments
We have been building on top of this model-driven

programming architecture to provide a framework for
creating integrated user-support environments[6]. We
define an integrated user-support environment to be a set of
software tools (e.g., scheduling systems, databases,
browsing aids, notes, interface components, and expert
systems) which the user can utilize to perform the

activities of that domain. The key components of our
fi’amework are:
¯ HUMANOID [9], a user interface management system

which facilitates evolutionary development by allowing
users to readily create customized displays.

¯ SCENARIOS/AGENDAS [7], a language and planning
system for scheduling and controlling the activities of
multiple agents (humans and software processes) dealing
with multiple, extended, interleaved problem solving
tasks.

¯ DAM [2], a data assimilation and monitoring module
that regularly inspects databases to detect changes of
interest to the system. Our approach is particularly
concerned with retrofitting to pre-existing databases.

¯ BACKBORD [10] a knowledge base / database browser
that helps create queries and other specifications.

¯ TINT [3], a system that utilizes a semi-formal model
called Notes to capture and manipulate unanticipated
information in applications.

TINT

Because TINT addresses some of the most important
issues in human/computer interaction, it will be the
primary focus of discussion in the rest of this paper.
TINT, utilizes a semi-formal representation called Notes
which contains generic note types and attributes and
provides inference mechanisms and a user interface for
managing semi-formal information. The Notes
representation utilizes a persistent, frame-based
representation and provides an Application Programmers
Interface (API) used to link informal and formal
information together.

A general model of note types is provided with the TINT
system; developers can simply specialize this set of basic
note types for an application. The note taxonomy contains
representations for general issues. For example, problems
and their solutions are represented by the classes anomaly
note and resolution note. Anomalies capture observed
conditions in a data source that require further
investigation. Resolution notes capture the response to an
anomaly note and typically describe the details of the
response or how it was accomplished, thereby indicating
that investigation is complete. Anomalies and resolutions
are notes, because in many applications, we find that users
want to make assertions about anomalies that haven’t been
specifically designed into the system. These two general
note types are used by the data monitoring module (DAM)
mentioned above.

In addition to types, notes have attributes. Some of the
attributes are restricted to other formal or semi-formal
objects, while some contain strings (informal data). 
general, the attributes with formal restrictions serve as a
context for the note so the user can relate the semantic
information they read in strings with the semantic
information in the formal model. For example, notes have
a value slot called referent, where the values are semi-
formal or formal objects. Referents can be used in many
ways, but typically notes are created about some particular
objects in the system and these objects are placed in the
referent slot.
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TINT is designed to support a small group of
developers/users who must work as a team in an
information system environment. In this context, TINT
provides many of the desirable features suggested in the
seminal paper on the seven issues of Hypertext [1]. For
example, TINT supports traditional hypertext functionality
in addition to advanced features such as retrieval, hypertext
links to other representations, and browsing. However,
TINT currently does not support some functionality of
extremely distributed systems like Lotus notes, World
Wide Web (WWW) or Gopher such as network
communications for a large network of users.

Now that we have described some of the technical
aspects of TINT, we will discuss a set of issues in
human/computer interaction and how TINT addresses these
issues. We will show how TINT assists humans in
several large application systems, and how it can be used
to collect information that would not otherwise be
collected if a strictly formal or informal representation were
used.

Sharing Responsibility Between Users
and Computers

Responsibility must be shared between humans and
computers in these complex domains. If computers are
thought of as just another agent working in a particular
domain, then humans should be assigned tasks in which
they are most competent and software should be designed
to perform tasks that the computer can do well.

In the paragraphs that follow we discuss three issues that
benefit from human/computer collaboration. These three
issues are: Understanding and modifying formal models,
retrieving information, and flexible human interfaces. We
discuss how the TINT system (and other peripheral
software) supports the human in performing these
activities and discuss the best division of labor between
human and computer.

Understanding and Modifying Formal Models
Every system must operate on a model, either an

implicit model or an explicit one. Many systems today
use a single, formal language (e.g., Prolog, Relational
DBs) to model all of the domain data. These modeling
languages provide a relatively rigid representation that
models known information very well. Application
developers build applications by developing the
requirements of the system and then constructing the
models and associated functionality [2]. These systems are
built, thoroughly tested and users then start using them for
their work.

As is the case in most complex domains, users
experience new situations periodically, and over time they
become more and more expert in the domain. One would
like the system to reflect this growth as well. However, in
many cases the user is not familiar enough with the model
or the modeling language to make these changes to the
system. Unfortunately, the developer cannot be available
for the lifetime of the system either, so over time the users
become more expert (and must remember more) and the

system becomes obsolete. TINT provides a way to reduce
this type of system obsolescence. TINT allows the user to
enter information easily and quickly without requiring
changes to the core model. Notes that capture new
information can be created and linked to the relevant
features in the core representation. These notes capture the
user’s knowledge and provide a way to make the system
more supportive without making modifications to the core
models.

EASES [11] is an application that illustrates the use of
TINT in augmenting its system’s knowledge. EASES
assisted item managers in managing spare parts for weapon
system repair in the military. In one case, item managers
observed that a set of parts were failing more frequently
than average. The users investigated the problem and
found that heat-sensitive parts on aircraft flying in the
South Pacific failed much more rapidly. They discovered
that pilots fired their afterburners more while flying over
the uninhabited parts of the South Pacific and this caused
the heat sensitive parts to fail faster.

Since this situation was not anticipated, EASES’ core
knowledge base only represented some of the information
in this example. Part/subpart relationships were
represented along with failure rates and some other
logistics attributes. However, developers could not predict
such specifics as South Pacific regions and pilots’ flying
habits would have an impact on aircraft failure rates.
Failure-conducing factors, such as heat-sensitivity, were
also not part of the initial model. Using Tint, an EASES
user can enter this information easily as a note and link it
to the appropriate parts stored in the core knowledge base.
Of course, the system would not detect this problem if it
arose in the future, but the note does document the
occurrence of this problem for future reference.
Furthermore, the system can be programmed to ask for
help when it is doing predictions and it recognizes the
presence of notes that might impact its results. This type
of data capture in a traditional system is difficult to
perform, if it is possible at all.

Not only does this semi-formal layer allow annotation of
a knowledge base, but there are some additional benefits:
¯ Application notes are no longer logged on paper but are

entered into the computer for storage.
¯ The developer can analyze the notes based on the model

and extend the formal model accordingly. (This analysis
and model extension is currently a manual process.)

¯ Because the notes use a semi-formal representation, some
of the capabilities of formal representations can be used
with notes such as retrieval, classification and some
inference.

Retrieval of Textual Information
For a human to work effectively with computers, they

need to be able to ask for information and receive it in an
understandable form. Retrieval capabilities are especially
important because people often want to collect the details
of a particular task or object. This is important for
auditing purposes and recall of details for application to
other tasks. Hypertext systems with only link-following
capabilities are not up to this task and text search using
string matching is somewhat hit-or-miss. Using the semi-
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formal representation of notes, retrieval systems like
BACKBORD [10] can be used to find groups of notes with
particular features or values. The formal aspects of the
note and the query capabilities of its representation
language can be utilized to find notes of interest.

Flexible Interfaces
Typical computer interfaces today provide very little

flexibility for humans to enter information that was not
anticipated during development. There seem to be at least
two reasons for this:
¯ systems are built on relatively static models of the

domain so relating random information to the model in a
systematic way is difficult and

¯ it requires significantly more work for a developer to add
input capabilities for unanticipated information, so it is
usually not added.
The TINT Notes representation has been designed

specifically to alleviate the first problem: adding
unanticipated information to static models. Users can
create note instances through TINT and link them to
objects in the existing knowledge bases. TINT currently
supports links from notes to notes, notes to LOOM[5]
knowledge base objects, notes to Itasca Object Oriented DB
objects, and notes to interface objects modeled in the ICR
language[9].

Our methodology for the second problem is based on the
design philosophy of the particular interface system we are
using, HUMANOID[9]. HUMANOID provides a
development paradigm where a developer starts with a set
of default templates and specializes them for the particular
application windows. HUMANOID also provides a wide
range of capabilities that can be "mixed in" to the current
application interface. The current development of TINT
will add general note-taking "mixins" for HUMANOID so
the developer can add the note-taking facility to a new
template. Using this scheme, we can mix in note-taking
facilities in virtually all the windows so that users can
enter information anywhere they wish. There are currently
some issues that must be resolved in the current
implementation of this interface. For example, when
creating a note about a particular area on the screen it is
not always obvious which object or objects are to be the
referents of the note. Our current solution assumes the
note is to reference an intermediate form in the window.

Assumptions about Communication and
Coordination

The division of labor for an application can be
partitioned into three categories; computer, human and
mixed initiative. By "labor" we mean inference that
extends or modifies the domain knowledge. (Processing
done by the interface to present information or to parse it
into an internal representation doesn’t count.)

Mixed initiative is the most interesting because it
involves the computer AND the human, so we will focus
on it in this section. An example of a mixed initiative
activity is data monitoring (DAM) in logistics database
applications like EASES and DRAMA [2]. When
developers add data monitoring to an application, they first

define data patterns relative to the core knowledge base.
These patterns describe conditions in the data that should
be flagged every time data fitting that pattern occurs.
When an occurrence is detected, an anomaly note is created
and asserted into the note database. When the anomaly
note is asserted, the note is passed to our framework’s
Scenarios/Agendas mechanism. Scenarios/agendas
contains knowledge about activities: which activities can
resolve each anomaly, how to divide up the tasks of the
activity between the user and the system, and how to
present the user tasks. Because it knows which activities
can resolve each anomaly when the anomaly note is sent to
it, Scenarios/agendas decides on the appropriate activities
and initiates them. If it doesn’t know of any activities
that match that anomaly, it uses a default activity which
presents the anomaly to the user and reminds them to do
something about it.

The data monitoring aid only creates anomaly notes for
patterns that were programmed by the developer. Users, on
the other hand, can also create anomaly notes that capture
problems in the data source and Scenarios/agendas will
manage these anomalies also. The Scenario/agendas
mechanism doesn’t require that it understand the problem
represented in the anomaly note. It simply knows the
structure of the anomaly note so it can handle problems
that are defined by either the system or the user.

This is a mixed initiative task from a number of aspects.
One is that the user or the system is allowed to enter an
anomaly. Another is that once the activity has been
instantiated, the user has a chance to enter information and
perform tasks that resolve the problem. If there are
activities that a system can do without assistance from the
user, it goes ahead and does them.

Supporting Ways that People Prefer to
Work

We feel the functionality of TINT is important to have
in information systems because of observations that have
been made about how people work. One characteristic we
have observed is that if a system is so rigid that it
completely controls the dialog (e.g., a line-oriented
interface where the system asks users questions), naive
users feel intimidated and aggressive or creative users feel
stifled. Instead, users prefer systems with the level of
flexibility similar to a paper system, where they can write
things where they want, rearrange documents, and
reorganize information. TINT provides this capability by
allowing users to make notes about arbitrary objects at
anytime; the system will store and link them
appropriately.

Many activities require multiple sessions before they can
be completed. This requires the relevant data and
information be carried along with the activity until
completion. External observations as well as internal ones
should be maintained by the computer so that the fullest
possible context is maintained. Users sometimes have
trouble remembering all the details of a problem when they
have been away from the problem for a period of time and
they have been very busy. TINT supports users by
allowing them to make notes about the activities they

49



perform and attaching the notes to related objects in the
system for context.

Methods for Shifting Responsibility
between Humans and Computers

Now that we have discussed the strengths and
weaknesses of computer and humans and some of the
communication issues between them, we will briefly
discuss some methods for shifting responsibility between
them.

Three major roles have been identified in information
systems: developer/maintainer, user and computer. These
are obvious distinctions, but are interesting when
considering responsibility and communication. One way
to analyze these roles is based on the type of information
that each party must understand. Developers must
understand almost everything about the application: all
semantic information, the languages (syntactic
information), and all of the actions and functional
components. End users understand all of the semantic
information of the domain and relatively little (if any) 
the syntactic information. Finally computers understand
only what they are told; they understand what they are told
about the domain knowledge (semantic information) and all
of the syntactic information (since language syntax exists
for the computer).

Based on these observations, users will be best supported
if they can communicate with the system in terms of the
formal model. It provides the model closest to the user’s
model and performs inference and reasoning at the level
closest to that of the user. However, as we previously
stated, there will always be information that is not in the
formal model. This information has to be managed more
by the user and less by the system. For instance, if some
information is entered as informal data, the system may
only be able to store the information and the user will have
to understand it (with respect to the domain) and manage 
in the system.

Thus, the way the end user enters information into the
system will determine the response and the level of support
of the system. If the user wants the system to help them
model the information and manage it more, they will have
to make sure the information gets into the formal model.
If they don’t need as much reasoning for some of the data,
they can enter that as notes and the system will maintain
the notes. In that case, much of the semantic content of
the note will only be understood by the user.

The manual analysis of notes created in a system
provides a way of moving responsibility from the user to
the system. As was mentioned earlier, end users will enter
notes into a system as they use it. Developers are able to
analyze those notes to understand how the system should
be extended. They can then extend the domain model using
the formal representation, and can add activities for that
data so that the system takes action when new information
is entered.

Managing Interactions
Now that we have discussed reasoning and representation

issues, we will briefly discuss the interface of TINT with
respect to some well known interface paradigms.

Models of Interaction
We will discuss two interaction methods: intermediary

vs. model world. The intermediary method of interaction
typically presents information in a textual form as opposed
to iconic or graphic form. To enter information, users
typically type information in from the keyboard. The
model world paradigm is basically a graphically presented
interface where a user interacts with the computer via direct
manipulation techniques.

We believe there should be a mixture of both types of
interaction. In the TINT interface, we use the model world
paradigm in attaching notes to other objects. However, we
use primarily the intermediary paradigm to present and edit
a note because users think of notes as textual objects. We
also use the intermediary method for some activities
because it provides much more information to the user
about what can be performed in the system than does a
model world.

Whether intermediary or model world paradigm is used,
we believe the interface should be based on an explicit
model; we call this a model-driven interface. We feel this is
the best type of interface (especially for development
environments) no matter which type of interaction scheme
is chosen. One reason a model is important is that
changes to a potentially large group of application
windows can be implemented via a single change to the
interface model. Another reason is that a developer or end
user can talk about the interface structures formally. For
instance, notes discussing interface issues can be attached
to specific windows (and consequently their underlying
objects) because a model exists that represents what is
being presented on the screen.

Achieving Natural Communication
The reason we strive to design flexible systems is that

they will support more natural communication. There are
three criteria that must exist in a system if it is going to
support natural communication:
¯ The formal, semantic models must be used to present

information, and those models must be available to the
user to annotate.

¯ Semi-formal representations must be available to
augment the formal knowledge that is shared by the user
and the system.

¯ The interface must support formal and semi-formal
presentation and manipulation.
Having these three features present in a system means

that a user can think in terms of the formal model, add
information to either the formal or semi-formal model via
the interface, and have query capabilities available for either
formal or semi-formal information.

For example, in the EASES domain discussed earlier,
the user may examine the features of a specific weapon
system component. The part’s information is retrieved

5O



from the core knowledge base and presented to the user
who can make a note about one of the attributes of that
part. Later, when this component is presented again, the
note will show up in that presentation because it is linked
to the part. Depending on the number of notes and their
relationship to other objects, the presentation may be in
the same window as the component attributes or in a
different window.

Clarifying Assumptions
What knowledge must a system have to be a

collaborator? A model of the domain (either distributed or
centrally located) shared by both the user and the system is
a key feature of a collaborating system. The formal model
represents terminology that is semantically understood by
both the system and the user. The system can retrieve and
present domain data based on the formal model and the user
can enter information that can be added to the formal
model.

A semi-formal representation is necessary if a system is
to be a collaborator because the formal domain models
never represents everything that a user wants to store in the
system databases. The semi-formal representation must be
linked to the formal models so the context of the note is
captured.

What are the appropriate architectures for deploying this
knowledge? The global architecture that we are promoting
(and TINT especially within it) supports a situated
perspective as opposed to a planned perspective. By this
we mean many of the applications will involve working
with information that was not anticipated at design time.

Our programming paradigm involves high-level tools
(e.g., TINT, DAM) which are combined by the developer
to compose a system. Satellite knowledge bases support
the tools and are integrated with the core knowledge base
producing a model for an application that contains formal
as well as semi-formal representations. The range of
representations allows a user to define a flexible system
that accepts a wider range of information and the system
assists in managing it with the user.

The interface component is separated from the
representation and reasoning systems, and is the primary
integration component for an application. The interface
makes multiple representations transparent to the user so
they can work at the level that is natural for the
application, not at the representation level. HUMANOID
supports an integrated capabilities approach where a
developer can add "mixins" to windows in the interface to
get the best capabilities for that part of the application.
For example, this allows a developer to mix in note-taking
capabilities in all the windows so that users can enter notes
about information in the window with a standard note
interface.

Conclusion
We believe the model-based programming paradigm will

support development of more flexible systems, leading to
more natural human/computer interaction. We have
described a range of models that support capture and
retrieval of very different kinds of information. We have

shown how TINT fits into this model-based approach by
introducing a semi-formal model that bridges between
formal and informal representations. We discussed a
number of ways that TINT reduces the brittleness of
information systems and reduces demands on users’
knowledge of the system. For example, users acquiring
information about heat sensitive parts on a particular
aircraft can enter that information even though the concept
of heat sensitive part does not exist in the current, formal
representation of the system. Reducing brittleness and
increasing flexibility provides more natural communication
between system and user, and TINT provides key
capabilities in making this a reality.
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