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Abstract
In this paper we argue that the planning of mul-
timedia presentations requires at least two distinct
(though interrelated) independent reactive planning
processes: one to plan the underlying discourse
structure (that is, to order and interrelate the in-
formation to be presented) and the other to allo-
cate the media (that is, to delimit the portions to
be displayed by each individual medium). The for-
mer process has been the topic of several studies in
the area of automated text planning, in which the
traditional methods of constructing tree-like plans
in deliberative, top-down, planning mode have been
applied with varying amounts of success. The lat-
ter process remains less clear, in part (we believe)
because the deliberative planning mode is even less
appropriate for it. We outline in this paper the rea-
soning behind our belief that neither planning pro-
cess can be a simple deliberative top-down one and
describe the kind of interplay between the two pro-
cesses.

1 An Initial Approach to Multimedia
Presentation Planning

One of the central questions faced by automated sys-
tems that create multimedia presentations is the nature
of the presentation planning process. Given the concep-
tual similarity of the task to that of automated text gen-
eration, one might consider generalizing a text planner
that already performs the tasks of information selection
and organization to include a process that allocates the
information to specific media for presentation. In fact,
one may hope that a single planning mechanism rather
like a text planner will perform all the necessary tasks
simultaneously, in a single swoop of top-down plan ex-
pansion; after all, it is dealing with the same information
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throughout. This view is illustrated in an experiment
we did viewing formatting devices such as enumerated
lists, footnotes, etc., as different textual "display media"
[Hovy ~ Arens 91]. After planning the text paragraph
structure, the text planner simply continued its spec-
ification process and allocated certain portions of the
structure to be realized using specific textual devices.

To the extent inferable from the literature, we believe
that both COMET [Feiner & McKeown 90], and AIMI
[Burger & Marshall 91] exemplify this direct top-down
paradigm.

Unfortunately, as the selection of media becomes
larger and the information to be displayed more flex-
ible, a more sophisticated approach is needed. Based
on an ongoing study of automated multimedia pre-
sentation planning and management that involves ex-
tensive reading in presentation design, Psychology,
Cognitive Science, and Computer Science (for sum-
maries see [Arens et al. 93a, Vossers 91]), several pro-
totype systems (see [Arens et al. 93b, Arens et al. 88,
Van Mulken 93, Arens et al. 92]), and a gradually crys-
tallizing picture of the underlying kinds of knowl-
edge required for this task (e.g., [Arens et al. 93a,
Hovy &: Arens 90]), we have identified and taxonomized
four distinct collections of information features that play
a role in the planning ofa multimediapresentation: char-
acteristics of the information to be conveyed, both in its
generic form and as grouped for the current communi-
cation; characteristics of the media at hand, including
the current display context; the presenter’s goals with
respect to the perceiver’s knowledge, current and future
goal states, level of interest, etc.; and the perceiver’s
goals, interests, and abilities. In [Arens et al. 93a] we
describe a feature-based formalism for this information,
organized in an And-Or dependency network, and pro-
vide some examples of presentation rules based on these
features.

2 A More Advanced Approach: Mixed
Top-Down and Bottom-Up Planning

Our computational attempts to plan multimedia presen-
tations made clear that straightforwardly parameterizing
the information to be presented, the goals of the presen-
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ter, the nature of the media and interlocutor, and so on,
as a collection of rules, and phrasing the rules as plans
for a top-down planning system, is not specific enough
to permit displays to be created. In general, the combi-
natorial possibilities inherent in such a diverse rule set
or plan library make the appealing straightforward top-
down planning approach infeasible. We found it neces-
sary, in addition, to represent and reason with the under-
lying structure of the communication as a distinct entity
in its own right. The different communicative functions
that different portions of the information presented play
-- they may provide core information, or simply sup-
port, elaborate upon, or contrast with other portions,
etc. -- must be known to the presentation planner if
it is to understand the perceiver’s responses adequately
and is to respond to them coherently. The structure of
the communication we call the discourse structure; we
define it immediately below.

While a top-down planning system has been shown in
text planning work to be capable of constructing a dis-
course structure of the required type, down to the level
of specificity at which the information-to-medium alloca-
tion rules can operate, the production of coherent, pleas-
ing, and effective presentations may require significant
reorganizations of the discourse structure, as described
for example in [Arens et al. 93b].

Therefore a second, distinct, planning process is
needed; it constructs out of the initial discourse struc-
ture a separate, generally not isomorphic, presentation
structure. As we showed, the medium allocation plan-
ner has a more bottom-up nature. (The sophisticated
presentation planning system WlP [Wahlster et al. 92],
for example, contains both a top-down and a bottom-up
phase, although it does not create a distinct presentation
structure; Andre, personal communication, 1992.)
We define a Discourse Structure as follows:

Discourse segment: A discourse segment is a tu-
pie (name, purpose/relation, content), where:

¯ The name is a unique identifier for the segment.
¯ The purpose/relation is a communicative goal the

presenter has with respect to the pereeiver’s men-
tal state. For example, the EQUATIVE relation
represents the goal to indicate to the perceiver
that the two discourse subsegments express the
same information in different form, while the JOIN
purpose/relation has no communicative seman-
tics (no linguistic connotations are implied in 
discourse structure).

¯ The content is either:
- the semantic material to be communicated (usu-

ally "small" enough to be generated in language
using a single clause). This material is usually
a set of knowledge base assertions or a database
fact; or

- a single discourse segment; or
- an ordered list of discourse segments.

Discourse structure: A discourse structure is a
discourse segment which is not contained in any

discourse segment and all of whose leaves (the in-
nermost segments) contain semantic material to be
communicated.

In our formulation, the discourse structure simply pro-
vides the basic organization of the information to be pre-
sented. It is neutral with respect to the media and layout
of the eventual presentation.

The discourse structure purposes and relations are
taken from our work [Hovy 88, Hovy et al. 92] opera-
tionalizing and extending the relations of Rhetorical
Structure Theory [Mann & Thompson 88], which holds
that textual discourses are coherent only if adjacent seg-
ments are related according to the constraints imposed
by a small set of relations such as PURPOSE (signalled
in text by "in order to" or "so that"), SEQUENCE (sig-
nalled by "then", "next", etc.), SOLUTIONHOOD (no En-
glish cue phrase), and so on. We provide a taxonomy of
approximately 100 relations in [Mater & Hovy 91] and
an expanded taxonomy of over 170 in [ttovy et al. 92].
In the work reported here, however, the relations are
used differently -- to indicate communicative constraints
among portions of the discourse, .not necessarily linguis-
tic realizations (if any) of such constraints.

By applying its media allocation rules, the presenta-
tion planner transforms the discourse structure into a
presentation structure, which we define as follows:

Presentation segment: A presentation segment
is a tuple (name, purpose, medium, position, con-
tent), where:

¯ The name is a unique identifier for the segment.
¯ The purpose is one or more communicative goals

the presenter has with respect to the perceiver’s
mental state.

* The medium denotes the medium of presentation
of the segment.

¯ The position specifies where in the overall presen-
tational layout the medium should appear in the
presentation.

¯ The content is a list of the semantic material to be
communicated, taken from the leaves or branch
nodes of the discourse structure.

Presentation structure: A presentation struc-
ture is a list of presentation segments in order of
communication.

Once the presentation structure is complete, each pre-
sentation segment is sent to the appropriate medium gen-
erator, whose results are then composed by the layout
specialist and presented on the screen.

3 An even More Advanced Approach:

Two Reactive Planning Processes

It has lately become clear to us, however, that this mixed
top-down and bottom-up planning paradigm is not ad-
equate for the task. Consider first the operation of the
bottom-up media allocation planner: at some point, its
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rules may call for it to arrange material from two sepa-
rate portions of the discourse structure to be presented in
a single display (for an example see [Arens et al. 93b]).
In order to signal to the perceiver what is going on, how-
ever, the display must include a message, possibly a line
of text, explaining that due to the basic similarity of the
material two separate sets of information are shown in
the same display. Whose function is it to plan what to
say as the explanation and where to link it in the dis-
course structure? Surely not the media allocation plan-
ner’s, for it has no control over what content is to appear.
In this circumstance, the media allocation planner prop-
erly must activate the content planner with the goal to
plan an appropriate explanatory message. As a result,
the content planner will have to alter the discourse struc-
ture by inserting the new message. The additional con-
tent may very well require changes to previously existing
portions of the discourse structure -- even portions for
which a presentation structure has already successfully
been created.

Next, consider the operation of the content planner.
At some point, its rules may call for optional additional
material that expands some already established idea.
Whether or not to include this material may very well
depend on how able the display medium chosen to dis-
play the original idea is to include additional material
(we have all at some point "stuck a bit more in be-
cause it fits so well"). But whose task is it to determine
which medium to use? Certainly not the content plan-
ner’s. Therefore, in this circumstance, the content plan-
ner properly must activate the media allocation planner
with the goal to find an appropriate medium. As a re-
sult, both discourse and presentation structures will be
altered.

It is clear that neither planner can proceed in sim-
ple deliberative fashion: each planner’s core structure
is changing as a result of the operation of the other
planner. What is required are two reactive planners
similar to the planner embodied in the PENGI system
[Agre & Chapman 87], that contain numerous rules that
fire when they match the context and produce result in
the next incremental step of behavior, without overmuch
concern for long-range planning.

3.1 A Worked Example

To illustrate this point, we include a worked ex-
ample from the domain of Swiss cheese sales in
[Arens et al. 93b]. For the years 1988 and 1989, our
database contains the following (numbers represent Kilo-
tons of cheese sold in the region and year):

ident region 1988 1989
A, E. Europe 4.3 5.6
B. Switzerland 13.1 14.0
C. Rest of world 5.3 5.5
D. W. Europe 15.7 17.2

The system is activated (by the user) with the follow-
ing presentation goal (phrased here in English):

display the top three sales regions in 1988 and 1989

Temp-Seq

B C D A B D

Figure h Discourse structure built by Planner #1.

The content planner (Planner #1) retrieves the appro-
priate information from the database for each year and
builds the discourse structure in Figure 1. JOIN and
TEMPORALSEQUENCE are interclausal relations from
Rhetorical Structure Theory.

Its task completed (for now), Planner #1 hands off
the discourse structure to the media allocation plan-
ner (Planner #2). This planner traverses the structure
bottom-up and left-to-right in order to create the pre-
sentation structure defined earlier. It uses rules such as

;; ; Display data under Elaboration or Contrast
;;; relations using same medium if information
;;; is of same type, merging leaf nodes from both
;;; subtrees. Apply separately to each leaf node.

R2: IF AND (OR (relation == ELABORATION)
(relation ffi= CONTRAST))

(type (contents (leafl)) 
type (contents (leaf2)))

(medium (leafl) == medium (leaf2))
THEN (create presentation-node

loc: current-relat ion-node
contents: (leafl leaf2)
medium: medium (1earl))

(see [hrens et al. 93b]) to merge together presentation
segments (if possible) and to assign appropriate presen-
tation media. Individually, the two segments of the dis-
course structure would give rise to the two bar charts
shown in Figure 2.

Upon attempting to merge the two presentation seg-
ments for years 1988 and 1989, Planner #2 is blocked;
the relevant merging rule finds insufficient data (visually
expressed in Figure 3). This rule is indexed by numerical
data of this form linked by a TEMPORALSEQUENCE.

What to do? Either Planner #2 has to give up and
produce two separate bar charts, or -- if Planner #1
is reactive -- it can simply pass the discourse structure
back to Planner #1 with a characterization of the prob-
lem: Insufficient information; request for field A for 1988
and field C for 1989.

Planner #1 obligingly retrieves and adds the infor-
mation requested to the discourse structure, which now
resembles Figure 1 with an extra leaf node for each year.
But from the retrieval Planner #1 has learned something
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Figure 2: Bar charts if generated Individually from dis-
course structure.

of potential interest: there are no other possibilities; the
four fields A, B, C, and D together fully cover the range
of sales regions for each year. Whether or not this in-
formation could be relevant for the presentation is not
within the expertise of Planner #1 (nor should it be).
Therefore either it can ignore this information or -- if
Planner #2 is reactive -- it can inquire whether this in-
formation of possible use to Planner #2. (Simply adding
this information to the discourse structure at this point
is not appropriate because that would indicate that this
information rausl be expressed.)

By matching against its rule collection, Planner #2
determines that, indeed, the full coverage of the range
of sales regions -- in fact, the full coverage of any range
-- is potentially very useful, because several rules use

16
14
12

6

East Internal Outside West
Europe Europe Europe

Figure 3: Potential result of merge with insufficient data.

1989

17.2

5.5
14
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Figure 4: Alternative final presentation.

this information to initiate the construction of pie charts.
Planner #2 therefore signals the desirability of this in-
formation to Planner ~1.

Accordingly, Planner ~1 adds the coverage informa-
tion to the discourse structure and Planner ~2 takes
over. After determining that, for each year individually,
both bar chart and pie chart are possible media, the plan-
ner seeks to merge the two presentation segments. Find-
ing all the relevant information present, the bar chart
merging rule succeeds, and the final presentation resem-
bles Figure 3, with all columns properly filled.

Another presentation alternative remains, of course:
although the two pie charts cannot be merged, they can
be produced side by side, as illustrated in Figure 4.
Without the reactivity of the two planners, neither of
these two presentations would have come about.

4 Conclusion

It is difficult to imagine a multimedia presentation plan-
ning system creating the type of presentation described
in our example without engaging in the kind of dialogue
conducted by Planners #1 and ~2. As long as a mod-
ularization of expertise exists -- that is to say, as long
as distinct modules have access to functionally distinct
sets of rules or collections of data -- the modules are
going to have to be able to plan partially, ask each other
for information, and replan or continue planning further
steps.

What is the optimal modularization of the presenta-
tion planning process? This is a deep question that,
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we believe, will be fully answered only when sufficiently
sophisticated working systems are built. Today’s presen-
tation planners still have a way to go. However, based
on our own work in the area and our reading of oth-
ers’ work, we believe it most likely that essentially two
planning processes are required for effective multimedia
presentation communication:

¯ Content planning process (Planner ~1): Opera-
tors construct the Discourse Structure from data ele-
ments and their interrelationships. Planning decisions
are based upon:

- presenter’s communicative goal(s),
- characteristics of data available for presentation,
- perceiver’s knowledge, goals, interests, etc.

¯ Media display planning process (Planner #2):
Operators construct the Presentation Structure out
of information in the Discourse Structure. Planning
decisions are based upon:

-information currently displayed: data elements
(from Discourse Structure),

- displayed configurations of data elements as larger
identifiable units (from Presentation Structure),

- characteristics of media currently employed (on
screen, etc.),

- characteristics of other media available at hand.

Finally, to summarize, we have come to the conclusion
that the appropriate way to view these two planning
processes is as two interdependent reactive planners that
respond to changing and unpredictable communicative
content and presentational context.
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