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Introduction

There is today a growing interest in the use of automa-
tion to enhance the effectiveness of a human performing
a complex task, to build "tools instead of prostheses for
human performance" [Hoc, 1989; Hollnagel et ai., 1985].
Holtzman states that "effective decision systems must
concentrate on assisting the decision-maker to gain in-
sight into the decision problem at hand rather than on
merely supplying a somehow ’right’ answer" [Holtzman,
1989]. This latter view has also been emphasized by
Woods, who discusses the advantages of a joint human-
machine cognitive system architecture where the "sys-
tem" is defined as the combination of human and ma-
chine (as opposed to the machine alone). He further
states that "The challenge for applied cognitive psychol-
ogy is to provide models, data, and techniques to help de-
signers build an effective configuration of human and ma-
chine elements within a joint cognitive system" [Woods,
1986].

The research presented in this paper takes up that
challenge in the particular arena of visual problem-
solving. More specifically, there are many applications
in which understanding and interpretation of visual im-
ages are inherent parts of the problem-solving process.
Examples range from diagnostic radiology and landsat
data analysis to operator-assisted telerobotics. In order
to provide intelligent cooperative assistance in such do-
mains, we need to know something about how humans
perform these tasks, when and where assistance would
be most useful, and what type of assistance is needed.
This knowledge must then be incorporated into a system
design which allows both the user and the computer to
contribute to the eventual attainment of a solution or
partial solution. Initial research in this area has led to
the design of a general system called VIA (Visual Inter-
action Assistant), and a specific prototype of this sys-
tem in the domain of diagnostic radiology (VIA-RAD)
has been implemented and tested with radiology sub-
jects [Rogers, 1992]. The approach taken in this work
addresses several issues relevant to the study of human-
machine cooperation: analyses of how people do work,
knowledge a system must have for effective collaboration,

and appropriate architectures for deploying this knowl-
edge. The remainder of the paper is organized around
these three issues. It is not meant to give an in-depth
description of the VIA system, but rather to highlight
what was done and what was learned in the context of
human-computer collaboration.

Analyses of how people do work
Current implementations of knowledge-based visualiza-
tion systems have concentrated primarily on the develop-
ment of expert-like systems, both in medicine and indus-
try. Such systems usually achieve their cognitive plausi-
bility by extracting domain-specific knowledge from one
or more experts in an area, and then reformulating this
knowledge in a rule-based format. There are three main
drawbacks of such systems: 1) the knowledge extracted
tends to be shallow; 2) experts can also be fallible, and
therefore a range of experience would be more desirable
for modelling purposes; and 3) expert systems tend to
rely on verbal representations of knowledge, and few are
designed to accommodate "image" or "spatial reason-
ing" that is needed for task domains where the decision-
making process must rely on interpretation of a visual
image.

Cognitive Analysis Methodology
Woods has remarked that to build effective human-
machine cognitive systems, techniques and concepts are
needed to identify the decision-making/problem-solving
requirements in some domain and to improve cognitive
performance [Woods, 1986]. In visual reasoning appli-
cations, this must be extended to include perceptual re-
quirements as well. A three-stage Cognitive Analysis
Methodology, developed for this project, addresses some
of these concerns by providing a technique for collecting
and analyzing data in sufficient detail to identify impor-
tant task-related and domain-related concepts.

The first stage is that of Environment Analysis,
where information is gathered about how the task is
accomplished. A guiding principle is that how people
think they perform a task does not always correspond
completely with how they actually do it. Therefore it
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is important to collect data that will reveal as many di-
mensions of the task as possible. In the work leading to
VIA, three types of data collection activities were con-
ducted. Initially, observational data was gathered which
served to acquaint the investigator with the methods and
behaviors of radiologists in the normal routine of the hos-
pital’s chest x-ray reading room. Challenging aspects of
the task, important features of the environment, and an
initial domain vocabulary were identified and taken into
account in the design of the subsequent experiments.

In the experiments, however, the environment would
be changed to that of a laboratory setting, and the di-
agnosis was to be done from computer-displayed x-ray
images rather than film. Therefore, it was felt that
some transitional data should be collected to determine
whether these changes would have any major adverse
effects on how the recruited subjects performed their
diagnostic task. A limited study was conducted which
compared certain timing, image characteristics, and per-
formance parameters between the diagnosis of film and
computer-displayed images. These results are described
in more detail in [Rogers, 1992].

The final experiment involved the collection of concur-
rent "think-aloud" protocols while the subjects were ex-
amining and diagnosing a number of computer-displayed
x-ray images. This type of articulation data has been
described by Ericsson and Simon [Ericsson and Simon,
1984] as the closest reflection of the cognitive processes
utilized during the execution of a task. The images cho-
sen demonstrated a range of abnormalities, and the sub-
jects themselves ranged in expertise from second year
radiology residency to thirty years’ experience. For each
case, the articulation data included the verbal reports, a
formal dictation and a questionnaire that provided some
quantitative data as well as introspective comments.

The purpose of the Protocol Analysis stage is to
elicit information from the verbal statements of the sub-
jects that is relevant to the task. The statements of the
subjects must be broken apart and labelled so that the
concepts which are of interest will be revealed. It may
also be helpful to try to extract domain-specific termi-
nology, so that the remaining text can be analyzed in a
more general fashion. As expected, the verbal reports
collected from the radiologists in this project contained
many medical terms. A further complication was that
often several different expressions were used to denote
the same object or concept. However, it was found that
only three categories: Anatomy, Finding and Diagnosis,
were needed to transform the vocabulary of the radiolo-
gists into Medical Concepts which a non-medical person
could manipulate after pre-processing the protocol state-
ments.

Two further classes of concepts were then developed:
the categories of Descriptive Concepts enabled primarily
perceptual elements to be extracted, while the problem-
solving elements were encapsulated in the set of Cog-
nitive Concepts. These concepts were designed to be
relatively domain-independent, taking the medical con-
cepts previously extracted as arguments. So, for exam-

pie, a radiologist might say "I think this could be a bron-
chogenic carcinoma", and this would be encoded as a hy-
pothesis concept with "diagnosis". as its argument. This
detailed level of analysis provided a transformation from
the think-aloud vocabulary of the practitioners into a
concept vocabulary which could be further studied and
analyzed by the cognitive engineer.

The final stage of analysis, called Contextual Anal-
ysis, is used to determine whether any clusters or pat-
terns of concepts can be discerned. Generally, the en-
coded statements are examined from the perspective
of important overall task-related, time-related and/or
experience-related patterns. In the analysis leading to
VIA, an emphasis was placed on task and time patterns,
and these were studied for all subjects, across levels of
expertise. Comparisons between expert and novice per-
formance were not considered at this time. It was found
that similar clusters of concepts did occur at correspond-
ing times for particular cases, and that these could be in-
terpreted as evidence for plan-like activities. Moreoever,
the composition of the clusters or patterns themselves in-
dicated whether the concepts were primarily perceptual
or problem-solving in nature, and suggested an order-
ing of activities in the movement towards a diagnostic
solution.

Results

The results of this analysis methodology revealed that
different errors or oversights occurred during perceptual,
labelling, and problem-solving activities, and this pro-
vided further justification for the approach of developing
a cooperative assistant that would address aspects of the
entire visual interaction spectrum. Further results pro-
vided insights into the task with respect to descriptive
features, levels of abstraction, context, attention, and
expectation.

These issues are all closely coupled in the visual rea-
soning task. Context sets the scene for a particular col-
lection of declarative and procedural knowledge to be re-
trieved from memory and brought to bear on the prob-
lem. This knowledge creates expectations of what the
practitioner is likely to see, and plans to explore these
expectations emerge, that then guide the attention pro-
cess in deliberate search. However, there are often un-
expected phenomena in the image, which seem to cap-
ture attention immediately, and cause currently active
plans to be interrupted or abandoned in favor of new ex-
ploratory activity. Descriptive features are used to char-
acterize abnormalities, which, in turn, are labelled at
different levels of abstraction. In the interplay between
these different issues, a pattern of interaction between
perception and problem-solving began to emerge. De-
scriptive features can be said to lie closer to the percep-
tual side, while context seems to originate with more ab-
stract thought related to problem-solving. Expectations
lie between these two poles, originating with problem-
solving, but resulting in acts of looking.
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Discussion
One of the challenging problems in building computer
systems is how to maximize the effectiveness of humans
using them. This is compounded when the purpose of
the system itself is to aid the human in performing a
complex task. Understanding how humans process in-
formation, and what type of assistance may be needed,
requires a deeper study of how people do work than has
been typical to date. The Cognitive Analysis Methodol-
ogy described above presents an approach to obtaining
such in-depth knowledge. It represents a framework for
acquiring domain knowledge that has provided a number
of useful results in the area of diagnostic radiology, and
current work is underway to examine its utility in other
applications as well.

Knowledge a system must have for
effective collaboration
In these kinds of applications, humans are much better
than computers at perceiving information in the images,
and using this information to come up with solutions.
This is especially the case in real-world dynamic situa-
tions, where the nature of the challenges cannot be easily
predicted. Therefore the goal of the VIA system devel-
opment is to facilitate and enhance these capabilities,
rather than to reproduce them. That is, the computer
should be used to do image, data, and knowledge pro-
cessing in a way that is aligned with an understanding
of the user’s visual information processing in the task
domain. This means that for effective collaboration, the
system must contain knowledge about errors and over-
sights, descriptive features, levels of abstraction, con-
text, focus of attention, and expectation. However, this
information must be presented in a coherent and consis-
tent framework that allows the system to "understand"
how to provide cognitively effective assistance. In other
words, a model is needed.

Unfortunately, to date, there are still few practical
theories about how different aspects of cognition interact
when humans attempt complex tasks. In the particular
case of visual reasoning, one needs to know about (vi-
sual) perception, about problem-solving, and most im-
portantly, about how perception and problem-solving ex-
change information. Perception needs to deliverinforma-
tion to the problem-solving process, and, conversely, the
problem-solving process has to communicate directions
to the perceptual process (e.g., I need this type of infor-
mation rather than that type). Therefore both bottom-
up and top-down activities must be incorporated, and
the internal representation in working memory should
be able to accommodate knowledge from both sides:
visual information delivered by the perceptual process
(e.g., percepts that describe findings in the image), and
decision-related knowledge based on the current state of
the problem-solving process (e.g., what hypotheses are
active, what kinds of information do they need for evi-
dence, etc.). The model must also coordinate different
levels of plans. For example, a plan to pursue hypothesis-

directed search versus data-driven search is at a different
level of abstraction than the detailed plan for gathering
the specific perceptual evidence required by a particular
hypothesis.

The model developed in [Rogers, 1992] is based on
the information-processing paradigm of cognition, and
proposes a mediating process between perception and
problem-solving, called the Visual Interaction Process
(VIP). The VIP does not usurp any of the functions 
either problem-solving or perception. Rather it acts as a
transformer at those points in the visual reasoning task
where the Problem-Solving Process requests perceptual
input, and where the Perceptual Process is delivering
such relevant information. The primary functions of this
process are identified as hypothesis management and at-
tention direction, and the working memory structures
which support these activities are described in terms of
two conceptual buffers and a visual context store. These
symbolic structures represent how working memory may
be organized to accommodate the information flow dur-
ing the visual reasoning task.

Accountability
It was noted previously that oversights or errors oc-
curred at three different levels: perceptual, labelling
and/or problem-solving. These results were combined
with those found in [Lesgold et al., 1981] to show how
the model would account for such oversights, thus pro-
viding guidelines for where the intelligent computer sys-
tem should intervene in the diagnostic process to try to
preempt such errors. The model suggests that for many
problems, there may be both a bottom-up and a top-
down explanation, depending on where the user is in the
diagnostic process. This implies that for the same prob-
lem, different types of assistance must be considered, ac-
cording to the current needs and problem-solving state
of the user.

At the perceptual level, the quality of the image, cou-
pled with the user’s perceptual talent will affect the
visibility of anatomical landmarks and abnormalities.
Bottom-up processing appears to be especially impor-
tant at the beginning of the examination of a case, where
little or no information has yet been obtained. To im-
prove the image quality, either better acquisition tech-
niques must be used, or the image itself may be pre-
processed to some extent, in order to make detection
easier. On the other hand, if the user is further along
in the diagnostic process, there may be several top-down
effects that impact whether or not an abnormality or an
anatomical landmark is detected. Expectations gener-
ated as a result of the current problem-solving context
may influence the Visual Interaction Process so that it
seeks particular percepts, and is tuned to accept them
when they are seen. For these types of oversights, an in-
telligent assistant might focus the user’s attention on ex-
pected percepts by textual prompts, and the automatic
invocation of related image enhancements.

Oversights at the labelling level occur when subjects
have detected either a potential abnormality, or perhaps
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an anatomical object, which must be labelled in a man-
ner that is not only relevant to the current problem-
solving context, but which will be conducive to further~
ing the diagnostic process. Problems with this type of
labelling can occur for a number of reasons. If the ob-
ject is difficult to see, perhaps due to poor image quality,
then there may be more than one plausible label that
can be associated with it. Furthermore, such labels are
likely to be closer to the perceptual level of abstraction
than to the problem-solving level. This means that more
effort would need to be devoted to sorting out percep-
tual ambiguity, for example, through appropriate image
enhancements, before higher-level diagnostic reasoning
could be done efficiently. An incorrect labelling of a per-
cept carries repercussions that can lead the entire diag-
nostic process astray.

From the top-down point of view, there are two possi-
ble effects. If a strong diagnostic hypothesis dominates
the current context, then it may influence the misla-
belling of a weak percept. On the other hand, in one
particular case, the absence of a strong diagnostic hy-
pothesis may also have influenced incorrect labelling of
a weak percept. In the former case, evidential reasoning
by the system may have an impact on diagnostic biases,
while in the latter case, plausible diagnostic hypotheses
may be suggested by the system for the consideration of
the user.

The third type of oversight to be considered is at the
problem-solving level, and this concerns what could be
termed a lack of closure, i.e., when a subject has ac-
cummulated some evidence, but then fails to utilize it
explicitly in the diagnosis. The model suggests that this
type of problem-solving behavior could be attributed to
two kinds of situations. The first is that the information
"fades" from Working Memory (Visual Context) if it 
not utilized within some period of time. This means that
the finding has not been connected to a diagnostic hy-
pothesis in any meaningful way. Refresh could occur if
the subject looked at that area of the image again, but,
unless the finding becomes incorporated in a diagnostic
context, it may be replaced in Working Memory by more
interesting or relevant information.

A top-down explanation for this type of mistake in-
volves weak diagnostic associations and/or methods.
The subject’s knowledge may be impoverished due to
lack of experience, or forgetting. On the other hand,
the knowledge may be there, but the subject only ex-
plores a shallow level of what Lesgold would call the
problem-solving schema. This means that the subject
may concentrate on the investigation of primary evidence
for a particular diagnostic hypothesis, without consider-
ing secondary findings that are known to support such a
hypothesis.

In both of these situations, an intelligent system
equipped with a rich knowledge base could provide ap-
propriate assistance either by presenting related diag-
nostic hypotheses, or by directing attention to relevant
secondary findings associated with current hypotheses.

Discussion
The model of visual interaction described here is the be-
ginning of an iterative, evolutionary process, aimed at
understanding how perceptual information is utilized by
higher cognitive processes in order to solve problems.
This model provides a practical theory which not only
tries to account for experimental data results (both our
own, and that of other researchers), but which also lends
itself to incorporation in the design of a cooperative com-
puterized assistant.

Appropriate architectures for deploying
this knowledge
The primary requirement of the system is to facilitate
cooperative man-machine problem-solving, and to assist
and enhance the human visual interaction process. To
do this "intelligently", the system must incorporate both
domain knowledge and process knowledge, and can be
conceptualized as an overlay to the user’s own visual
interaction process. At critical stages, the system af-
fords directions to the user to focus attention on par-
ticular aspects of the problem, either in the hypothesis
space or in the image itself, and provides appropriately
enhanced information. In order to do this, there must
be a certain amount of internal simulation, where the
computer system retrieves, combines and posts knowl-
edge in a manner that is consistent with the model’s
predictions. Therefore, the VIA system design consists
of a blackboard-style architecture which allows incorpo-
ration of the user, the image(s), the knowledge-base, and
the functional aspects of the program into an integrated
modular system. This general design provides a rela-
tively domain-independent framework which can be used
as a template for building systems in a variety of appli-
cations where visual interaction is a component of the
problem-solving task.

System Components
The VIA Knowledge Base serves the function of long
term memory, and is similarly accessible over multiple
problem cases. However, unlike the human long term
memory, the VIA Knowledge Base is a relatively static
repository of domain and process knowledge. It does not
learn, but neither does it forget.

The VIA Blackboard represents Working Memory,
and it is where the evolutionary results of the problem-
solving effort are captured. The buffers of the model
suggest a logical partitioning of the blackboard that fa-
cilitates the corresponding types of information transfer.
These partitions or panels represent the internal organi-
zation of the knowledge committed to the blackboard,
and are divided into four main categories: the Context
Panel contains information that is known about the over-
all problem context, including expected objects or land-
marks in particular configurations that are considered
standard or normal; the Perceptual Panel allows the sys-
tem to dynamically obtain perceptual input about what
is in the image; the Hypothesis Panel contains the cur-
rent hypotheses that constitute the partial (or complete)
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solutions that are evolving as a result of the problem-
solving activity; and the Attention Panel is the locus of
the visual focus-of-attention mechanism.

The Hypothesis Panel is further divided into two sub-
panels, where one contains Visual Hypotheses, which re-
flect what is currently known about abnormal or unex-
pected objects in the image, and the other contains Rea-
soning Hypotheses, which correspond to explanations of
those objects, or collections of objects. The Attention
Panel is also partitioned into two subpanels, where the
first contains attention directives aimed at the percep-
tual process of the user, while the second consists of the
image itself, which is considered to be a dynamic part
of the problem-solving activity. The system directs the
user’s attention not only by textual suggestions, but by
executing appropriate image enhancements designed to
facilitate the user’s perception of the feature in question.

The VIA system has a control structure that reflects
the functionality of the Visual Interaction Process of the
model in terms of hypothesis management and attention
direction. The former impacts the blackboard through
the activities of hypothesis-related knowledge sources,
while the latter is concerned with focussing attention by
altering the image and/or presenting suggestions to the
user of what to look at next. In order to pass control
from the Hypothesis Manager to the Attention Direc-
tor, a third control module is needed to select strate-
gies. Since there may be several ways in which attention
could be focussed in order to obtain perceptual informa-
tion, the Strategy Selector makes this decision, based on
current blackboard information.

One of the important aspects of the design of VIA is
that the user is conceptualized as an independent knowl-
edge source in the system. As such, he or she reads from
and writes to the blackboard in an effort to coopera-
tively solve the problem that normally would be done
by the user alone. Therefore the system has a somewhat
looser control mechanism than is common for typical
blackboard systems, depending to a great extent on the
user for input, particularly of the perceptual kind. The
user’s actions can only be interpreted in terms of how
well VIA can fit them into the underlying model of vi-
sual interaction. The system, however, does not control
the user’s responses - it only suggests and attempts to
guide the problem-solving along certain directions, and
prompts the user for feedback. Communication between
the user and the rest of the VIA system is therefore an
important consideration, and takes place through the
User Interface, the fourth control module. This latter is
particularly relevent to the discussion of the cooperative
paradigm, and therefore is described in greater detail
below.

User Interface
The User Interface is the comunication mechanism be-
tween the user and the VIA system, and as such, is a
critical part of the design. It is divided into two parts:
the Logical User View, which controls how much of the
blackboard is visible to the user, and the Presentation

Manager, which controls the form of the interface as it
is presented to the user (e.g., menus, graphics, direct
manipulation windows, etc.).

If, as stated, the user is considered to be a knowledge
source, some decisions must be made as to how much
access to the blackboard is necessary and/or useful.
The cooperative paradigm for decision aiding requires a
greater participation of the user in the problem-solving
process than is typical in traditional expert systems1.

The VIA approach, therefore, is to reveal to the user as-
pects of the unfolding problem solution which are main-
tained on the blackboard. This is not only for informa-
tive purposes, but also to elicit the user’s response and
participation in the process. The VIA system relies on
the user for information about what is seen in the image,
and also for an assessment of its proposed hypotheses.
The assistance it offers in return is meant to aid both the
perceptual and the problem-solving efforts of the user.

The amount and nature of the blackboard informa-
tion revealed to the user, however, depends upon two
different things. The first has to do with the experience
of the user, since it is known that experts and novices,
for example, reason differently about problems, with ex-
perts often able to consolidate and integrate information
much more quickly than the less experienced practition-
ers. Therefore, VIA’s Logical User View for an expert
may be much less detailed than for a novice. The sec-
ond issue to be considered has to do with the purpose of
the instantiation of the system. That is, will the system
be used as a research tool, a training tool, or a clinical
tool, for example. Clearly the desired visibility of the
blackboard panels (from the point of view of the system
designer) will differ under these circumstances. The Log-
ical User View component of the User Interface allows
the system to be adapted for various purposes without
compromising its basic problem-solving approach.

On the other hand, the Presentation Manager pro-
vides the actual human-machine interface of the sys-
tem through a displayed representation of the Logical
User View. This may take a number of forms including
menus, icons, graphics, and/or direct manipulation win-
dows, and may even extend to audio as well as visual
mechanisms. User interface design theories must be uti-
lized in order to effectively map the output representa-
tion(s) onto the desired view of the problem-solving con-
text. The Presentation Manager is therefore responsible
for how the user is informed about changes to the black-
board made by the system, and also for enabling the
user, in turn, to post information to the blackboard in
the capacity of a knowledge source and decision-maker.

The User Interface component, therefore, has a dual
role in the overall VIA design. On the one hand, it
should enable the system to accommodate and direct the
user’s opportunistic behavior within the framework of
the problem-solving session. On the other hand, changes

1According to Woods [Woods, 1986], support systems
which offer solutions rather than informative counsel are poor
examples of effective joint cognitive systems.
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to the blackboard that are effected by the user must be
monitored by the User Interface, which, in turn, acti-
vates knowledge sources whose preconditions have been
met. Control is then passed to the VIA system so that
it can make some further contribution to the solution, if
possible.

Discussion
The main advantage of the blackboard architecture lies
in its ability to accommodate complex problem-solving,
particularly of an opportunistic nature. The four panels
of the blackboard are representative of the components
of Working Memory expressed in the model of visual in-
teraction, while the general control flow is based on the
functions of the Visual Interaction Process itself. The
blackboard paradigm seems to be an effective technique
for designing joint man-machine cognitive systems in the
sense described by Woods [Woods, 1986], since the user
can be incorporated as an active knowledge source. Fur-
ther advantages of this approach include the following:
adaptability - the system can be customized to empha-
size different views and/or different presentation styles;
modularity - the pieces of the system, especially the
knowledge sources, are relatively independent, and do
not need to be altered if new knowledge is added; and
extensibility - new capabilities such as automatic im-
age analysis, or new knowledge sources such as a remote
robotic system may be added without redesigning the
whole architecture.

Conclusion
With the advent of powerful new technologies for dis-
playing multi-dimensional scientific data, the develop-
ment of new strategies for efficient use of these capabili-
ties is of foremost concern. It is becoming more and more
evident that in order to perform complex tasks, man and
machine can no longer be treated as separate entities,
but must be considered together as a unified decision-
making system. The new trend is to try to augment
human potential and productivity by tightly integrating
interaction mechanisms with underlying domain knowl-
edge in what are known as cooperative problem-solving
systems [Fischer and Reeves, 1992].

The research described in this paper represents an ap-
proach to developing a cooperative computerized assis-
tant for a particular type of visual reasoning task. In
this work, the purpose of the computational agent is
to assist and enhance the performance of the human
agent in a process which links perceptual and problem-
solving capabilities. An analysis of how people do this
type of work provides information about the human vi-
suai interaction process, suggesting what type of assis-
tance is needed. These results are then formalized in
an information-processing model, which provides task-
related knowledge about the user in a form which can be
embedded in a computerized system. The model is used
to determine when it would be cognitively effective to
afford assistance. Finally, the computational agent itself
is organized as a blackboard-style system which allows

opportunistic interaction between the user and the sys-
tem, and whose components are designed to supplement
the user’s, knowledge and visual interaction activities.

The next immediate challenge is to pursue these ideas
in new domains, and several projects are currently un-
derway which will test the assumptions and validity of
the VIA approach. An interesting observation is that
different issues are more prominent, depending on the
nature of the application. For example, work in the
telerobotics domain requires a greater emphasis on the
knowledge structures, and the incorporation of an ad-
ditional computational agent (i.e., a semi-autonomous
robot) as part of the cooperative group. On the other
hand, preliminary work in designing intelligent tutoring
systems based on the VIA paradigm shows the need for
extended analysis and modelling of human visual inter-
action in a learning context.

In all of these applications, there is an emphasis on un-
derstanding the underlying cognitive activities in the vi-
suai reasoning task. This enables an intelligent computer
system to invoke appropriate visualization and knowl-
edge tools in order to effectively collaborate with the
human in complex problem-solving.
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