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THE PROBLEMS WITH DIRECT

MANIPULATION

The de facto standard for human computer interfaces
is some form of graphical user interface[Shneiderman,
1986]. Since the advent of the Xerox Star, graphical user
interfaces have enjoyed great success. They are based
on a set of principles for so-called Direct Manipulation
Interfaces(DMIs): (a) continuous representation of 
objects and actions of interest, (b) physical actions 
labeled button presses instead of complex syntax, (c)
rapid incremental reversible operations whose impact on
the object of interest is immediately visible[Shneider-
man, 1986]. These properties are claimed to be unique
to the graphic medium. While proponents of DMIs have
been very vocal about their benefits, very little attention
has been drawn to their limitations.

However there are two aspects of DMIs that merit fur-
ther attention. There is no theoretical account of the
success of these interfaces. As a consequence, we lack
design principles for DMIs: we can point to successful
examples, but there is no methodology for the construc-
tion of novel DMIs. Thus a DMI designer requires a
"model world" of relevant objects for the user to manip-
ulate, but no guidelines are given as to how this set of ob-
jects should be defined. One approach has been that of
"materials modelling" where the objects "exactly repli-
cate" their real world domain correlates[Wroblewski et
al., 1990]. However, this approach is not followed in
practice by designers of DMIs, and the correlation be-
tween real and virtual worlds is often indirect. Thus,
in DMIs, virtual objects are routinely resized, moved,
opened and replicated by simple pointing and selection
gestures. It is clear that the same outcomes cannot be
achieved by simple gestures in the real world. An out-
standing issue is therefore what the exact relation should
be between real and "model worlds".

A second set of problems relates to the inherent limi-
tations of expressivity of DMI style interaction, in which
certain concepts and relations are fundamentally hard
to express. By adhering to the DM principles, by defini-
tion we are limiting ourselves to the "here and now".
In other work we offered arguments that DMIs can-
not naturally express fundamental concepts about past
and future, and they also cannot easily support op-
erations such as sortal abstraction and set manipula-
tion. Empirical evaluations of DMIs and mixed-mode
DMI/NL systems support these claims[Walker, 1989;
Whittaker and Stenton, 1989; Walker and Whittaker,
1989; Whittaker and Walker, 1991; Whittaker, 1990]

One approach to these problems might be to try and
combine features of DMIs and the additional language
extensions we discovered to be required in the above
evaluations. Thus we might add new operators to al-
low set manipulation, search, and reference to past and
future events. One difficulty with this approach is that
it lacks theoretical motivation and runs the risk of mul-
tiple features and mixed metaphors being presented to
the user in an ad hoc manner.

Instead we take a different approach here. We briefly
present the results of a series of studies of naturalistic col-
laboration between humans, which show the crucial role
of permanent visual media. The principles that emerge
from these studies of collaboration enable us to bridge
the gap between general accounts of collaboration which
tend to be derived from language use, and DMIs which
are focussed around actions on objects in virtual worlds.
We argue that a modified version of Direct Manipulation
may be viewed as a special case of general collaborative
principles. We then go on to describe a system which
has been implemented according to these collaborative
design principles.

THE IMPORTANCE OF

PERMANENT VISUAL MEDIA IN

COLLABORATION

We looked at 12 groups of 3 people who collaborated re-
motely using the "Wscrawl" Shared Whiteboard running
on workstations[Whittaker el at., 1991]. The White-
board is a shared bitmapped screen on which partici-
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Figure 1: Screen Dump for House Selection Task

pants can type or draw inputs. Transmission is instan-
taneous. The system also allows gesture via pointing.
All input modes are selected from menu options. The
users worked together on two tasks. The first was a
brainstorming task in which the objective was to pro-
duce a prioritised list of 7-10 items to complete the fol-
lowing sentence: "When buying a house the critical fea-
tures that the house must possess are .... ". The second
involved calendar coordination: each participant had a
weekly calendar with many appointments already sched-
uled and the aim was to arrange two two-hour meetings
that all three could attend. We videotaped both tasks,
transcribed every input by each of the participants and
conducted the analysis on the transcripts.

Figure 1 shows a typical set of inputs for the House
Selection brainstorming task, that occurred halfway
through the task. Inputs by the different users appear in
the different fonts. On the left hand side is a vertical list
of suggested items constructed by all users, and on the
upper right is a Table with columns for each person for
rating the priorities of the items. The lower right con-
tains a textual question concerning the status of items
on the list, a query mark and a textual answer to the
question.

We analysed all user inputs. We found that these fell
into three main classes: (a) text; (b) gestures; (c) 
sual datastructures, such as tables, lists, matrices and
calendars. The most striking aspect of the data was the
central role of these Visual Datastructures which we la-
belled ARTIFACTS which accounted for 30% of inputs. In
addition almost all the gestures were directed at ARTI-
FACTS, and this accounted for a further 14% of inputs.
The ARTIFACTS seemed to be used to carry the content
of the discussion, as a target for gesture, they were a fo-
cus for group activity, and a means to record the group’s
evolving solution to the problem.

One possibility is that ARTIFACTS could be generated
because our participants were communicating using only
permanent media, namely typing, and drawing. In a sec-
ond study we allowed participants to communicate using
speech as well as the Workspace. Strikingly, ARTIFACTS
were as frequent when speech was available, as for com-
munication with Workspace alone~.

WHEN AND WHY ARE ARTIFACTS
EFFECTIVE?
In our next study[Whittaker et al., 1993], we attempted
to identify reasons why ARTIFACTS were so effective.
Here we looked at communication between pairs of par-
ticipants who have access to both speech communication
and a Shared Workspace and compared this with com-
munication when participants only had access to speech.
We investigated communication effectiveness for 3 tasks
possessing key representative features of workplace activ-
ity. These tasks involved (a) producing a six point sum-
mary of joint work objectives; (b) agreeing changes and
editing a two page document; (c) producing a solution
to a spatial design task. For the task requiring the joint
production of short summaries we found no benefits as-
sociated with ARTIFACTS. For the more demanding text
editing task, when the task was familiar, participants
performed more efficiently with speech and ARTIFACTS
than with speech alone. When the task was graphical de-
sign, ARTIFACTS were associated with greater efficiency
and also changed the nature of communication2.

~This result is highly significant given the many claims
that speech is the single most effective communication chan-
nel and that adding other media to the speech channel does
not improve communication for a variety of information ex-
change and problem-solving tasks[Chapanis, 1975].

2All differences reported here are statistically significant
on ANOVA tests.

135



How can we explain these results? Here the ARTI-
FACT seemed to be serving three main functions. In the
graphical design task it allowed the depiction of com-
plex visual objects and spatial relationships. This was
demonstrated by the fact that reference was achieved
in many fewer turns when the ARTIFACT Was available.
The extract below shows the participants trying to iden-
tify a particular object to insert in their design, when
interacting using only speech.

Example: Furniture Task - Audio only

I.A: right - can you describe it to me
a little bit
2.F: the 12 x I0 one - the 12 is the

height the I0 is the base ok
3.A: how will it fit into the 12 x I0
square I put on my screen?
if I start from the top left corner
4.F: top left corner ok
S.A: can I go along 107
6.F: yes go along I0
7.A: ok - alright and now I am on the
right hand side?
8.F: no actually - on the top right
hand corner - right?
9.A: ya - top right hand corner
....... 26 MORE TURNS ABOUT
THE SAME OBJECT .........
36.F: so that’s what you got, that’s a
big piece -
it’s worth 40 points - - - ok

The description of a single piece has taken 36 turns and
required various clarifications by the person who cannot
see it (Eg Turns 3, 5, 7). The pattern of interaction was
very different when the Workspace was added:

Example: Furniture Task - Audio ~ Workspace

I. A: right now, I got some objects that
can fit in a I0 x 12 which is worth 40
points - do you want me to scribble it
in?
2. F: yes --- I0 x 12 --- I’ve got a 8 x
12
3. A: go I0 x 12 that fit in there that
is worth 40 points

4. F: ok yours is more than mine - keep
going
5. A: I am not quite sure how to do it
but here we go ..... ya, that’s not
very good - and that’s worth 40

The description of a similar piece by the same pair
took just 5 turns, and required no clarifications, because
people were able to draw it (as indicated by Turns 1, 4,
5).

As in the previous studies these graphical objects
could be then be referred to using deixis, and again deixis

was much more frequent when there were ARTIFACTS.
Finally, ARTIFACTS embodied the prior context of the
task. They acted as external memory aids encapsulat-
ing what had been achieved so far in the task, and to
some extent what remained to be done. Thus in both
the complex verbal editing task and the graphical design
task the participants agreed a complex set of changes to
the document or design. By recording the changes di-
rectly on the shared visible permanent ARTIFACT, the
participants avoided having to remember those changes.
The ARTIFACT thus provided a record of certain crucial
parts of the prior context. This was useful for material
that was difficult for participants to remember, such as
complex syntactic changes in the document editing task
or changes to a complex visual object on the design task.
In contrast, we found little benefit for ARTIFACTS in the
short summary task. This task required participants to
generate and agree on a list of six verbal items which
was much less demanding of verbatim memory, and con-
sequently the presence of ARTIFACTS showed far fewer
benefits.

IMPLICATIONS AND RELATION TO
THEORIES OF COLLABORATION
AND DISCOURSE
What are the implications of these results for interface
design and theory? The above studies show the impor-
tance of PERMANENT VISUAL MEDIA in collaboration.
These media have three crucial properties: they pro-
vide a visible CONTEXT for the current interaction, an
EXTERNALISATION or record of aspects of the preceding
discussion, they also serve as targets for straightforward
reference using DEIXIS.

These properties are important because they ad-
dress key problems in discourse and interaction, relat-
ing to COMMON KNOWLEDGE[Clark and Marshall, 1981;
Stalnaker, 1984]. It is well established that the lit-
eral meaning of an utterance underspecifies its intended
meaning[Searle, 1975]. Listener interpretation therefore
requires the incorporation of information external to the
utterance. A critical part of this COMMON KNOWLEDGE
consists of the conversational record, ie. the set of en-
tities and events that have been referred to and evoked,
in the prior conversation. This record is used to de-
limit inferences about intended speaker meaning. One
well-attested use of the conversational record is for de-
termining reference and anaphora resolution[Brennan et
al., 1987; Grosz el aL, 1986; Sidner, 1979].

How do ARTIFACTS address these COMMON KNOWL-
EDGE problems? In normal spoken interaction partici-
pants are faced with several real time cognitive demands:
in addition to processing each incoming utterance, they
have to retain and update the conversational record in
memory. They also have to make relevant inferences
based on this record. These problems are exacerbated in
face-to-face interaction by the fact that the media used
in face-to-face interaction namely, speech, gaze and ges-
tural media are ephemeral. This means that certain
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aspects of processing have to be done rapidly before in-
formation is forgotten.

In contrast, PERMANENT VISUAL MEDIA reduce the
cognitive load in a number of important respects. By
the fact that they persist over time, ARTIFACTS provide
a visible backdrop and resource for interaction. Firstly
they provide an externalisation of the set of entities that
are likely to be talked about. Secondly people make
changes to ARTIFACTS as the discussion progresses, so
ARTIFACTS provide an encapsulation of crucial parts of
the unfolding conversational record. In both cases, the
ARTIFACTS contribute to the construction and mainte-
nance of COMMON KNOWLEDGE and reduce the bur-
den of memory and inference for participants. In addi-
tion, ARTIFACTS support reference via deixis, reducing
the need for complex inference associated with planning
and interpreting referring expressions.

SYSTEM
We instantiated these principles in a mixed-mode query
interface called ’Query By Format’, which exploits the
properties of ARTIFACTS described above. The inter-
face supported user queries to a very large commercial
database containing information about marketing, prod-
ucts and sales. The interface was designed for a user pop-
ulation who were domain experts but were not prepared
to learn a formal query language such as SQL. The two
modes supported were Direct Manipulation and Natural
Language input.

COVERAGE

A critical problem for interface designers is that of COV-
ERAGE, namely the presentation to the user, of the
set of system entities and relations and the operations
that the system will support[Ogden and Brooks, 1983;
Ogden and Sorknes, 1987J. A key requirement here is to
present the set of entities, relations and operations that
are not supported by the interface, to avoid the genera-
tion of invalid queries.

Coverage can be seen as part of the COMMON KNOWL-
EDGE problem described above, and our solution here in-
vokes the notion of ARTIFACTS. The information stored
in the database is visually displayed in the form of ’Do-
main Models’. The Domain Models each represent one
dimension of database information, and they reveal the
dimension in terms of concepts and structures that are
meaningful to the users (eg. an organisation chart or 
desk calendar). A schematic diagram of the system In-
terface is shown in Figure 2. The Domain Models are
shown on the left side of the Figure and they represent
both the Organisation Chart and temporal intervals in
a Calendar. These models are permanently present on
the screen. These user-centered models are then used
to construct reports by the selection and combination
of either concepts (eg. Department or Quarter) or their
values (eg. Employee A or March’91).

Selection takes place by clicking on the relevant con-
cepts and values. The models therefore provide a visible

manifestation of the set of entities and relations that are
represented in the system. In this way users are shielded
from the complex details of the database’s internal rep-
resentations, while being provided with direct access to
the lexicon for their queries, thus increasing the likeli-
hood of well-formed queries. The results of the queries
are displayed on the right hand side of Figure 2 as a
set of matrices showing employee by time interval, but
users have choices about how they wish the results to be
displayed, as lists, bar charts or tables.

CONTEXT AND THE
CONVERSATIONAL RECORD

A second key feature of the interface is that it pre-
serves a visible record of the evolving interaction, which
can be manipulated and incrementally refined. Generic
database query is best characterised as a process of ap-
proximation and incremental refinement rather than suc-
cess with a one-shot query[Whittaker and Stenton, 1989].
A critical feature of refinement is that it involves re-use
of prior queries and the results of those queries. Systems
based around traditional query languages such as SQL
and QBE can provide only limited support for the use
of contextual information, and do not easily allow the
reformulation of previous queries. They have no mech-
anism for allowing reference to previous answers. Such
restricted re-use of context leads to greater complexity in
the formation of queries and redundancy when following
up on initial information.

Our empirical studies of collaboration indicated the
critical role of ARTIFACTS as an externalisation of the
evolving conversational record and we attempted to
replicate this in Query By Format by making visible and
manipulable the results of prior queries.

Query By Format supports the re-use of both previous
queries and answer elements, to facilitate the incremen-
tal development of a line of questioning. These results
can be refined to create new queries and Domain Mod-
els by directly acting on the resultant matrix, list or
bar chart and adding, replacing or expanding visual el-
ements. The results therefore act as dynamic domain
models constructed on the fly, which enable the resolu-
tion of a possibly complex query by the manipulation
of intermediate queries. Successive refinement is shown
in Figure 2: Matrix 1 in the upper right has been re-
fined, both by exploding Q1 into its component months
(J,F,M) and by adding an extra employee (Person 
producing Matrix 2 in the lower right. If users wish,
Matrix 2 can in turn be refined, or if Matrix 2 is un-
satisfactory they may return to Matrix 1, or generate a
entirely new query.

Longer term management of context is provided by
facilities for the saving and copying of previous queries.
These may be saved to file and restored individually or as
a complete set, and hence may be re-used across sessions.
As well as supporting user-initiated copying, the system
automatically produces a copy of a query whenever one
with results displayed is further edited (thus retaining 
"trail" of intermediate results). In this way significant
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Figure 2: Schematic interface for Query by Format

points in the dialogue are retained and can be returned
to at a later point.

DEIXIS
Finally much of the interaction in the interface can be
achieved using deixis, by pointing and clicking on various
entities rather than naming them. Deixis can also be
used to combine modes. One can click on a series of
entities to select them and then use Natural Language
to ask a further query. For example, one might select
a series of cells from the matrices and then type in the
NL query Which of these is the largest?, as depicted in
Figure 2. In this way, deixis can be used to restrict the
domain of the NL query.

One benefit of using Deixis in these situations relates
to COVERAGE. Reference and selection using gesture
mean that users do not have to remember the names of
entities or relations, because these are constantly visible.
Again this is a means to reduce the user’s cognitive load.

CONCLUSIONS
We began with an analysis of some of the drawbacks of
the DMI approach. One criticism was that we do not
have a clear theoretical understanding of the success of
this approach. The results of our empirical studies have
indicated a way that we might attempt to bridge the
gap between successful practice and theory. Our natu-
ralistic studies of collaboration showed the importance
of permanent visual media, which we called ARTIFACTS
in supporting crucial aspects of joint work. Furthermore
we were able to design a system which successfully used
permanent visual media to support COVERAGE, CON-
TEXT for query refinement and re-use, and DEIXIS for
reference.

How does this relate to the heuristically generated
DMI principles[Shneiderman, 1986]? It seems that one

of the principles of DM can be explained by our cur-
rent approach, namely: physical actions or labeled but-
ton presses instead of complex syntax. This can now
be explained in terms of the need to support DEIXIS.
Furthermore, if we extend the DM notion of "continu-
ous representation of the objects and actions of interest"
to explicitly include previous actions and their results,
then our requirement for CONTEXT is satisfied.

What of the third DMI principle, ie. rapid incremen-
tal reversible operations whose impact on the object of
interest is immediately visible? Our work here on incre-
mental query has empirically demonstrated the impor-
tance of incrementality, but how can we explain the need
for this feature? Again this would seem to relate to the
requirement for COMMON KNOWLEDGE: an incremental
style of interaction allows for frequent checks of shared
understanding[Clark and Schaefer, 1989; Whittaker and
Stenton, 1988; Walker and Whittaker, 1990]. Frequent
checks mean that divergences in understanding can be
detected and rectified soon after they occur. Our work
on naturalistic communication over videoconferences has
shown the importance of this feature, in communication
media such as speech[O’Conaill et al., 1993]. When in-
crementality of communication is not supported by the
system, we found evidence for failure to detect differ-
ences in mutual understanding.

While this approach has attempted to explain the un-
derlying principles for DMIs in terms of general collabo-
rative principles, DMIs are nevertheless restricted in the
ways that we have documented in earlier work[Walker,
1989; Whittaker and Stenton, 1989; Walker and Whit-
taker, 1989; Whittaker and Walker, 1991; Whittaker,
1990]. Further research on mixed-mode interfaces which
combine the expressivity of NL, with the key features of
DMIs outlined here, are necessary to address this prob-
lem.
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This work also relates to the issue of delegation be-
tween system and user. We have seen that in natural-
istic collaborations, people supplement their cognitive
systems by the use of ARTIFACTS which serve to support
CONTEXT, as memory aids to encapsulate the current
state of problem-solving, and as targets for reference via
DEIXIS. The results here suggest that our systems should
support these functions in order to overcome the resource
boundedness of users by tracking context, retaining pre-
vious solutions and assisting in reference. The system we
implemented successfully adhered to these principles.

Finally the work addresses the relationship between
collaboration and different communication media. We
have shown that permanent visual media can be used
to overcome some of the weaknesses of ephemeral me-
dia such as speech. Future systems and theory should
combine interaction media in ways that allow us to ex-
ploit their strengths and avoid their weaknesses[Whit-
taker, 1993].
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