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Abstract

Success in applying AI-based planning systems to real
domains requires sophisticated methods of knowledge
acquisition. Both interactive and automated methods
are required: interactive methods to aid the user in
entering planning knowledge; and automated meth-
ods to verify the interactively developed knowledge
and extract new knowledge from a variety of sources,
induding simulators, on-line databases, training exer-
cises, and actual situations.
We describe two knowledge development tools for a
crisis action planning system. The first tool is a graph-
ical operator editor that enables users to develop new
planning operators and revise existing ones. The op-
erator editor provides type- and consistency checking
and incorporates methods for ensuring the syntactic
validity of the new knowledge. The second tool is a
largely automated inductive learning system based on
the PAGODA learning model [desJardina 1992] that
learns from simulator feedback and from choices made
by the user during planning?

Introduction
One of the most time-consuming and critical tasks in
the development of any crisis response planning system
is knowledge engineering. For example, a significant
part of the development effort for SRI’s SOCAP,2 a
prototype military operations planning system based
on AI generative planning technology (SIPE-23) [Bi-
enkowski 1994], went into writing and debugging plan-
ning operators. Because of the limited tools in SIPE-2
[Desimone et al. 1993], this process required an AI ex-
pert as opposed to a domain expert. We are currently
applying the SOCAP system to the oil-spill response
planning problem [Desimone and Agosta 1993], and
are facing the same problems in the knowledge devel-
opment process.

IThis work is supported under the ARPA/Rome Labo-
ratory Planning Initiative, contract number F30602-93-C-
0071.

2SOCAP: System for Operations Crisis Action
Planning.

3SIPE-2: System for Interactive Planning and
Execution.

Tools must be provided to aid planning experts in
the knowledge development and debugging process.
Although users of such tools will have to be computer
literate (and trained in the use of the planning system
and knowledge development tools) they will not have
to be AI experts to do an effective job of knowledge
development.

These tools must support both initial knowledge
base development and knowledge acquisition "on the
fly" (i.e., during planning), so that knowledge bases
can be adapted and improved as the system is used.
Tools that enable the system to learn, that is, to im-
prove its performance over time, will result in systems
that can be used for unforeseen types of operations and
situations.

We are building two knowledge development tools
for SOCAP: an operator editor, and an inductive learn-
ing tool. The operator editor provides a graphical in-
terface to build and modify SOCAP planning opera.
tots along with methods for checking the validity of
the operators. The operator editor allows users to en-
ter partially specified operators that reflect a rough
description of how a subgoal may be solved. The in-
ductive learnin 9 tool, based on the PAGODA learning
model [desJardins 1992], acquires planning knowledge
via feedback from simulators and the user’s own plan-
ning processes. It Wdls in the blanks," identifying ap-
propriate preconditions and temporal constraints on
the application of the operator, thus allowing users to
contribute their expertise.

Operator Editor
The operator editor that we are developing provides
a graphical interface for developing and modifying
SOCAP planning operators. We are actively using the
operator editor to develop operators for the military
planning domain and for a U.S. Coast Guard project
in which SOCAP is applied to oH-spill response plan-
ning.

In addition to its use during knowledge development,
the operator editor can also be used during planning
and replanning. In particular, whenever SOCAP fails
to solve a problem, the user has the option of enter-
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Figure 1: Operator Editor Graphical Display

ing the operator editor. Operators that the user adds
or modifies during the operator editor session will be
available to SOCAP when the editor is exited. For
example, ff SOCAP fails to solve a goal because no op-
erator has a purpose that matches the goal, the user
can enter the operator editor, build an operator that
represents a subplan for solving that goal, and return
to SOCAP; the new operator will be used to expand
the goal in the plan without the need for backtracking.

The operator editor provides consistency checking
and type checking throughout operator development.
The goal is to support users by giving them as much
assistance as possible, without constraining them to a
particular model of operator development.

Menu- and mouse-based editing commands to the
dialog boxes allow the user to add and delete nodes,
edges, and values in the fields of the operator (e.g., pre-
conditions and resources), and to reposition nodes in

the graphical display. When the user adds or deletes an
edge, the graph structure required by SIPE-2 is main-
tained automatically. In particular, no cycles are per-
mitted, and whenever a node has two successors, there
must be an intervening Split and a corresponding Join
node at the end of the branches.

We are currently developing an abstraction language
and extending the operator editor to support the writ-
ing of operators by using this abstraction language.
This language will allow users to develop partial op-
erator descriptions that can be fed into the inductive
learning tool. The preconditions shown in Figure 1
that are preceded by an asterisk (*) are examples of ab-
stract preconditions that must be instantiated by the
machine learning system. In the second precondition,
for example, the user has specified that SEAPORT.1
must have sufficient capacity to handle FORCE.l, but
has not specified how to compute the precise cargo re-
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quirements. We will return to this example later.
The operator editor has four significant advantages

over the previous methods for developing operators:
first, the operators are displayed and edited graphi-
cally, rather than as ASCII text; thus, the process is
easier to understand. Second, "fill-in-the-blank" tem-
plates are provided for editing objects, so that the pos-
sibility of syntactic errors is avoided. Third, a data die-
tionary specifying the correct format for classes, vari-
ables, and predicates is used to constrain the values
entered, ensuring that these objects are of the correct
type. (For example, the *Travel-Direct predicate in
Figure I takes two arguments of type FORCE and LO-
CATION; only variables of this type are given to the
user as options.) Finally, the set of actions in the op-
erator are entered as a graph rather than as a text de-
scription, and the operator editor constrains the graph
to be in the correct form for use by the planner (e.g.,
no cycles are allowed).

We have developed a toolkit of CLIM-based dialog
boxes that can be used to build templates for editing
a variety of objects. Each field in a dialog box has an
associated type that defines a set of legal completions,
which are available to the user as a menu of choices.
Each domain’s knowledge base has an associated data
dictionary, which is built automatically by the oper-
ator editor and contains the set of known predicates,
classes, and objects. This data dictionary is used to
generate the completion sets in the dialog boxes.

Learning Planning Knowledge
The inductive learning tool refines and verifies partial,
incomplete, and/or incorrect operators developed by
the user in the operator editor. The refinement is done
by using feedback from simulators and from the user’s
choices during planning.

We are currently focusing on learning preconditions
(constraints on when a particular operator, or method
for achieving a goal, is expected to be applicable and
to succeed) and temporal constraints (on the length 
time to complete actions within the operator).

The system learns preconditions via feedback from a
simulator, or by observing the user’s planning choices.
The simulator feedback will tell the system what ac-
tions succeeded, and how long it took to achieve them.
What will be learned in this case is a description of a
particular operator’s success in the simulator (i.e., the
world state in which the operator succeeds); therefore,
the learned knowledge is only as accurate and complete
as the simulation. However, if multiple simulators are
used, their "domains of expertise" can be combined for
completeness.

The user’s planning choices are indications of the
user’s belief that a particular operator will succeed. If
the user chooses operator A over operator B in a partic-
ular context, it is assumed that operator A is "success-
ful" in that context and operator B "fails." Typically,
the user has knowledge that is not captured in the sys-

tern (which is why the preferred mode of the planning
system is interactive). The learning methods will al-
low us to make explicit some of this previously unrep-
resented knowledge. This process, and some problems
that arise in its application, are discussed below.

Learning Methods
The general approach to learning preconditions for op-
erators is the same, whether the feedback received is
from a simulator or from the user’s choices. In either
case, the input to the learning algorithm is a series of
training examples consisting of

¯ A description of the current world state, generated
by the simulator or, in the case of user feedback,
SIPF_,-2’s built-in mechanism for reasoning about the
state of the world at any point in the plan.

¯ An action to be executed. This could be a primitive
action, in the case of the simulator, or an operator
application when the system is following the user’s
choices.

¯ Whether the action succeeded and, if it succeeded,
how long it took.

These training examples will be labeled as positive
or negative examples (i.e., successful or failed actions).

The specific content of the three parts of the training
example will depend on the particular domain. For ex-
ample, a deployment action succeeds if the unit being
transported arrives at the specified destination, and
an off-spill cleanup action succeeds if the spilled oil is
recovered.

An operator that generates several actions succeeds
if all of the actions succeed; therefore, the precondi-
tions for the operator will be the union of the precon-
ditions learned from the training examples associated
with each action within the operator.

Each plan that is sent to the simulator or generated
by the user will generate training examples (one for
each action and/or operator application).

Two important requirements for the inductive learn-
ing system stem from properties of the domain. First,
it is costly to generate training instances; therefore,
the learning system should be incremental (so that af-
ter each new instance, an improved description can be
generated), and should not require a large number of
training examples.

Second, the learning system must be able to learn
probabilistic concepts. Probabilistic concepts appear
for various reasons: there may be uncertainty in the
(simulated) world; SOCAP’s representation of the
world state may be inadequate, omitting properties
that affect the success of an action; there may be incor-
rect beliefs in SOCAP about the state of the world at
a particular point; or the correct set of preconditions
may be too complex to represent or learn in a rea-
sonable amount of time and memory, so a probabilis-
tic summary will be required. Because the planning
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system cannot currently handle probabilistic precondi-
tions, we will approximate the probabilistic knowledge
by thresholding (see below). The user will be asked 
verify all preconditions that are added to the system.

Simulator Feedback

Given a partial or potentially incorrect operator (e.g.,
one that is missing preconditions or whose precondi-
tions are specified at too high an abstraction level), the
inductive learning tool will generate a series of training
problems. Each problem will consist of a plan (gener-
ated via the operator in question and possibly other
operators) and an initial world state (which the sys-
tem will vary automatically from problem to problem,
so that it can generate a range of contexts in which the
operator may succeed or fail).

A problem will be sent to the simulator, and feed-
back from the simulator will be used to generate a set
of training examples for the inductive learning tool.
These examples will be used to refine the current par-
tial operator description by incremental incorporation
into the constraints on the operator. Because the
system is learning incrementally, it needs to decide
whether to continue (i.e., generate another simulator
run) or stop after each problem. We are exploring vari-
ous methods for making this decision, including check-
ing to see if the refined operator appears to be com-
plete (i.e., are all of the fields described at the correct
level of abstraction?); statistically analyzing the data
received so far (i.e., has the system seen a sufficient
number of training examples to be reasonably certain
that its learned description is correct?); and asking the
user whether the current description is adequate.

For example, given the operator displayed in Fig-
ure 1, the system would recognize *Suflicient-Port-
Capacity as an incompletely specified predicate that
must be learned. The user has indicated (by the choice
of arguments) that only properties of SEAPORT.1 and
FORCE.1 are relevant to the definition of this precon-
dition, so the system will generate a series of plans to
be used as training examples, systematically varying
SEAPORT.1 and FORCE.1 to determine what prop-
erties of a seaport make it possible to handle a par-
ticular force. (Because it could be computationally in-
tractable to try all combinations, we will use heuristic
search methods to explore the space of training exam-
ples.) In this case, the system might learn that the
port must have a number of cargo of Hoad teams that
is a function of the number of tons of cargo associated
with FORCE.l, and that the port must have at least
as many bunks as there are personnel in the unit.

Using these automated methods for transferring
knowledge is simpler than manually incorporating the
simulator knowledge into the planning system, for sev-
eral reasons: the simulator development may represent
a significant knowledge engineering effort that would
be expensive to duplicate; the domain experts who
built the simulators may not be available for further

knowledge engineering; and it may be dimcult to re-
express the simulator knowledge as planning knowl-
edge. Also, the knowledge that is relevant to a single
planning choice (e.g., knowledge about cargo oflload
teams and personnel handling facilities) may be dis-
tributed in several modules in the simulator, and would
be difficult to collect manually for use in decision sup-
port during planning.

Another reason for the usefulness of machine learn-
ing methods for knowledge acquisition from simulators
is that the same methods could be adapted to extract
knowledge from users of the planning system (see "In-
ductive Learning Method," below), from training exer-
cises, or from actual crisis situations. Similar methods
could be used to acquire relevant knowledge from ex-
isting on-line databases.

User Feedback

When learning from user feedback, users are essen-
tially generating training examples by the choices they
make during planning. Although this doesn’t have to
be done explicitly as a training sequence, a user may
be able to guide the learning process by deliberately
setting up particular planning problems to "train" the
system on. The incremental nature of our inductive
learning system is an advantage for this type of learn-
ing, because the system will improve its behavior incre-
mentally as each new training example arrives. This
is a particularly useful way to apply machine learn-
ing techniques during actual planning, since knowledge
can be continuously acquired throughout the life of the
system.

The training examples consist of a description of the
world state at a particular point in the training ex-
ample, and an operator that the user did or did not
choose, corresponding to positive and negative train-
ing examples, respectively. These examples are used to
induce candidate preconditions for the operators. The
same inductive learning techniques that are used for
the feedback from the simulator can be applied here.

These examples are more likely to be "noisy" or in-
correct than the examples received from the simulator,
for the following reasons: (1) users sometimes make ar-
bitrary or incorrect choices; (2) there may be aspects
of the situation that the user understands but are not
reflected in SOCAP’s world state; (3) users sometimes
exhibit "superstitious" behavior (always preferring 
particular operator even when another would be more
appropriate); and (4) planning may later fail, indicat-
ing that the operator choice was incorrect. The last of
these conditions can sometimes be detected by iden-
tifying when the system backtracks, and whether an
alternative operator was applied during backtracking.
To remedy the others, probabilistic learning is used;
the learned knowledge from the user choices is com-
bined with learned knowledge from simulators; and
knowledge is always confirmed with an expert user.

This process is essentially acquiring "hidden" knowl-
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edge; that is, knowledge that the user has but that may
not be explicitly represented in the system. The user
may be making decisions based on important distinc-
tions that are not represented in the system. In this
case, the learning system will recognize that nothing in
its representation of the current world state enables it
to distinguish between two situations in which the user
makes different decisions. The system will infer that
there should be an additional predicate to represent
this distinction, and will add it to its representation
for future use. This process will allow us not only to
refine the operators, but to improve the representation
of the domain.

Inductive Learning Method

The knowledge requirements for learning from simu-
lators may be quite large, since the range of possibly
relevant aspects of the world situation is wide. In ad-
dition, simulator experiments may prove to be costly
in computation and memory.

PAGODA, the inductive learning system that we
are using [desJardins 1992], allows us to minimize the
amount of data required for learning in several ways.
First, background knowledge provided by the user
can be incorporated to automatically identify relevant
properties of the world state that should be considered
during learning. Second, PAGODA learns incremen-
tally, so the performance of the system will improve
after each training instance, and heuristics can be de-
veloped to decide when to stop learning (i.e., when to
stop generating training problems). Finally, the sys-
tem takes feedback on the success of its learning pro-
cess from the user.

PAGODA is a model for an intelligent autonomous
agent that learns and plans in complex, nondetermin-
istic domains [desJardius 1992]. The guiding principles
behind PAGODA include probabilistic representation
of knowledge, Bayesian evaluation techniques, and lim-
ited rationality as a normative behavioral goal. The
key properties of PAGODA are as follows:

1. The system operates autonomously, with minimal
intervention from humans, and does not require a
teacher to present or classify learning instances, or
to provide a representation for learned theories.

2. The system handles uncertainty due to randomness
in the environment. The learned theories express
observed uncertainty explicitly.

PAGODA builds an explicit, predictive world model.
Background knowledge (in this case, abstract precon-
ditions provided by the domain expert) is used to se-
lect learning biases automatically. Figure 2 shows a
schematic view of PAGODA.

PAGODA represents its learned beliefs as sets of
conditional probabilities that specify the distribution
of a predicted feature’s value, given a perceived world
and an action. A probabilistic inference mechanism

allows PAGODA to make predictions about the out-
comes of its actions by combining the probabilities.

Theories are generated by means of a heuristic search
process, guided by the training examples. The theories
are evaluated by means of a Bayesian technique that
provides a tradeoff between the accuracy and simplicity
of learned theories. The prior probability of a theory is
a measure of its simplicity--shorter theories are more
probable.

Since SIPF_,-2 (and hence SOCAP) cannot represent
the probabilistic theories learned by PAGODA as pre-
conditions, we will use thresholding to create determin-
istic preconditions. Information will be lost in this pro-
cess: in general, the deterministic preconditions will be
overly strict (i.e., they will sometimes rule out an op-
erator in a case where it is, in fact, applicable). Each
rule that PAGODA learns states that in situation S, an
action or operator A succeeds with probability P. The
learning system will analyze the theories (rule sets) 
identify situations S such that if S is true, A succeeds
with probability greater than some threshold P, ucc,,,;
and if S is false, A fails with probability greater than
another threshold PyalZur*. These situations are the
discrimination conditions for A, and will be added to
the system as preconditions after they are confirmed
by the user.

Related Work

The problems we address in the work described here,
and the methods we are using to solve the problems,
are similar to problems and methods described in re-
cent research on experiment generation for knowledge
refinement and learning apprentices. In addition, sev-
eral researchers are studying ways to improve the per-
formance of planning systems via machine learning.

Gil [1992] is performing research on experiment gen-
eration for knowledge acquisition in planners. The
general approach is to identify missing preconditions
by observing when actions fail, and then generate ex-
periments to determine what the correct precondition
is. Davis [1993] describes the use of meta-level knowl-
edge in TEIRESIAS, an expert system for stock mar-
ket investment advising, to guide the identification of
rules to be added to an expert system. The meta-level
knowledge allows the system to "know what it knows,"
and therefore to identify and repair bugs in its knowl-
edge base (missing or incorrect knowledge). Eshelman
et al. [1993] describe MOLE, a system for knowledge
acquisition for heuristic problem solving. MOLE gen-
erates an initial knowledge base interactively, then de-
tects and corrects problems by identifying "differenti-
ating knowledge" that distinguishes among alternative
hypotheses. Giusberg et al.’s SEEK [1993] performs
knowledge base refinement by using a case base to gen-
erate plausible suggestions for rule refinement.

Learning apprentices are a recent development in
knowledge acquisition tools. Our method for learn-
ing from observing the user’s choices during planning
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Figure 2: Schematic view of PAGODA

can be viewed as a learning apprentice. Mitchell et al.
[1993] characterize a learning apprentice as an ~inter-
active, knowledge-based consultant" that observes and
analyzes the problem-solving behavior of users. One
advantage of a learning apprentice is that it is running
continuously as the system is used by a wide range
of users; thus, the evolving knowledge base reflects a
broad range of expertise. Mitchell et al.’s LEAP ap-
prentice uses explanation-based learning (EBL) tech-
niques to explain and generalize cases (traces of the
user’s problem-solving behavior) in the domain of dig-
ital circuits. DISCIPLE [Kodratoff and Tecuci 1993]
also uses EBL, as well as similarity-based learning, to
acquire problem-solving knowledge in the domain of
design for the manufacturing of loudspeakers.

Our system is similar to a learning apprentice, but
uses inductive methods rather than EBL, allowing the
system to acquire a broader range of new knowledge
without the need for domain theories. Since we also
learn from external simulators, there is less burden on
the user to provide a complete set of training examples
for the system to learn from.

Future Work
Many extensions can be made to the operator editor,
to increase the level of automation, and therefore de-
crease the amount of work required of the user. Tools
to verify the new operators in relation to the rest of the
knowledge base would be particularly useful. For ex-
ample, we are developing methods to ensure that goals
that are introduced by one operator can be solved by
some other operator, and that preconditions can theo-
retically be achieved (i.e., that the predicates referred
to are established in the initial world state or are effects

of another operator).
Other automated tools that generalize and simplify

the knowledge base automatically would be useful. For
example, two or more similar operators could be gen-
eralized by paxametrizing constants or by adding con-
ditional branches. Operators could be simplified syn-
tactically by the removal of unused or redundant argu-
ments, preconditions, and constraints. In some cases,
operators could be merged in order to eliminate su-
perfluous planning levels. Redundant or unused op-
erators could be deleted. Further research could pro-
duce methods for generalizing expert users’ methods
for simplifying existing knowledge bases.

Adding soft constraints to SIPE-2 would allow prob-
abilistic learned knowledge to be incorporated more di-
rectly into the operators, increasing the correctness of
the planning process. Work in this area is continuing
[Wilkins et al. 1994].

Conclusions
Automated and semiantomated tools for knowledge ac-
quisition will become increasingly essential as large-
scale planning systems are developed and deployed.
Our research in this area has led us to develop two such
tools: an interactive graphical editor for developing
planning operators and an inductive learning system
that uses simulator feedback and the user’s planning
choices to refine and verify partial operators.

The operator editor has been implemented as an al-
pha prototype, which was demonstrated at Rome Lab-
oratory and is currently being used at SPd for operator
development.

It has proven to be extremely useful in developing
planning operators. The alpha prototype solves a num-
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ber of problems that frequently arose during previous
operator development (syntactic errors, arguments in
the wrong order or of the wrong object class, unachiev-
able goals, etc.).

The inductive learning system is being developed.
We are integrating SOCAP, PAGODA, and a military
deployment simulator, and are developing experiment
generation techniques for constructing training exam-
pies. This integrated system will be demonstrated in
February 1995.

We first proposed to focus solely on learning from
simulators. However, in the initial phase of developing
the inductive learning system, it became apparent that
most simulators in the military domain are either too
simple to demonstrate interesting learning or require
significant knowledge engineering for integration, given
the current status of SOCAP as a prototype planning
system. Partly because of this problem, and partly be-
cause of our desire to make the knowledge acquisition
tools as broadly useful as possible, we have recently
begun to address the problem of learning from user
choices, as described elsewhere in this paper.

These experiences have also made it clear that the
appropriate sources of knowledge will vary from do-
main to domain. For example, a number of simulators
are already available in the military planning domain;
the same is true for some factory planning and schedul-
ing problems. In the oil-spill domain, useful domain
knowledge is incorporated in oil trajectory models and
in the utility analysis of oil-spill damage. In other do-
mains, domain knowledge might be available from a va-
riety of expert users, databases, simulators, and other
evaluation tools, or from an actual planning environ-
ment, which highlights the need for tools that can learn
relevant planning knowledge from a variety of sources.
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