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Abstract
Critical to the success of any real world agent is the

ability to detect and recover from unsuccessful
actions. Failing to detect these errors may cause the
execution of the remainder of a plan to have unex-
pected and dangerous effects. In this paper we present
ED (the error detective) which systematically exe-
cutes lesioned operators in order to generate a table of
errors and associated causes for a software agent. We
describe features of software environments that allow
us to efficiently build this table without searching for
simultaneous errors or making the single fault
assumption. We then report on experiments compar-
ing several methods for utilizing this collected data to
build an error diagnosis function.

Introduction
Classical planners (e.g., (Chapman 1987)) assume

that their internal model is both correct and complete. The
dynamic nature of real-world domains (e.g., multi-user
software environments) makes these assumptions untena-
ble. Several new planners (e.g., XII (Golden et al. 1994))
have been designed to work with incomplete information,
and strides have been made in planning with potentially
incorrect information. But, efficient operation in the pres-
ence of incorrect information is highly dependent on a
planner’s ability to detect errors. Failing to recognize
errors can result in unexpected and potentially destructive
effects, as well as further corruption of the world model.
This paper describes ED (the Error Detective) which auto-
matically generates error diagnosis functions for a soft-
ware robot (softbot) (Etzioni et al. 1993).

Real-world software environments (e.g., databases,
computer networks, operating systems) are the subject of
intense study in computer science, and software agents are
gaining prominence as a research area. These software
environments are not idealizations of physical environ-
ments, but have their own unique features and challenges.
In designing ED we utilized three key insights into soft-

ware environments:

Software error messages generally signal only one
error. For example, in UNIX, if you execute the
d± f f command on two files x and y, where both
files are not readable, the error message would be
"diff: x: Permission denied." Itpro-
vides no information about the status of file y (i.e.,
the above error message masks the corresponding
error message for file y). We call this the masking
effect.

Since software errors do not interact, errors can be
fixed incrementally (the decomposable fault
assumption). This means we need not assume just a
single fault has occurred, rather we assume that if
multiple errors occur simultaneously, we can fix the
error signaled by the given message, re-execute the
operator, then handle the next error (if there is one).

Error messages caused by the same fault are often
very similar across operators, making classification
tools such as decision trees potentially useful in
forming generalizations that may cover unseen
variations.

The remainder of this paper is organized as follows.
In the next section we will further discuss the motivations
for this work. We then present our method for collecting
training data to be used in building our error diagnosis
functions. Next, we compare the effectiveness of a variety
of methods for classifying error messages. We conclude
with a discussion of the merits (and flaws) of these meth-
ods and some suggestions for future work.

Motivation
In order to maintain an accurate internal world model

it is essential to know when commands have been success-
fully executed and when they have not. There are many
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different ways in which this can be achieved.
If we assume that our operators are complete and cor-

rect, and that our world model is also correct, then we can
be assured that every operator execution will succeed.
But, these assumptions are clearly not realistic in a multi-
user software environment, due to exogenous events. In
addition, fully specified operators still face the qualifica-
tion problem (McCarthy 1980). That is, complete opera-
tors may include so many preconditions (qualifications)
that they can not be utilized efficiently (e.g., the set of pre-
conditions for pwd would include the requirement that
all ancestor directories are readable, which is impractical
to verify).

Given that errors may occur, one way to check for
them is to verify the consistency of the operator’s postcon-
ditions (against the real world) following every operator
execution (i.e., make sure the operator had the desired
effect). While less susceptible to exogenous events, this
approach may be very time consuming. In addition, this
does not solve the problem of error detection for sensory
operators since these do not result in a change in the exter-
nal world.

The problems cited above suggest that a function that
analyzes the output of a software command may be a
much better choice. As a bonus, software error messages
often contain sufficient information to determine the cause
of the error. Accurate error diagnosis can greatly decrease
the cost of recovering from an error by restricting the
search for invalid beliefs in the world model. But, the
space of (error message, cause) pairs is prohibitively large
to generate by hand, so we propose an automated
approach.

The Problem

The problem of generating error diagnosis functions
can be summarized as:

Given: A set of complete and correct operators and a
set of randomly generated software environ-
ments (playgrounds). A software playground
is defined by such things as its directory
structure, file names, file protections, etc.

Generate: A function f= {(a, b) : a = command out-
put and b = ("no error" or (the set 
possible causes of a))}.

More formally, the set of possible causes is a subset
of the operator’s preconditions that may not be satisfied.
We assume that command output is both accessible and
distinguishable from other text. This assumption generally
holds in the UNIX operating system in which we test our
approach. Further, we protect our software playgrounds

from exogenous events.

Systematic Data Collection

Our approach is to execute operators with a subset of
their preconditions unsatisfied (lesioned operators), then
associate this subset (the cause) with the corresponding
command output. This works because the set of precondi-
tions of an operator (if correct and complete) specify
exactly the conditions that guarantee successful execution
(assuming that the world model is also correct). Being
exponential in the number of preconditions, this algorithm
is much too expensive in practice, but with the addition of
two insights we can do much better.

¯ When multiple errors occur simultaneously only one
is signaled by the error message (i.e., the others are
masked). More formally: error-msg(-pl and ~p2)
= (error-msg(-pl) or error-msg(~p2)), where 
and ~p2 represent unsatisfied preconditions.

Errors can be fixed incrementally (the decompos-
able fault assumption). That is, we assume that if
error-msg(~pl and ~p2) = error-msg(-p2) and 
re-execute the operator (after achieving p2), we will
now get error-msg(-pl) which can be handled in
turn.

The "Single Lesion" method

For each operator (OPx)
For each precondition (Py) of OPx

1. Execute OPx with precondition Py negated

2. Associate the error message returned by
the software command with its cause Py

Figure 1: By recognizing the masking effect and making
the decomposable fault assumption, we achieve an algo-
rithm for building our error diagnosis table that is linear in
the number of preconditions.

Clearly a much better approach would be to execute
the operators with a single precondition negated at a time
(see Figure 1). This results in an exponential speedup 
data collection time. Additionally, at execution time the
incremental handling of errors results in a complexity that
is linear in the number of errors. Table 1 shows a sample
of the data that was collected. Note that different error
messages are possible for a given lesioned operator
depending on how the negated precondition is satisfied.
We achieve the negated preconditions last in order to
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Precondition/Cause Error Message(s)

-(protection file-x readable) "file-x: Permission denied"
file-x is not readable

- (current.directory softbot ?dir)
softbot is in the wrong directory

"dir2: No such file or directory"

"dir3 not found"

"wc: file4: No such file or directory"
"ipr: cannot access filel"

"mv: cannot access file7"

Table 1: Some Examples of Error-to-Cause Mappings

reduce the search for bindings. Bindings for any remaining
unbound variables are chosen at random from our world
model. We attempt to collect a variety of these possible
error messages by using randomized test worlds. If the set
of preconditions of the lesioned operator cannot be satis-
fied, we simply move on to the next lesioned operator.

Error Diagnosis Function Generation
We chose to use decision tree classifiers to learn our

error detection functions because they have been shown to
work well in a wide variety of applications (e.g., Quinlan
1986; Mitchie 1987; Carter & Catlett 1987). For the task
of software error diagnosis the class of an example is
either "no error" or a set of possible causes for the corre-
sponding error message. And, we decided on an attribute
set consisting of error message length (number of tokens),
and a binary (present or not present) attribute for every
token seen in the collected error messages. We felt that
using attributes such as "all possible sub-phrases" may
have been effective, but would have increased the number
of attributes (above the current 427) to an unmanageable
level.

In addition to the decision trees, we felt that a more

straightforward approach might do well. For comparison,
we devised a simple string match classifier. This approach
consisted of building up a table of error message strings
(minus command arguments) and their corresponding
causes, then classifying a test example by table lookup.

Results

We compare four different approaches as to their abil-
ity to diagnose errors as well as their ability to reduce the
cost of recovering from the error. The first method is the
hand-crafted error detector that our softbot used initially.
This method relies heavily on the presence of colons in
error messages and makes no attempt to diagnose the
cause of the error (we perceived this "colon hack" to work
well in early development). The second approach is a sim-
ple string match. Our last two methods are the decision
trees with and without operator names.

The data used in the experiments was collected from
four separate runs of ED. Attempts were made to make
the environments for each run (directory structure, files,
machine type etc.) as unique as possible in the hopes of
generating a good variety of error messages. Table 2
shows the results of the first experiment which consisted

Classifier Type Correct Recovery
Detection Rate Correct Diagnosis Rate

Savings

Curr~tMethod 57.0% N/A 0.0%

Simple String Match 89.1% 71.6% 50.5%

Decision Tree (with name) 93.0% 90.4% 63.6%

Decision Tree (no name) 86.3% 83.6% 56.1%

Table 2: Error detection and diagnosis. The "Correct Detection Rate" is the percentage of the test cases that were cor-
rectly classified as to the success of the operator execution (error or successful execution). The column labeled
"Correct Diagnosis Rate" contains the percentage of the test cases whose errors were correctly diagnosed. "Recov-
ery Savings" numbers represent the average percentage of an operator’s preconditions that can be rejected as a
cause of the corresponding error message.
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of training on three of the four executions of each lesioned
operator (351 examples), and then testing the learned clas-
sifters with the fourth execution (117 examples). The goal
of this test was to discover the accuracy of the four meth-
ods when all the operators are fully specified.

The second test of these four methods was to recog-
nize errors due to preconditions that were missing from a
particular operator’s specification during training (see
Table 3). The training data consisted of all the collected
data minus the group of four examples corresponding to a
particular lesioned operator, and the test set was exactly
those four removed examples. The hope is that the test
cases will be covered by the data obtained from other
operators that contain this precondition.

Classifier Type
Correct Diagnosis

Rate

Current Method N/A

Simple String Match 31.4%

Decision Tree (with name) 24.2%

Decision Tree (no name) 63.3%

Table 3: Error diagnosis rates when the errors are caused
by preconditions that did not appear in the original opera-
tor. In this case successful diagnosis is dependent on gen-
eralization from training on operators other than the one
being tested.

Discussion

It was interesting to see that the method used by the
current softbot has such a high misclassification rate. This
result can be linked to two main causes. First, for many
operators, we simply assume that errors will not occur.
And second, the assumption that colons will appear in
error messages is not universal. This highlights the need
for systematic experimentation in a variety of environ-
ments. The reason that the poor performance of this classi-
fier went more or less unnoticed is presumably due to the
general infrequency of errors and the fact that the softbot
is still in development so errors are difficult to track down.

Another significant cause of classification error are
"mistakes" which occur when a command successfully
executes, but with the wrong effect. For example, if the
softbot believes that it is directory dirl, but is actually in
dir2, and executes ]. s, the command will succeed but the
softbot will misperceive the output.

Very similar in effect to mistakes are commands that
never signal errors (even when misused). This results 
the better performance of decision trees that utilize the

operator name as an attribute (as shown in Table 2). This
performance difference is due to the fact that the operator
name attribute acts to limit the classification mistakes due
to unreported errors instead of allowing them to generalize
(i.e., spread) to other test cases.

The poorer results shown in Table 3’s "Cta’rect Diag-
nosis Rate" column compared to Table 2’s demonstrate
that the second task is relatively more difficult than the
first. The main cause is the presence of a good number of
preconditions that appear in only a single operator, thus
causing unavoidable misclassifications. Another interest-
ing feature of Table 3 is that decision trees without opera-
tor names, did better than those with them. This is due to a
lack of generality in the trees that included operator
names, as is the case with the string match method. This
result taken with the result from Table 2 suggests that
building a decision tree without operator names, except in
the case of operators that do not signal errors, may be a
better approach.

Related Work

This work resembles other work in diagnosis (Short-
liffe 1974; Davis 1984), but software error diagnosis has
some unique features. The masking of errors in this
domain is not unlike the masking of symptoms one might
find in medical diagnosis, but the decomposable fault
assumption makes the handling of masked errors much
different. Where we can peel away error after error, this
would not be possible in most medical cases. In addition,
in the medical domain the masking might not be complete;
symptoms can interact, adding a great deal of complexity
to the problem of diagnosis.

Dietterich (Dietterich 1984) used UNIX as a testbed
for his work in data interpretation. Using constraint prop-
agation within hand-crafted UNIX command models,
Dietterich attempts to determine the result of a Command
execution given the command arguments and the com-
mand’s output. Error messages are included in the com-
mand models, but this is done by hand.

ED is in many ways complementary to "The Operator
Refinement Method" presented in (Carbonell & Gil 1990).
Where we assume correct operator models while develop-
ing error detectors, Carbonell and Gil assume accurate
error detection while augmenting operator models. Actu-
ally, we can utilize an accurate error diagnosis table (gen-
erated by ED) to suggest preconditions to add to an
operator. When an error occurs whose reported cause is
not currently a precondition, we can add the suspected
cause (i.e., unsatisfied precondition) to the operator and
conduct further testing to check for appropriateness. This
would allow for preconditions of one operator to propa-
gate to others as necessary (to avoid errors).
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Future Work

An accurate error detection function can improve the
efficiency of a software agent in a number of ways. First,
by simply detecting errors accurately we reduce the num-
ber of future errors due to inaccuracies in the world model.
Second, by narrowing the field of possible causes of an
error we can save a great amount of time in error recovery.
Finally, an accurate (error, cause) table will allow yet
another set of potentially fruitful experiments finding the
"optimal" set of operator preconditions. By "optimal" we
mean the set of preconditions that best balance the cost of
executing the operator with the cost of error recovery. For
example, it seems reasonable to execute pwd without wor-
rying about whether all the parent directories of your cur-
rent directory are readable. Simply execute the operator
and handle the errors that will occasionally occur.

Additionally, operator failures and the accurate diag-
nosis of their cause can be viewed as exploration. For
example, one way to determine if a file is readable is to
simply try reading it. If this action results in a error that is
deemed protection-related, we have learned that indeed
this file is not readable. The key here is that both the suc-
cess and failure of operators can provide information that
we can utilize. We plan to extend our softbot to incorpo-
rate this type of information gathering.
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