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Abstract

Relevant information reduces algorithmic effort. In
constraint satisfaction, information that a priori appears
relevant may prove to be just the opposite.

1 Definitions

One of the first tasks in a theory of relevance will
obviously be to provide useful characterizations of
relevance. This is likely to prove to be a tricky task. We
illustrate the potential pitfalls here in the domain of
constraint satisfaction.

First, we present what we hope will be a plausible, if
crude, definition of what it means for information to be
relevant to an algorithm. Next, we propose several
plausible sounding "sufficient conditions" for information
to be relevant to a constraint satisfaction algorithm. Each
of these is shown to be fallacious in practice.

We propose the following definition:

Information I is relevant to algorithm A iff A performs
more efficiently when I is present.

Constraint satisfaction problems ( CSPs) involve finding
values for problem variables subject to restrictions
(constraints) on what combinations of values are allowed
[Tsang 93]. They have wide application in artificial
intelligence, in areas ranging from planning to machine
vision [Freuder and Mackworth 92].

Call an assignment of one value to each of the variables
of a problem a possibility. A solution to the problem is a
possibility that satisfies all the constraints. Many
algorithms have been proposed for solving CSPs [Kumar
92]. A subdomain subproblem S, of a CSP P, will be a
CSP with the same variables where:

a) the set of potential values for each S variable is 
subset of the set of potential values for the
corresponding P variable
b) the constraints of S are the constraints of P limited to

the values of S.
We will eliminate the "subdomain" qualifier here as this

will be the only type of subproblem referred to in this
paper.

Define inconsistency and redundancy for a CSP P as
follows:

a) A value is inconsistent if it does not appear in any
solution.
b) A subproblem S of P is inconsistent if it has no
solutions.
c) A value of P is redundant if its removal does not
remove all the solutions of P.
d) A subproblem of P is redundant if its removal does
not remove all the solutions of P.
We employ the method in [Freuder and Hubbe 94] which

removes a subproblem S from a problem P in the sense
that it produces a set of subproblems D with the properties
that:

a) every possibility for every subproblem in D is 
possibility for P, but not a possibility for S
b) every possibility for P that is not a possibility for 
is a possibility for one and only one of the subproblems
in D.

2 A False Hypothesis

The following hypothesis seems plausible on the
surface:

Straw man hypothesis: Inconsistent and redundant
values and subproblems are irrelevant to CSP algorithms.

Indeed, it often is quite useful to remove inconsistent or
irrelevant values and subproblems. Nevertheless, we will
supply evidence that removing inconsistent or redundant
values or subproblems can greatly increase problem
solving effort.

The experimental evidence we will supply does not
involve constructing strange, special case problems or
algorithms. We study variations of a popular algorithm and
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random problems of the sort commonly used in CSP
studies. The "random problem space" can be characterized
by "density" and "tightness" parameters. The evidence
appears to be widespread in this space, and for some
problems we see performance an order of magnitude better
where inconsistent or redundant information is retained. We
focus on "really hard" problems [Cheeseman et al. 91].

These effects cannot be attributed simply to the effort
required to eliminate the inconsistent or redundant
information. We will demonstrate that there are some more
subtle and interesting phenomena involved, and include
performance measurements that are not affected by the
elimination effort.

The basic algorithm we consider here is forward checking
with the "fail first" dynamic variable ordering heuristic
based on minimal domain size [Haralick and Elliott 80].
This is one of the most popular and successful CSP
algorithms.

To test the relevance of inconsistent or redundant values,
we compare the performance of the algorithm on a set of
problems with its performance on these problems after
removing inconsistent or redundant values. Initial results
on inconsistency removal were reported in [Sabin and
Freuder 94]. The form of redundancy removal we study is
based on the notion of substitutability introduced in
[Freuder 91]. What we find is that sometimes removing
inconsistent or redundant values degrades the utility of the
ordering heuristic, resulting in overall inferior performance.

Will Harvey and Matt Ginsberg have suggested to us a
more detailed possible explanation: that the preprocessing
interferes with a tendency of the ordering heuristic to
encourage a kind of connectivity in the processing order,
where a processed variable shares a constraint with the
previous variable processed. One cannot simply respond by
jettisoning the ordering heuristic. The resulting algorithm
will be inferior, regardless of whether or not inconsistent or
redundant values are removed. Harvey tried adding a weight
to the ordering heuristic to favor the constraint
"connectivity" and tried using a form of intelligent
backtracking to reduce the penalty incurred by the loss of
connectivity. Both strategies were successful.

In any event, the moral here is that one needs to be
careful in combining methods; two rights can make a
wrong. This is an especially timely moral, given the
current (laudable) interest in combining techniques [Prosser
93] and building systems that synthesize special purpose
algorithms [Minton 93].

To test the relevance of inconsistent or redundant
subproblems we start with ordered forward checking and add
techniques that repeatedly remove subproblems during
search, in the process decomposing the original problem
into distinct, disjunctive pieces. The algorithm continues
to work on, and decompose subproblems, until a solution
is found. (Admittedly our experimental design here is not
as clear cut as the one we used for testing the relevance of
individual values, and might suggest to the punctilious
reader a need to refine our definition of relevance.)

Two algorithms are studied. One, IDC, removes

redundant subproblems; this technique was introduced in
[Freuder and Hubbe 93]. The other, FOF, removes
inconsistent subproblems [Freuder and Hubbe 94]. In both
cases it is found that while removing some problems can
be helpful, removing all the inconsistent or redundant
problems that these techniques identify can be harmful.

There may be at least three factors operating here:
¯ Ordering
The decompositions affect the domain sizes. For IDC in

- particular, ordering considerations are contradictory for IDC
and its underlying algorithm, forward checking. Forward
checking prunes more when considering values that are
inconsistent with a lot of values for other, uninstantiated
variables. IDC prunes more when considering values that
are consistent with a lot of values for other, uninstantiated
variables. (We actually compromise in our
implementations of these algorithms by only using the
dynamic domain size ordering part of the time.)

¯ Redundancy
The disjunctive decomposition resulting from the

removal of the inconsistent or redundant possibilities can
result in a representation that introduces redundant
constraint testing. No additional testing is necessary to
create the decompositions, and no complete possibility is
included redundantly in a decomposition. However, partial
possibilities may appear redundantly in more than one
subproblem, resulting in redundant testing.

¯ Solutions
In removing redundant subproblems we may be

removing solutions that would have been easier to find
than the solutions left behind. We believe this is a
phenomenon that has been observed in other problem
domains.

3 Experiments

Random constraint satisfaction problems can be
parameterized based on their density and tightness, roughly
corresponding to the number of constraints and the degree
to which the constraints rule out combinations. If we
examine different points in "tightness/density" space we
find a "ridge" where problems are on average especially
difficult. For problems with 50 variables and 8 values for
each variable, we located several points along this
complexity ridge, for a range of tightness values, and tested
10 problems at each point. (The highest tightness value
considered is not included here as at this tightness the
problems were all so easy that it was difficult to discern a
complexity peak.) Some of these problems have solutions,
some do not.

We measure algorithm performance in terms of
constraint checks, which count the number of times we ask
if two values are consistent, and in terms of cpu time (on 
DEC Alpha 300XL). (cpu times between the two figures
are not comparable though; in particular, one reflects C
code, one Lisp code.)

The table in Figure 1 shows the results of running
dynamically ordered forward checking (FC) and the same
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algorithm after arc consistency preprocessing (AC-FC).
Sometimes the algorithm performs worse after
preprocessing. These cases are marked with an asterisk. The
same algorithm, run on a problem made "easier" by
deletion of values, can be less efficient. In one case it is
close to three orders of magnitude less efficient!

The effort shown is just the search effort; it does not
count preprocessing effort. Even if preprocessing were free
it would still not be cost effective in some cases - in fact it
would be harmful. The pruned values are inconsistent, they
cannot participate in any solution, yet they are not always
irrelevant to this search algorithm.

Figure 1 also shows what happens when we prune
substitutable values in addition to arc inconsistent values
(SU-FC). SU-FC can be more than an order of magnitude
worse than AC-FC. More pruning - worse behavior - a
rather strange state of affairs. We asterisk those cases where
SU-FC is worse than both FC and AC-FC in both checks
and time. The substitutable values pruned are redundant, yet
they are not irrelevant to the search algorithm.

The tables in Figure 2 show the results for the IDC and
FOF algorithms when they take every opportunity to
discard subproblems (ALL) and when they only discard
subproblems that are heuristically judged sufficiently large
(SOME). We did not obtain the results for the densest
problem set, as it was clear that this would require an
unreasonable length of time for the ALL case; results for
four of the. 150 density problems are also omitted because
we did not wish to wait for the ALL cases to finish.

Even though the subproblems discarded are all redundant,
in the case of IDC, or even inconsistent, in the case of
FOF, discarding all of them can seriously degrade the
behavior of the algorithms. (In fact the ALL case is nearly
always worse, so we do not asterisk this data.)

Note that the constraint checks do not reflect any
additional effort to perform the decompositions. Some
additional cpu time is required for the decompositions of
course, but no additional constraint checks are involved.
Therefore the constraint check effort only reflects the
additional effort involved in processing subproblems as
opposed to processing original problems.

When we break up a problem into subproblems using
these algorithms the total number of possibilities for the
subproblems is never greater than, and may well be less
than, the number of possibilities in the original problem.
Nevertheless too much decomposition can still be harmful.

4 The Larger Issue

These experiments illustrate a dramatic, extreme aspect
of a more basic and pervasive issue of relevance in
constraint satisfaction. Many mainstream AI constraint
satisfaction methods fit the model of an "inference/search
loop". We perform some inference (e.g. arc consistency
processing), make some choices (e.g. choose a value for 
variable), make further inferences (perhaps retracting
previous inferences), further choices (perhaps retracting
previous choices), cycling until a solution is obtained.

This cycle is not limited to constraint satisfaction, but can
be discerned in a variety of disciplines, e.g. planning.

The big question, of course, is how much inference to
do in the inference phases of the cycle [de Kleer 89].
Relevant inference can greatly reduce search. As we have
seen here irrelevant inference can in fact greatly increase
search effort. However, even relevant inferences can incur
combinatorially explosive acquisition and storage costs.
The larger issue is what one might call Relevance with a

- capital "R". Inference is Relevant if it reduces the total cost
of inference plus search.

Acknowledgements: This material is based on work
supported by the National Science Foundation under Grant
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Performance of FC, AC-FC and SUBST-FC
constraint checks CPU time [sec]

tightness .675
.018

0.787
0.026
0.069

3.314
0.031
0.469

140.042
0.005
0.021

0.016
0.007

*0.627

38.861
0.073
2.686

0.047
0.019

"0.212

0.225
0.023
0.135

0.554
0.005
0.017

0.062
0.000
0.000

0.004
*0.229

.150 .325 .5OO .675 .150 .325 .500

0.000
*0.500 0.000

density .500 .150 .065 .018 .500 .150 .065

#I FC 59,944,414 771,013 55,184 180,974 108.755 2.140 0.397
AC-FC 59,944,414 771,013 955 5,102 108.680 2.194 0.064
SU-FC 59,944,414 771,013 12,881 14,181 108.026 2.141 0.115

#2 FC 28,209,421 30,468 332,349 779,166 50.739 0.106 1.993
AC-FC 28,209,421 *204,889 17,853 3,293 50.307 "0.710 0.112
SU-FC 28,209,421 204,889 45,970 71,126 51.029 0.730 0.372

#3 FC 57,659,360 1,273 258,271 34,563,325 104.169 0.006 0.951

AC-FC 57,659,360 1,273 249,119 252 105.369 0.006 0.981

SU-FC 57,659,360 1,273 "1,363,417 733 106.198 0.005 "5.012

#4 FC 79,703,361 873,125 106,345 4,185 150.949 2.586 0.397
AC-FC 79,703,361 873,125 "149,249 1,544 150.715 2.554 *0.578
SU-FC 79,703,361 873,125 4,327 "106,473 151.597 2.575 0.028

#5 FC 20,146,500 60,795 61,428 9,717,904 35.926 0.178 0.207
AC-FC 20,146,500 60,795 "1,006,822 12,442 36.158 0.191 "4.613
SU-FC 20,146,500 60,795 727,461 578,365 36.341 0.187 2.672

#6 FC 27,654,700 40,885 899,073 11,765 52.482 0.124 3.418
AC-FC 27,654,700 40,885 668,626 2,841 52.500 0.138 2.223
SU-FC 27,654,700 40,885 "993,230 *30,504 52.113 0.124 *3.833

#7 FC 115,499,539 5,596,112 53,159 54,909 215.841 14.741 0.202

AC-FC 115,499,539 5,596,112 743 2,310 214.411 14.698 0.002

SU-FC 115,499,539 5,596,112 1,202 33,626 213.873 14.780 0.004

#8 FC 68,288,955 2,935,418 23,050 120,932 121.971 7.587 0.089
AC-FC 68,288,955 332,548 "155,767 959 122.348 1.030 *0.646
SU-FC 68,288,955 332,548 2,272 3,234 122.303 1.097 0.007

#9 FC 44,922,994 710,694 1,402 15,543 79.030 1.958 0.006
AC-FC 44,922,994 "1,154,917 *945,629 0 79.189 *3.324 *5.379
SU-FC 44,922,994 1,154,917 741,022 0 79.159 3.351 3.753

#i0 FC 33,541,851 116,454 50,994 1,027 58.839 0.350 0.164
AC-FC 33,541,851 116,454 *64,869 0 59.206 0.397
SU-FC 33,541,851 "1,307,133 "135,040 0 59.452 *4.599

Figure 1: Removing inconsistent and redundant values.
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#1

#2

#3

#4

Performance of IDC using all partitions vs selected partitions.
Constraint Checks CPU Seconds

tightness
density
ALL
SOME

ALL
SOME

.325

.150
4,807,441

206,580

90,040
27,501

.500

.065

1,730

10,423
3,842

412,727
81,796

.675

.018
37,360
18,662

96,782

48,513
14,374

.325

.150
885.3

5,795

33.3
16.6

5.3

ALL 3,823 794,291 4,725 1.2
SOME 0.3

585,703 4,126

ALL 11,400,922 134,048 6,797 2,016.1
SOME 86.9

58,750

16,215

112,562
ALL 1,182,829 184,913 217,614 210.8
SOME 17.642,097

.500 .675

.065 .018
3.3 11.7
1.4 5.3

99.5 18.0
15.6 4.4

225.2

J

1.9
20.4 1.9

3.9 1.3

49.7

[

68.6
8.8 14.7i

ALL
SOME

255,100
42,548

6,437,779

4,601,699

351,445
7,959
2,911

30,315

46.9
7.3

46,388
ALL 152,257,253 187,972 14,309 26,420.6
SOME 604.1

ALL 33,080,278 23,051 27,293 5,654.3
SOME 319.52,295,085

13,611,267
528,469

ALL
SOME

ALL

15,408

1,986
1,892

227,531
27,275SOME

241,734

56,705

10,824
5,647

1,230
75938,274

2,447.8
78.3

44.0
6.6

1,429.4 [ 3.3 [
71.4 0.9

48.4 5.8
7.0 11.3

3.6 13.8

0.9 1.7

5.9 0.3

Performance of FOF using all partitions vs selected partitions.

#1

#2

#3

#4

#5

#e

#7

#’l
#I0I

Constraint Checks
tightness .325 .500 .675
density .150 .065 .018

ALL 5,878 31,777
SOME 4,004 18,806

ALL 782,804 2,778,223 25,432 126.1
SOME 29,289 132,114 14,196

ALL 3,377 1,687,370 15,047
SOME 1,626 95,136 6,345

ALL 101,193,222 445,440 13,095 17,517.1
SOME 619,480 16,565 3,835 79.8

ALL 12,133,923 492,887 182,442
SOME 119,499 43,377

42,315

55,285

347,094
ALL 4,796,904 18,826,987 7,287 1,021.8
SOME 6.3

37,616

2,919

ALL 916,105 42,493
SOME 38,851

16,295
ALL 391,172 147,772
SOME

1,898

52,767

ALL 2,012 98,082
SOME

ALL 3,678,303
SOME 39,595

339,991
28,065

5,533

759
759

CPU Seconds
.325 .500 .675
.150 .065 .018

1.8 7.7
1.3 4.7

1530"21

6.2
4.9 20.0 3.6

0.6 ] 398.7 4.0

0.2[ 15.4 1.6

3.3 1.2

2,058.0 122.7 [ 41.7
16.3 7.5 [ 12.9

4,556.9 1.7
56.9 0.8

201.6

I 8.57.3 7.2

108.7

I 33.33.2 12.8

0.8 30.8
0.7 1.3

620.2 65.0 0.2
6.0 4.7 0.2

Figure 2. Removing inconsistent and redundant subproblems.
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