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Text processing has
stimulated great interest over
the last several years,
prompted by technical advances
in storage, searching,
telecommunications, and user
interfaces. The increasing
generation of text causes
problems in terms of storage
and retrieval, and there are no
signs of this trend abating in
the future. This technology
includes electronic publishing,
computer networks (e.g.,
electronic mail and bulletin
boards), full-text systems,
image databases, and hypermedia
systems. Moreover, the
determination of which rules
should fire in an expert system
implies the need for relevance
determination there, too.

One major aspect of text
processing is information
retrieval, the determination of
which of a set of documents or
records should be retrieved in
response to a user query for
information. However, in spite
of a variety of theoretical
advances, including models,
front ends, natural language
processing, and artificial
intelligence methods, as well
as relevance feedback, improved
retrieval system performance
has been an elusive target.

Information retrieval has
been the subject of much
research over the last several
years, largely due to the
imprecise nature of determining
which textual records are

relevant to user queries.
One can view an

information retrieval system as
a set of records that are
identified, acquired, indexed,
and stored and a set of user
queries for information that
are matched to the index to
determine which subset of the
stored records should be
retrieved and presented to the
user. The index can involve
descriptive information (i.e.,
bibliographic information in
the case of textual documents,
such as author, title,
publisher), and content
indicators (such as keywords or
subject headings) to indicate
the nature of what the document
is "about." The use of
controlled vocabularies, and
possibly thesauri, versus free
or natural language is an
important issue in indexing in
generating these terms.

Indexing can be seen as a
mapping from the set of
documents and the set of
keywords (terms or phrases)
into a set of values (often
either {0,i} or [0,i])
indicating how much a given
document is "about" the
concept(s) represented by the
keyword. Often, relative
frequencies are used to measure
this aboutness. A later
development was to add weights
to the terms in the user query
(generally in the same interval
as the index weights) in order
to indicate importance.
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In processing a query, one
can interpret the term weights
as points in a vector space,
probabilities of relevance, or
as fuzzy set membership
functions in order to be to
induce a document ranking
mechanism. When Boolean logic
is added, it introduces
difficulties in maintaining the
Boolean lattice structure.
Moreover, there are problems in
developing a mathematical model
of query processing to evaluate
each record against the query
that will preserve the
semantics, i.e., the meaning,
of the user query. For example,
query weights can be
interpreted as being importance
weights, thresholds, or as a
description of the "perfect"
document. Despite these
difficulties, as well as user
difficulties in using it,
Boolean logic is at the heart
of most, if not all, commercial
textual retrieval systems
(e.g., Dialog, Medline, Lexus).

It has been suggested that
one enforce the property of
separability, evaluating a
document against each term in
the query and then combining
those evaluations according to
the Boolean logic of the query.
This will preserve the
isomorphism between queries of
one term and of Boolean
expressions.

Other research has
incorporated artificial
intelligence to develop front
ends to aid in query
formulation and search. These
include using details about the
users to better understand
his/her information needs
(e.g., an engineer would use
the term "stress" differently
than a psychologist). In
addition, expert systems can be
used to develop better thesauri
and indexing methods.

Further, relevance
feedback can be incorporated to
let users react to what has
been retrieved and using the
information about which
documents the user deemed
relevant to modify the query to
improve the search. For
example, work is underway to
employ genetic algorithms to
randomly search the query space
for the "optimal" query.

Evaluation is an issue
that must be mentioned.
Retrieval system performance is
often measured by its ability
to retrieve documents perceived
to be relevant and to not
retrieve documents perceived to
be nonrelevant. Recall, the
proportion of relevant
documents retrieved, and
precision, the proportion of
retrieved documents that are
relevant, are the two central
measures used. However, the
introduction of weights permits
ranking of documents, so that
these measures need to be
extended to include partial
relevance and rank.

One aspect of system
evaluation which has not been
fully addressed is how
relevance is to be defined and
who is qualified to judge the
relevance of information. The
traditional approach to
information retrieval system
design and evaluation has been
a "systems view" of relevance;
in such a view, relevance is
seen solely as a property of
the internal mechanism of the
system and relevance is viewed
as a topical match between the
subject terms used in queries
and subject terms assigned to
documents or records. Within
the systems view, any qualified
person can judge the relevance
of information by simply
comparing the topical aspects
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of queries and documents or
records.

In recent years, there has
been increasing recognition
that relevance can only be
judged by the user requesting
the information, and that this
evaluation is a cognitive,
dynamic and subjective process
which is influenced by factors
beyond topical appropriateness
of information. Recent research
into user generated evaluations
of relevance has identified
several nontopical aspects of
information which influence
users’ evaluations. These
include the user’s judgment of
the recency of information; the
extent to which the information
is novel to the user; the
user’s judgment of the quality
or validity of the work; the
extent to which the information
supports or contradicts the
user’s point of view; the
user’s ability to understand
the level of discussion
presented; and so on.

Research into user defined
relevance has progressed to the
point of identifying factors
influencing users’ relevance
evaluations and supporting the
view of relevance as a user-
based judgment which
incorporates factors beyond the
topical appropriateness of
information. The next step, it
would seem, is to begin
exploration of the mechanisms
and algorithms which might be
incorporated into information
retrieval systems to carry the
retrieval process itself beyond
topical matching.
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