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1 Introduction

During the past year, the entire AI curriculum of our de-
partment has been revised. A large part of this effort was
aimed at developing an up-to-date, core AI course that
will be required for all new computer science graduate
students at UMassI . Conducting this activity in a depart-
ment with such a large group of AI faculty members was
more than an intellectual challenge. In particular, it was
hard to select the material and the level of presentation in
a balanced way given the limits of a one semester course.

This paper summarizes our approach to developing the
graduate AI curriculum. Some of the issues that we raise
are unique to a graduate-level course. Other issues, such
as the unifying theme and the balance between theoretical
analysis and building working systems, are also relevant
to introductory undergraduate courses.

2 The purpose of a core graduate
course

Many computer science departments do not offer a
graduate-level AI course, leaving both graduate and
undergraduate students with the choice of taking an
undergraduate-level introductory course. This approach
was perhaps appropriate at the time that AI was in its
infancy as a science. This is no longer the case. The field
has matured and reached the point that an undergraduate
introductory course can no longer appropriately cover,
or even touch, the latest developments. Historically, the
Computer Science Department at UMass has had a strong

I Tl~ project is conducted by Victor Lesser and myself with the
help of the AI faculty members at L1Mass, including: Andy Barto, Bey
Woolf, Paul Cohen, Rod ~n, AI Hanson, Wendy Lehnert, Robin
Popplestone, Edward Riseman, Edwina Rissland, Paul Utgoff and Rich
Weiss.

AI component. In order to maintain this strength and to
reflect it in our curriculum, we developed the core AI
COurse°

Both undergraduate and graduate introductory courses
share some fundamental goals, such as providing an
overview of the field and exciting students with the chal-
lenges of AI research. But a core graduate course must
address explicitly another set of goals:

l°

.

Emphasize the interaction between the components
of an intelligent agent and their integration within
a working system. This goal is particularly hard to
achieve since it touches many open research issues.
In an undergraduate course, the complexity of each
topic makes it hard to cover the interaction between
the components in a working system.

Emphasize "real wodd" problems rather than con-
cept demonstrating toy problems. Toy problems can
be used as long as they represent a class of interest-
ing domains. But as we train a new generation of AI
researchers, we cannot limit ourselves to studying
toy problems.

° Prepare computer science graduate students to be
able to identify and use AI problem solving tech-
niques when conducting their own research. AI
techniques are increasingly used in every area of
computer science including information retrieval,
networking, operating systems and software engi-
neering. Therefore, every computer science gradu-
ate student should be exposed to the state-of-the-art.

.
Prepare AI graduate students to conduct research
by introducing them to the forefront of current AI
research. This goal refers not just to covering the
state-of-the-art but also to covering some method-
ological issues related to AI research.
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5. Provide the appropriate background so that inter-
ested students can explore in depth advanced AI top-
its, either through course work or self-study. Such
advanced courses should build on a certain level
of common knowledge of AI, similar to advanced
courses in any other field.

Given this set of goals, the rest of this paper describes
some of the central issues in more detail.

3 Agents as a unifying theme

It is useful to have a unifying theme for any course.
It helps students understand the "big picture" and think
about each individual module in the context of the larger
unifying theme. The scope of AI and the diversity of
problems that it addresses raise even a greater need for
a unifying theme. The notion of an intelligent agent of-
fers a good unifying theme for the study of AI, since
it embodies almost every aspect of the field. The con-
struction of intelligent agents requires the integration of
major AI modules including perception, representation,
reasoning and action. In addition, the operation of an in-
telligent agent is subject to resource constraints imposed
by the nature of the environment and the agent archi-
tecture. The integration of different capabilities and the
operation under resource constraints offer a good context
for an AI course.

Some people claim that the "intelligent agent" theme
is too narrow and that it may lead to ignoring the study of
"intelligence" itself. Other people say that almost any-
thing can be an intelligent agent and therefore this theme
does not represent a well-defined concept. A precise def-
inition of an agent, on the other hand, leads to a particular
approach (i.e. the logicist definition of agents) that does
not facilitate the integration of different modules of a
broad AI course.

We use the notion of an intelligent agent in its most
general sense, that is, any system that can translate a set
of goals and perceptual capabilities into effective action
to achieve its goals. When used as a unifying theme,
any concept must be generalized to match the different
approaches within the field.

Our goal in choosing agents as a unifying theme has
been to emphasize the development of comprehensive
solutions to the problem of intelligent systems and to em-
phasize that they operate in complex, "real-world" envi-
ronments. This emphasis represents an important shift
from the isolated study of individual aspects of intelli-

gent behavior (typical of undergraduate level courses) 
a more integrated approach. It also shifts the empha-
sis from ideal reasoning (trying to find the best solution
possible) to resource-bounded reasoning (trying to find
"good" solutions within the available resource bounds).
The techniques covered in the course are carefully evalu-
ated based not only on their ability to handle intelligently
a small set of specific situations, but also on their general
statistical characterization. This characterization is based
on the following aspects:

¯ Complex interaction with the environment.

¯ High degree of autonomy and adaptability

¯ The issue of scalability (with respect to the agent’s
knowledge, the environment, and computational
power).

¯ Real-time operation with high level of reliability.

¯ Composition of heterogeneous components.

¯ Operation under uncertainty using incomplete infor-
mation.

One difficulty with this set of goals is that there is no
single approach or framework in AI that addresses these
goals in a satisfactory manner. All we can do at this point
is to improve the level of understanding of the problems
and examine existing approaches in a more critical way.
We should at least try to understand which AI techniques
address successfully a subset of these issues and why they
ale successful.

4 Background knowledge

Introductory AI courses tend to be self contained. Some
mathematical maturity and programming capabilities are
required, but too much time is normally spent on fun-
damental issues such as LISP programming, predicate
calculus, probability theory, and basic graph search algo-
rithms. A graduate class should not repeat all these basic
topics. First, they are normally covered by an under-
graduate introductory AI course and by an array of other
computer science courses. Second, it is hard to cover
more advanced material when too much time is spent on
"background". However, this approach can work only
if the fundamentals of AI are better integrated into the
standard undergraduate computer science curriculum.

AI shares with the rest of Computer Science many fun-
damental concepts and techniques such as mathematical
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logic and theorem proving, probability theory, functional
programming, information indexing and retrieval, graph
search algorithms, and symbolic computation. Many of
these topics are covered (to some degree) by other (non-
AI) courses. However, this coverage is not systematic
and is not always with the AI application in mind. The
teaching of AI will become more effective, both at the
undergraduate and the graduate level, once its required
basis becomes an integral part of every computer science
program.

In designing our department’s new curriculum, we
have tried to build courses on layers of background
knowledge that axe covered at an early stage. This rule
applies to AI as much as it applies to any other topic.

5 Programming and projects

There is no substitute to algorithm implementation in
teaching AI. Programming projects increase significantly
the level of understanding of the material as well as the
level of excitement. They are, however, time consuming
and the only way to integrate programming projects into
an introductory AI course is by providing the students
with a well-documented, partially-developed system or
with a programming environment that they can expand.
Unfortunately, it is hard to extract from research oriented
prototypes (that many of us have developed) the kind
of tools that are useful for educational purposes. Sharing
the effort between many researchers may be one solution.
Another solution is to use well documented commercial
packages as educational tools. We are considering, for
example, the use of such a package for teaching reasoning
with Bayesian networks.

A single, ongoing project that is being developed
throughout the semester can highlight the unifying theme
and the other goals of the course. This is in particular
appropriate for a graduate course since students enter the
course with a substantial knowledge of programming and
inAI.

hind them. Related questions include the role of formal
methods, the balance between theory and experimenta-
tion, and evaluation techniques for intelligent systems.
The task of evaluation in particular has been somewhat
neglected. Evaluation of intelligent agents can be trivi-
alized by looking at a limited set of isolated performance
measures. But students should be encouraged to use
the evaluation process in order to explore the qualitative
structure2 of intelligent systems. Students should not
just measure the performance of an agent in one partic-
ular domain but ask themselves what makes the agent’s
architecture successful with respect to a certain class of
problems.

7 Summary

This paper outlines the philosophy behind the devel-
opment of a graduate-level introductory AI course.
The course is distinguished from similar undergraduate
courses by the level of presentation and by some of its
basic goals. Organized aroundthe notion of an intelligent
agent, a graduate-level course should emphasize issues
of applicability, adaptability and scalability in examining
alternative solutions. Implementation and evaluation of
alternative architectures must also be included. If courses
are designed and taught in this way, AI’s important role in
computer science will be better understood and utilized
by our students.

6 AI research methodology

An important component of a graduate course is to pre-
pare students to conduct research in the field. A number
of research methodologies have evolved in AI over the
years, some turned out to be more successful than others.
It is important to present to students not only the latest
developments but also the research methodologies be-

2Tbe term laws of qualitative structure was used fLrSt by A1 Newer
and Herb Simon in their Tm-ing Address to describe the qualitative
generaliTations and regularities that became the most significant, lasting
results of scientific research.
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