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Abstract
We urge that an introductory course in AI should
present a firm enough intellectual foundation to enable
students to counter the many arguments being made
against the subject’s validity or coherence~ Such
foundations are not found in the history of the subject,
in which many current texts spend too much time.

Introduction

AI seems to have lost the air of excitement with which it
was once imbued, It might be difficult to use some recent
textbooks to reestablish this enthusiasm in our students. In
this short essay we sketch some reasons why this is true
and what may be lacking.

Foundations
The task of an introductory course should be to establish
the foundations of a subject. Probably everyone would
agree with this platitude, but its meaning depends on what
we take "foundations" to mean. On one view, the
foundations are the basic technical skills and pragmatic
knowledge that should be part of the repertoire of a
professional practitioner of a subject, so that an AI
professional should have, say, a basic competence in
computer programming and should know what a semantic
network is, among other things.

But there is another way to understand "foundations." AI
has computational and philosophical foundations. There are
some very deep ideas--for example, physical symbol
systems, the nature of computation and computers, form vs
content of representation, concepts of meaning--which
every AI professional should be familiar with. Few current
AI textbooks give a proper discussion of these matters. But
familiarity with these ideas, along with an understanding of
the issues they raise, is crucial to understanding the goals
and achievements of AI. Even the most strictly
engineering-oriented approach to AI should convey the
conceptual motivations and intellectual roots of the field.

Any successful graduate of AI-101 should be able to
quickly see what is wrong with the arguments of Searle,
Dreyfus and Penrose--not by having been taught responses

to these arguments (or even the arguments themselves), 
by having been trainined in philosphy, but by having a
grasp of the foundational ideas---of computation, physical
symbol systems, representation and meaning--which form
the intellectual framework from within which the flaws in
such arguments are clearly visible.

Why do we urge this? A common response is that such
matters are both obscure and unimportant, empty issues in
silly academic quarrels. If one takes a narrowly pragmatic
view of AI, this might be a reasonable attitude. But then AI
ceases to be a subject. This is our point: AI is more than
just a collection of techniques in computer science. The
subject has raised passions precisely because its
practitioners had a vision, a new intellectual perspective
which suggested new answers to age-old problems. In our
admittedly controversial view, AI will prove to be one of
the great ideas of this century, on a par with the theory of
evolution. Like evolution, it suddenly makes clear what is
otherwise mysterious and has been considered mysterious
for centuries. Evolution enabled us to see how the
complexity of the living world could have arisen without a
creator. AI enables us to see how a mind can arise in the
physical world without Cartesian dualism.

The need for a sound education in the foundations can be
illustrated, perhaps rather pointedly, by observing that
several recent texts explicitly (mis)use a conceptual
terminology which was introduced by the philosopher John
Searle in a famous attack on AI. Searle distinguishes
"strong" from "weak" AI. But notice carefully: Searle’s
distinction is not that between AI as psychological
modeling (and therefore simulating human intelligence)
and AI as a form of engineering, as the text’s author
suggests. Rather, Searle is distinguishing two kinds of
claims one might make about a program: whether it really
is intelligent, or whether it must be regarded as a
"simulation" and therefore somehow different from real
intelligence, in the way that a simulation of the weather
over the North Atlantic would not be expected to actually
produce rain. Is this a sensible attitude to take? Think for a
moment about the distinction. What would a computational
simulation of another computation be like? Suppose the
second program is written in (say) LISP: then a LISP
interpreter would qualify exactly for this description. Any
virtual machine can be quite accurately described as a
simulation of one computer on another. Should we say then
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that the study of interpreted LISP programs is only weak
computer science, or that a successful run of such a
program is only a weak computation, as opposed to the
"strength" that comes from the use of raw binary code? If
our programs run on a software emulation of an MC68020
executing on a PowerPC chip, are we therefore only doing
weak computer science? Searle’s distinction--and hence
his conclusions--are based on a fundamental
misunderstanding about the nature of computation. This
kind of misunderstanding, exactly what we want our
students to be able to see through, is being taught to them
as doctrine in the introductions to some AI textbooks.

An incredible amount of stuff has been written about
Searle’s arguments, and it would take more than a semester
to read it all. To emphasize again, we are not urging that
students spend a lot of time in the Chinese Room.
Philosophical arguments are not that important. But at
present, texts offer one of two characteristic attitudes to
philosophy, both of which give it too much status. Some
surveys, usually graduate texts or collections of papers in
cognitive science, aim to show the student how these
arguments are conducted by the professional arguers.
Others, usually straightforward undergraduate AI texts,
simply accept ideas and terminology offered by the
philosophers as being authoritative. Both of these attitudes
treat philosophy with too much reverence. Most academic
philosophy is pretty silly stuff. But ideas are important, and
oft-repeated myths have educational consequences. We
know AI graduate students who abandoned the field after
hearing the Chinese Room argument. Consider a chemistry
graduate student’s reaction to a philosopher telling her that
since synthesised urea is only a simulation, she is not doing
"strong chemistry." Our students should have the same
degree of confidence in their intellectual foundations.

Stamped-earth-foundations

Many introductory textbooks seem to assume that material
becomes part of the foundation simply by being old. This
might be called the stamped-earth-foundation theory of the
subject, in which terra firma consists simply of the stuff
that has been lying around for a while. Here are a few
examples, all taken from fairly recent texts: the alpha-beta
heuristic, Robinson’s clause resolution, Schank’s conceptual
dependency notation, Mart’s primal and 2.5-D "sketches,"
the Waltz system for labelling line drawings, and Winston’s
"near-miss" learning. Expert systems are represented by
MYCIN and PROSPECTOR. All these have now either
passed into history and been replaced by more
sophisticated ideas, or (like the alpha-beta heuristic) are
now probably best regarded as arcane topics in specialist
parts of the subject. Time was when heuristic search
constituted a large percentage of the entire subject of AI,
and game-playing was one of its triumphs. Then, the alpha-
beta heuristic was perhaps a proper part of an introductory
course. But we passed that point many years ago. Some
textbooks are quite explicitly organized as history books,

which is fine: but many others are in fact organized this
way without warning the reader, thus conveying an
impression that old stuff is somehow deeper or more basic
than newer insights.

Let us emphasize that we are not intending here to
disparage or denigrate in any way the work mentioned,
which in each of these cases was of immense value. The
issue is whether an introductory textbook should teach
ideas and techniques which seem most fundamental at the
time the work was written, rather than always explain ideas
in terms which use older insights. Let us use clausal
resolution as an example. When "resolution" was first
developed, Alan Robinson defined it simply as a logical
inference rule on "clauses"-- disjunctions of atomic
assertions. It has been clear for years, however, that the
fundamental computational ideas in resolution are those of
using matching to control instantiation, and searching for
propositional inconsistency by a systematic survey of
possible truth assignments. Both of these are fundamental
to many techniques, such as truth-maintenance systems, not
usually described by inference rules or historically
identified with clausal resolution. The idea is usually taught
using concepts from a different discipline rather than from
the computational perspective. This is not to deny the
essentially logical nature of mechanical inference. Rather,
an appropriate level of description makes clear the
similarity between TMS and "theorem-proving," instead of
casting them in opposition because of differences in their
historical development.

Mom’s Apron Strings

This historical emphasis can have another unfortunate side-
effect. It has often been noted that as subareas of AI
become more sophisticated and develop their own
specialist terminologies, they find their own identity and
split themselves off from the AI mainstream. People can be
heard insisting heatedly that they work in vision, learning,
theorem-proving, logic programming, expert systems,
computational linguistics, situated action, and more
recently even knowledge representation; but not in AI.
These breakaway fields have their own conferences, form
their own societies, find new intellectual links to other
areas of research (psychology, learning theory, sociology,
etc.). The situation is remarkably like that of children
growing up and leaving home. Some of them are troubled
and quarrelsome in their adolescences, and become
reconciled with their parents only after gaining some
maturity. (Connectionism was quite a rebel but is settling
down now, but his younger sister Situated-Action is still
very cantankerous.)

All of this is a familiar analogy. But it has one
consequence that hasn’t been so widely noted. Some kids
never leave home. They tend to be congenitally less able to
cope in the outside world. Losers, to put it bluntly, who
stay close to Mom’s apron strings. If this goes on too long,
the AI house will get to be full of fields which haven’t
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found a way to cope in the outside world. And failing to
distinguish history from fundamentals is a way to teach our
students to identify the subject with its losers.

Language du Jour

Many current textbooks are based on some programming
language, typically LISP or PROLOG. Such texts tend to
move from a brief, vague introductory chapter titled
something like, "What Is AI?" or "The Nature of
Intelligence," directly into a first course in LISP or
PROLOG programming, and then develop the subjects in
parallel, using more and more complex examples of
programming in order to explain more advanced AI ideas
and more sophisticated programming techniques. While
this arrangement has some obvious pedagogic
conveniences, it also strongly suggests to the student that
AI is a way of programming, or can be identified with a
particular programming method or technique, and that
advanced or difficult AI ideas have their intellectual
importance because of how hard they are to implement. We
believe that this approach is profoundly misleading. Almost
all basic topics in CS are language-independent; that is,
they transcend any particular language. This is particularly
true of AI.

LISP has of course always been associated with AI. It
was developed by AI pioneers and has often been the
preferred tool for AI implementations. But this is all a
matter of history. These days, many real-world AI systems
are implemented in languages like C++, like most
commercial software. We are not denying that it is
important or perhaps even essential that students get some
experience actually writing AI software in order to learn
the subject--just that it is wrong to imply that any AI
method or idea is restricted to LISP (or PROLOG) as its
implementational tool.

To base an AI course on some programming language
might be justified on pragmatic grounds, but it should not
be used as a conceptual foundation for the subject. To do so
is not simply a pedagogic distortion, we believe: it is
actively misleading. Many CS graduates who have taken
one course in AI are convinced that AI and LISP (or
PROLOG) programming are more or less synonymous, 
misconception which leads them to classify any system
which has been developed to modern commercial standards
as not being AI simply because it is written in C++ and
thoroughly debugged. There are several problems with this
perspective, not the least that to many people it seems to
identify AI with amateurishness and sloppiness, a
perspective which has become widespread in the technical
culture and which supports the increasingly widespread
perception that AI has been tried and found wanting, a
failed experiment.

Conclusion

Its is easier to criticize than to construct. We have raised
some issues here but, we realize, have made few positive
suggestions so far. What would it take to make a text which
would overcome some of these problems? One might reply,
somewhat unhelpfully, that it would require only
scholarship and hard work. Unfortunately, such scholarship
is probably no longer obtainable in one human being. In the
beginning of AI, it was possible to have a clear grasp of it
all, but the various subfields have now become so
specialized and have made so much separate progress that
this breadth is probably no longer possible. In addition, the
subfields are making rapid progress, and if--as we have
argued--it is important that a textbook try to keep an up-to-
date perspective, it may require fairly frequent rewriting.
One possible conclusion is that any text must have a
limited life-span, but we believe that another approach is
possible.

Consider a text which has specialist chapters, each one
an up-to-date survey of a subarea of AI written by people
who have a thorough knowledge of that area, the whole
linked by sufficient editorial control and commentary to
ensure common style and vocabulary. As time passes, this
text could be revised relatively easily (and therefore
relatively frequently) by updating chapters which seem in
particular need of revision rather than the entire book, and
by adding--and more rarely by deleting--chapters to
gradually adapt the evolving text to the changes in the AI
field itself. We believe that textbook could, with care, be
made into a valuable resource which will outlast any
particular conventional textbook. We are currently engaged
in the creation of such a multi-author text, one which we
hope will overcome some of the problems which we have
raised in this essay.
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