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Abstract

Browsers such as Mosaic are popular tools to ex-
plore large repositories of information (e.g., the
Internet). Yet users of a browser will be served
even better by a tool that is capable of customiz-
ing itself to the individual needs and interests of
its current user. This paper reports on the design
of a browser customization tool which automati-
cally and autonomously identifies personally rel-
evant information, and adapts its support to the
changing personal interests of its users.

We adopted a recently published probabilistic ap-
proach to reasoning about dynamic change and
uncertainty in order to model our envisaged rea-
soning of an autonomous agent for browser cus-
tomization.

Introduction

Browsers in the style of Mosaic and Netscape [Dou94]
allow the access and exploration of information ("doe-
uments") from the vast and growing network of in-
formation servers, known as the Internet (e.g., see
[Kro94]). Personal interests and informational needs
shape the traversal patterns of each individual browser
user. Such patterns vary from user to user. Currently
popular browsers feature facilities such as "hot-lists",
"window histories", and "book-marks" which in a sim-
plistic way personalize browsing by allowing speedier
access of previously viewed material. If, for exam-
ple, the user has managed to locate a document in
the depths of the web, and the user perceives this doe-
ument as personally relevant, Mosaic allows this doc-
ument to be added to the "hot-list". Any subsequent
accesses of this document can be initiated directly from
the "hot-list’; the list is scanned for the desired item
and with a single selection, the document is brought up
for viewing. While these facilities are certainly helpful

in eliminating the duplication of much of the brows-
ing effort, they are rather rudimentary. The possibly
most prominent disadvantage is that references to pre-
viously viewed documents are presented as a fiat list
which, as new documents are discovered, tends to grow
rapidly in size. The consequences of this are at least
three-fold: (1) The potential size of this list, typically
presented in form of a menu, can render scanning for
an item agonizing and eye-straining. (2) The presenta-
tion of options as a fiat list obscures structure among
the documents which could have helped navigating the
net. (3) Much of the maintenance of such lists - such
as keeping them up-to-date - is left to the user. When
user interests shift, formerly "hot" topics may go out
of favor, and references to these documents should be
removed. The removal needs to be done manually by
the user. Besides, the user may not always be able to
accurately judge his/her future level of interest in some
document. As are result, documents may added to a
hot-list "just in case", which in turn can become un-
necessarily and prematurely large and unmanageable.

A need has been perceived for better customiza-
tion/personalization tools for browsers, and several re-
search efforts are devoted to this goal (e.g. [Oos94,
Go194], see also [Bow94]). In the same context, we
introduce SKIPPER, which is designed to be a tool
that personalizes browsing in two ways. (1) SKIPPER
predicts future relevance of documents to a user, based
on observed relevance of previously viewed documents.
(2) SKIPPER then uses predicted relevance estimates
to highlight personally relevant information. Thereby
browser options are presented in a hierarchically struc-
tured fashion which strives to minimize the access ef-
fort in proportion to document’s relevance. More de-
tails on aspect (2) of SKIPPER can be found in [Voi96].
This paper focuses on aspect (1). We will explain how 
recently published probablistic method to reason about
change under uncertainty (see [H/VI94]) can be adapted
for the purpose of sensitizing browsing to informational
needs that change over time.
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Assessing and quantifying relevance
from raw usage data

An intelligent browser should be able to distinguish
between documents that are of particular relevance to
its current user and documents in which the user holds
no interest. We further believe that truly intelligent
browsers should accomplish this autonomously and not
have to rely on the user to explicitly specify personally
relevant sites. SKIPPER is intended as a tool which is
capable of inferring the degree of a user’s interest from
recordings of readily obtainable raw data of browsing
activity. We believe that a combined measure of the
access frequency and duration is a reasonable indicator
of the user’s level of interest.

"Observed relevance"

We currently use a simple threshold-based method to
identify and measure document relevance. Assume
that for every user, raw data is collected for some K
browser sessions. Assume further that some agreement
exists on what amount of viewing is considered indica-
tive of the fact that a document is of relevance to its
viewer. Treat this length of time as a threshold Th
(e.g., " a document is judged personally relevant if
more than 10 minutes are spent viewing it"). Given
threshold Th, each document ill the set of K most
recently viewed documents is labeled "personally rel-
evant" or "personally irrelevant", and is assigned an
"observed relevance" score according to the following

rules:

Relevant" If the user has viewed a document X for
a duration of time that exceeds threshold Th in Y
percent of the last K browser sessions, then

1. doculnent X is considered personally relevant,
and

2. an observed relevance score of Y/100 (a number
between 0.0 and 1.0) is assigned to X for this
user.

Irrelevant: If the user has viewed a document X for
a (non-zero) length of time which is below thresh-
old Th in Z percent of the last K sessions, then

1. document X is considered not personally rele-
vant, and

2. a 0r)relevance score of Z/100 is assigned to 
for this user.

The operational definition of document irrelevance
hinges on agreeing with the view that below-threshold
activity on a document signals the explicit dismissal
of the information viewed. In other words, the user
may stumble upon a document, scan it briefly, find it
uninteresting and move on. The brief viewing of such
documents should not be mistaken as a sign of (mild)
positive interest.

The observed relevance score can be understood as
a confidence factor which expresses the strength with

which a document X is considered personally relevant
(or irrelevant). It can also be conceived as a measure
of the probability with which the document will be
accessed in subsequent browser sessions. For example,
let document X have an observed relevance score of
0.6. We then say that our degree of confidence in that
the document is truly relevant to the user is 0.6. In
yet other words, there is a 60% chance that the X will
be viewed in future sessions.

Projecting future document relevance -

the method

We envisage an intelligent browser that has an accurate
and timely picture of the users current interests every
time the user logs on to the browser. To accomplish
this, the browser needs to be able to project document
relevance from past observations to the times of future
browser sessions. Hanks and McDermott [ttM94] have
recently published a probabilistic method by which dy-
namically changing positive and negative pieces of ev-
idence of a proposition are combined into an estimate
of the probability of the proposition at a later point in
time. We briefly explain the ideas behind this method,
and then describe how SKIPPER adopts it for the pur-
pose of personalizing browsing.

Probabilistic reasoning about change and
uncertainty by Hanks and McDermott

Only a brief sketch of the method by Hanks and Mc~
Dermott will be given here; its details can be found
in [ttM94]. Figure 1 depicts a scenario that is much
simpler than the realisticMly encountered cases, but it
suffices to capture the main ideas.

Assume that we are concerned with assessing the
truth of some proposition P (e.g., "The cat is in the
house", or "document X is relevant to user XYZ").
Suppose that we are interested in the truth of propo-
sition P at a time t3. At time t3, however, no direct
observation of P is available, yet there are two pieces of
past evidence regarding P. On their basis, an estimate
of the probability of P at time t3 is obtained. The
earlier piece of evidence is positive evidence of P at a
time point tl. The confidence in this evidence is given
by pl (0.0 < pl < 1.0). The more recent evidence, 
time t2, is negative; its confidence factor is p2.

In computing probabilities like the probability of P
at t3, Hanks and McDermott’s method takes into ac-
count

¯ the combination and temporal sequence of positive
and negative evidence pertaining to the proposition
in question,

¯ confidence factors associated with each piece of evi-
dence, and

¯ the recency of the evidence.

Consistent with general intuition, the method mod-
els the mutual cancellation of positive and negative
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Figure 1: Problem: Given is some proposition P, and
two pieces of evidence: positive evidence with proba-
bility pl at time tl, and negative evidence with proba-
bility p2 at time t2. What is tile probability of propo-
sition P at time t3 given the prior evidence?

evidence ill proportion to the magnitudes of their con-
fidence factors. Thus, the effects of strong past evi-
dence oil projected estimates for the future are dimin-
ished when co-occurring with, or followed by further
evidence of the opposite sign. This effect is the less
pronounced, the larger the temporal distance is be-
tween the opposing pieces of evidence. Similarly, the
more remote in time a piece of evidence is to the time
of estimate (t3), the less bearing the evidence has 
the final estimate.

A so called temporal database records pieces of ev-
idence (observations) for every proposition of interest
together with their signs (positive or negative) and con-
fidence factors. An example of a temporal database is
shown in Table 1 (more detailed discussion follows).

In essence, the algorithm by Hanks and McDermott
iterates over the body of evidence, searching the tem-
poral database for positive or negative evidence in fa-
vor or disfavor of a current estimate of the proposi-
tion’s probability. Whenever new evidence is found,
the probability estimate for proposition in question is
updated. The iteration stops when no further evidence
can be located that is either sufficiently strong or suffi-
ciently recent to further effect the probability estimate.
The final estimate is then adopted as the probability
that the proposition is true at the projected point in
time.

One of the computational advantages of Hank and
McDerlnott’s method is that estimates of probabilities
can be obtained without need to consider the combina-
torically explosive interdependencies of all applicable
pieces of evidence (see [Pea88]). Instead, the compu-
tation is rendered considerably more cost-effective by
focusing its attention on only those pieces of evidence
that are sufficiently strong and recent to have an im-
pact on tlle estimate of the proposition at the targeted
point of time.

Projecting document relevance with

SKIPPER- an example

At present, a prototype of SKIPPER1 implements
Hanks and McDermott’s algorithm. We present the
results of running SKIPPER for a simple imaginary
network of documents and a temporal database of pos-

l Implemented in C+q-.

itive and negative evidence of document relevance for
an imaginary user XYZ of the network browser.

Network of documents

Figure 2 depicts a small network of documents. For
sake of simplicity, no particular contents are associated
with the documents; instead they are identified simply
by numbers 0 through 16. We currently assume that
net is structured as a tree. Document 0 is the root of
this tree and the browser entry point for all users (thus,
in contrast to all other documents it is not subject to
customization). All documents 1 to 16 are implicitly
associated with a proposition of the form

"Docmnent i is relevant to user XYZ"

Each document - or more precisely, the corresponding
relevance proposition - is assigned a default probabil-
ity, also called background probability. In the example,
a value of 0.3 was selected as the default for all docu-
ments. This value is to indicate that in the absence of
an:}, direct observation, user XYZ is expected to spend
above-threshold time on document i in 30% of his/her
browser sessions. (The background probability of 0.3
was chosen quite arbitrarily, and we do not claim that
it is realistic. Empirical studies of real-life browsing
behavior could provide more suitable values.)

Temporal database

Table 1 captures an imaginary temporal database for
some user XYZ. The entries ’ span a time period
of roughly two weeks (1440 rains/day). Each entry
captures positive or negative evidence of the respec-
tive document’s apparent relevance to the user. The
strength of each piece of evidence is indicated by the
observed relevance score that has been determined
from the user’s browsing history. For example, en-
try (500,12, +, 0.2) conveys that at time 500 (halfway
through day one) document 12 was observed to be
moderately relevant (0.2) to the user.

Predicting future relevance

The temporal database, listing observed -relevance
scores collected for times of past browsing activity, is
the basis on which Hanks and McDermott method al-
lows the computation of predicted relevance scores for
time points in the future.

Figure 3 shows how the predicted relevance scores
evolve over time given the evidence provided in Table 1.
We chose to examine four time points T1 (roughly day
1), T2 (day 4), T3 (day 6), and T4 (day 12). In order 
appreciate the effects of temporally spaced positive and
negative evidence on document relevance, it suffices to
study the four rankings of documents that are obtained
from the SKIPPER’s predictions of relevance scores.

At time T1 (2070 rains), estimates are obtained 
the basis of observations made at times 500 and 2000.
As expected, due to its high observed relevance of 0.9
at time 500, document 10 is predicted to also be the
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Figure 2: The tree-structured net of documents. All browsing starts at document 0.

[ Temporal Database for User XYZ
Time Doc Sign Obs. Rel.

500 12 + 0.2
6 + 0.4
2 + 0.6
4 + 0.3

16 + 0.7
10 + 0.9

2000 5 + 0.8
2500 11 + 0.6
3000 5 D 0.65
4500 9 + 0.4
6OOO 5 i 0.3

6 + 0.75
8000 14 + 0.35
9000 5 + 0.75

15000 5 0.8
6 0.8
9 + 0.85

16500 5 0.9
6 0.6
7 + 0.95

Table 1: Time is given ill minutes relative to some ar-
bitrary starting time point 0. Positive evidence of rele-
vance is indicated by +, negative evidence is indicated
by -. (Obs. Rel. = observed relevance score)

most relevant document at the later time T1. Docu-
ments 5, 16, etc. with lower predicted relevance follow.

Notice that while the observed relevance of docu-
ment is 0.9, its predicted relevance at T1 is only 0.86.
What accounts for this reduction in relevance is the
amount of time that has elapsed between time 500 and
T1 (2070) without there being any further evidence
of relevance pertaining to document 10. Hanks and
McDermott’s algorithm models a natural fading of rel-
evance in the course time. Unless further more recent
evidence confirms earlier levels of relevance, the pre-
dicted relevance of a document will diminish gradu-
ally, according to a decay function that monotonically
decreases with time2.

Assume that more evidence has been gathered from
browser sessions of user XYZ, and new relevance
scores are predicted for time T2 (6390 mins). As 
result of the new evidence documents 10, 5, and 16
each lose in rank, and instead document 6 is predicted
to be most relevant. Again a natural fading over time
accounts for the lowered rank of document 10 (and
16). Document 5 loses in predicted relevance due to
the two more recent negative pieces of evidence (at
times 2000 and 3000). Document 6’s ascent to the top
rank is due to the most recent and strongly positive
evidence at time 6000. After more browser data have
been collected, at time T3 (9270 mins) the predictions
change again. The relevance of documents 6 and 10
fades over time due to lack of more recent supportive
evidence. Document 5, however, experiences refreshed
relevance due to the positive observations at time 9000.
The fourth scenario in Figure 3 is at time T4 (17910
mins). The user has apparently lost interest in docu-
ments 5 and 6 - observed evidence of their relevance
at times 15000 and 16500 is strongly negative. In turn,

2In the example, the decay function used is of the form

f(h, t2) = -- e~’(t2-t*)

where tl and t2 are points in time, and tl < t2. Con-
stant A is chosen such that f takes on probability 0.5 for
a given difference t2 - tl. Conceptually, function f models
the "haft-life" of a proposition.
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Ti = 1:10:30

Rank
1 l0 0.86
2 5
3 16

4 2
5 7
6 13 0.49

T2 = 4:10:30

Rank
1 6 0.85
2 10

3 5
4 16
5 11

11 13 0.21

T3 = 6:10:30 //~/ T4 = 12:10:30

Rank Rank
1 5 0.94
2 6
3 I0
4 12

5 13 0.64

1 7 0.93

2 9
3 5
4 16

5 14

last 13 0.09

Figure 3: Predicted relevance of documents changing
over time in response to the viewing history captured
by Table 1.

documents 7 and 9 both carry high observed relevance
scores. Consequently, SKIPPER predicts that these
two documents are the ones that are now most person-
ally relevant to the user.

Relevance predictions for unviewed
documents

So far our discussion has been limited to predicting
relevance scores for documents that have been previ-
ously viewed by the user and are therefore explicitly
listed in the temporal database. SKIPPER, has the
additional capability of inferring the relevance of doc-
uments which have never been accessed by the user,
but which are presumed to be related to those docu-
ments whose apparent relevance was directly observed.
Thus, the browser can point out to the user potentially
interesting but previously overlooked sources of infor-
mation.

Typically documents that are related in contents are
found in vicinity of each other in the overall network
of documents. Therefore, we have SKIPPER, inter-
pret each explicit observation featured in the temporal
database not in isolation, but as being associated with
a collection of slightly weaker relevance propositions
pertaining to the descendent and parent documents of
the explicitly listed document. In other words, the
observed relevance of a document X is propagated to

the documents in the vicinity of X. The propagation
scheme used by SKIPPER, in the example is sketched
out in Figure 4. Many others can be imagined, and
again finding one that is realistic will require studying
real-life browsing habits.

In the depicted scheme, an observed relevance score
p is associated with a document X. Gradually dimin-
ishing fractions of relevance score p are propagated to
the descendents and parents of X. Here, parent docu-
ments are assigned a relevance of p/4~ where k is the
number of levels that separate the related document
from document X. Larger relevance scores of p/2k are
propagated to the descendent documents. Notice the
bias of this propagation scheme. It favors documents
that are subordinate to document X. Giving higher
scores to the descendents expresses the belief that the
user holds greater interest in documents that elaborate
on details of a relevant document X than in documents
that convey information more general than X.

The described propagation of relevance explains the
varying rankings of document 13 as shown in in Figure
3 in the absence of any direct evidence in either its favor
or disfavor. At T1, document 13 manages to be ranked
in sLxth position with an estimated score of 0.49. This
relatively high ranking of the document is due to the
high ranking of the explicitly featured document 5. At
T3, document 13 moves up one more rank; again this is
due to the high ranking of document 5. Yet 6 days later
(T4), the same documents has fallen to the lowest rank
mainly because of the presence of two observations of
strong negative evidence of document 5.

Discussion - Future Work

Tools to customize browsers to the personal needs and
interests of their users touches on issues of reason-
ing about potentially large bodies of evidence which
carry various degrees of uncertainty and are subject to
change over time. In the method by Hanks and Mc-
Dermott [HM94], we believe to have a method which
is well suited to predicting future document relevance
under these conditions.

The work on SKIPPER is still in progress, and con-
tinued research will strive to improve on the tool’s cur-
rent conceptualization.

We expect to reevaluate the current threshold-based
assessment of document relevance. As with afiy
threshold-based method, setting the threshold to an
appropriate value is critical. In the context of per-
sonalization, a fixed threshold may not be appropriate
across all users. In order to do justice to interpersonal
differences in browsing styles, it may be necessary to
treat thresholds as user-specific parameters, and de-
termining their values may in itself become subject to
personalization.

At present, settings of default parameters such as
the background probabilities associated with each doc-
ument, or the fraction of relevance that is to be prop-
agated to neighboring documents have been chosen
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Figure 4: Relevance score p of document X is propagated to ancestor (p/4 and descendant documents (p/2).

quite ad hoc. Ultimately, SKIPPER and the under-
lying ideas have yet to be put into practice. At some
point, empirical studies of SKIPPER, embedded into
one of the popular browsers, will be needed in order to
judge the ultimate performance and "feel" of this tool,
and adjust its parameters accordingly. Again, choosing
appropriate parameter values may in itself turn into a
task of customization.

References

C.M. Bowman, et.al. Scalable Internet Resource Dis-
covery: Research Problems and Approaches. CACM,
August 1994.

D. Dougherty, et.al. The Mosaic Handbook for the X
Window System. O’Reilly & Associates, 1994.

I. Goldstein. [Web Research at OSF Research Insti-
tute], http://www.osf.org/ri/bal/ira-euro-talk-sept-
94/ira.html, 1994.

S. Hanks and D. McDermott. Modeling a dynamic
and uncertain world I: symbolic and probabilistic rea-
soning about change. Artificial Iutelligence, 66, 1994.

K.A. Oostendorp, W.F. Punch, and R.W. Wiggins. A
Tool for Individualizing the Web. In Second Interna-
tional WWW Conference ’94: Mosaic and the Web,
Chicago, 1994.

E. Krol. The Whole h~ternet, User’s Guide and Cat-
alog. O’Reilly & Associates, 1994.

P. Maes. Agents that Reduce Work and Information
Overload. CACM, July 1994.

J. Pearl. Probabilistic Reasoning in Intelligent Sys-
tems. Morgan Kaufmann, 1988.

K. Voigt. SKIPPER,: A Tool that Lets Browsers
Adapt to Changes in Document Relevance to Its
Users. Submitted to RIDE-NDS ’96, 1996.

141




