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Abstract

Ludwig answers natural language queries about a sim-
ple scenes using a real-time vision system based on
current biological theories of vision. Ludwig is un-
usual in that it does not use a propositional database
to model the world. Instead, it simulates the inter-
face of a traditional world model by providing plug-
compatible operations that are implemented directly
using real-time vision. Logic variables are bound to
image regions, rather than complex data structures,
while predicates, relations, and existential queries are
computed on demand by the vision system.
This architecture allow Ludwig to "use the world as
its own best model" in the most literal sense. The
resulting simpfifications in the modeling, reasoning,
and parsing systems allow them to be implemented
as communicating finite state machines, thus giving
them a weak biological plausibility. The resulting sys-
tem is highly pipelined and incremental, allowing noun
phrase referents to be visually determined even before
the entire sentence has been parsed.

Introduction
In the last decade, many AI researchers have ex-
plored alternatives to traditional architectures in which
components of the mind communicate through a
central propositional database (Rumelhardt et al.
1986)(Brooks 1986)(Agre and Chapman 1987)(Rosen-
schein and Kaelbling 1986). Database architectures
have four distinct disadvantages. First, the database
forms a bottleneck through which all other modules
must communicate. Second, it is unclear that propo-
sitional representations are an appropriate representa-
tion for all interfaces between all modules, much less
that there exists a single, uniform, propositional rep-
resentation convenient for all modules. Third, the cre-
ation and maintenance of the database contents by sen-
sory modules is an extremely difficult and complicated
process, one which has yet to be successfully engineered
on any realistic scale. Finally, traditional architec-
tures effectively require the use of a PRAM model of
parallelism 1, rather than simpler models whose prim-

1Parallel RAM, an idealization of the shared-memory
multiprocessor

itives map directly to hardware primitives. The last
of these issues (essentially the connectionist binding
problem) deserves some explanation, since many re-
searchers find it unproblematic. However, a full dis-
cussion is something of a digression, so I have placed
it in the appendix.

Many researchers have argued that centralized world
models are impractical to engineer, and in any case, are
not terribly useful. These researchers typically argue
that "the world is its own best model" and propose
some sort of distributed architecture in which distinct
chunks of circuitry are responsible for distinct percep-
tual and motor tasks.

Unfortunately, both traditional and alternative ar-
chitectures have generally been applied only to those
problems to which they best fit. Traditional architec-
tures are applied to reasoning and representation prob-
lems. Perception and motor control components are ei-
ther absent or exist only in simulation, greatly simpli-
fying their implementation. Alternative architectures,
on the other hand, have principally been applied to
perception and motor control tasks. Not only have
they not been applied to more traditional AI tasks,
they generally have not even been applied to tasks re-
quiring a notion of objects at all.

Ludwig
Ludwig is an implemented SHP~DLU-like system that
answers naturat language queries about simple but real
scenes using only a small network of finite-state ma-
chines and a real-time vision engine based on current
biological theories of visual search and attention. Lud-
wig answers simple NL queries such as:

¯ Is there a green block?

¯ Is the green block on another block?

¯ Show me the blue block on the red block.

¯ Is it near a red block?

¯ Is there a green block on a blue block on a red block
on an orange block under a green block?

Ludwig answers these queries without using a stored
database of facts. Ludwig avoids using a database by
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computing queries on demand, directly from the im-
age. The vision system emulates a database by directly
supporting the data abstraction of a Prolog database.
Logic variables are implemented by vision system reg-
isters, called "markers", that point into the image at
the objects they denote. Predicates are computed by
measuring, comparing, or binding these markers us-
ing easy to implement visual operations. Backtracking
search is implemented by marking directly in the image
those candidate objects that have already been consid-
ered and rejected.

While it remains to be seen how far Ludwig’s archi-
tecture can be generalized, it is appealing for situated
activity research because it provides a number of use-
ful features for free. The parsing, semantic analysis,
and visual subsystems all operate incrementally and
in parallel. Visual resolution of NP referents can begin
as soon as the last word of the NP has been read. Thus
visual analysis of one phrase proceeds in parallel with
the parsing of the next. As mentioned above, removing
the database removes the need for the vision system to
keep it up to date. This makes it practical to ground
language using a vision system that can be built to-
day. Finally, the relaxation of the requirement that
the underlying hardware support shared-memory par-
allelism makes it much easier to distribute the compu-
tation over multiple processors. In particular, it makes
it practical to run the system on a mobile robot with
the natural language software running on one proces-
sor and the vision software running asynchronously on
specialized hardware.

Ludwig uses no tree structures or pointers. Instead,
Ludwig divides its memory into specialized stores for
visual objects and for object descriptions. Each store
is implemented as a homogeneous collection of cells
accessed through dedicated busses. These cells are
tagged with their semantic roles ("theme," "predi-
cate," etc.) for later associative access. Cell alloca-
tion and reclamation within a store is performed using
the standard LRU (least-recently-used) scheme used 
hardware caches.

While semantically and syntactically primitive, Lud-
wig is the only system I am aware of to exhibit true
compositionality without assuming a PltAM computa-
tion model, to ground its representations in a real-time,
biologically-plausible vision system, and to operate in
so parallel and incremental a manner.

Overview of operation
Ludwig processes an utterance such as

Is the red block on the blue block big?

by presenting each word for a fixed period to its lin-
guistic system. The linguistic system performs rudi-
mentary syntactic analysis to find runs of related words
within the sentence using a simple finite-state analysis:

[AUX IS] [Nthe red block] [p on] [N the block
blue] IN big]?

Figure 1: Top-level architecture of Ludwig.

(Note that Ludwig does not distinguish between nouns
and adjectives). Ludwig also groups these runs into the
top-level NPs and PPs that form the arguments to the
verb:

Is [NP the red block on the blue block] [/vP
big]?

and marks their thematic roles:

Is [THEME the red block on the blue
block]? [PREDICATE big]

in parallel with the syntactic anMysis above, seman-
tic analysis translates the arguments into Horn clauses
(written here in Prolog notation for convenience):

Theme: red(Theme), block(Theme),
on(Theme,X), blue(X), block(X).

Predicate: big(Theme).

After the first occurrence of the word "block," the
first of these clauses has been completed, stored in the
description buffer and labeled as the theme descrip-
tion. The vision system detects the theme description
and begins searching for the theme in parallel with the
remainder of the syntactic analysis.

To find the theme object, the visual system starts at
the beginning of the clause and performs backtracking
search by shifting it left and right (it is actually repre-
sented in a shift-register). To solve red(X), it marks 
red portions of the image in parallel, selects the largest,
reddest image region, and places its location in marker
Theme. As of this writing, the visual system has no
shape-matching unit and so treats block(Theme) has
being always true. It then processes on(Theme, X) by
marking (again, in parallel) all the pixels below marker
Theme in the image and places marker X on the high-
est marked image region. Finally, it processes blue(X)
by testing the image region designated by Y for blue-
ness. If the test passes, it is done (because block(X) is
trivial), otherwise it backtracks and selects a new X.

Assuming it succeeds in binding Theme to a theme
object, the vision system applies the test in the pred-
icate description (whatever it may be) to Theme to
determine the answer to the original question. Lud-
wig then answers "yes," "no," or "there isn’t one,"
depending on whether the predicate test succeeds, the
test fails, or the search for the theme fails, respectively.
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Architecture of the central system
Ludwig consists of a collection of largely independent
components implemented as finite state machines run-
ning in parallel in a register-transfer-level simulator.
Most of them fall into two groups: the linguistic sys-
tem processes words one at a time to produce con-
junctive descriptions of the theme and predicate. As
descriptions are generated, the ezecution system asyn-
chronously searches for their visual referents. Ludwig’s
subsystems are largely data-driven so the resolution of
one phrase’s referent is performed in parallel with the
parsing and semantic analysis of the next. In extreme
cases, the system can detect pragmatic errors before
the utterance is complete, such as when the human
asks "is the green block on a blue block?" when there
are no green blocks.

At a finer level of detail, the system breaks up into
a number of simpler systems each implemented as a
small collection of finite state machines (with the ex-
ception of the visual routine processor which runs on
a separate DSP board):

¯ The lezical component presents the lexical entries of
each word of the current utterance, in sequence, to
the syntactic and semantic systems. It also gener-
ates start-of-utterance and end-of-utterance
signals.

¯ The parser performs the minimal syntactic analysis
required by the semantic system. In particular, it
identifies boundaries between verb arguments and
determines their thematic roles (theme, experiencer,
predicate).

¯ The semantic component translates NPs and PPs
into conjunctions of literals for presentation to the
search system.

¯ The description buffer stores these conjunctions and
presents them to the search system on demand. The
conjunctions are represented in shift-registers, which
turn out to be a convenient representation for the
backtracking search.

¯ The visual routine processor searches for visible ob-
jects with specified properties and spatial relations
and stores their locations in markers.

¯ The search controller finds satisfying variable assign-
ments to conjunctive descriptions by presenting indi-
vidual conjuncts to the visual routine processor and
backtracking when visual search fails.

¯ The answer generator is a small amount of central
logic that directs the overall interpretation process
and generates yes/no answers.

The linguistic system
The linguistic system runs in two parallel, losely in-
teracting pipelines. While primitive, it is sufficient for
Ludwig’s current task.

The lexical system looks up words in the lexical store
and drives busses with their syntactic and semantic
features. The lexical system presents a new word every
10 clock ticks and drives a number of strobes to control

the timing of processing and to signal the starts and
ends of words and utterances.

The segmenter first groups words into segments of
similar syntactic category. It signals a strobe at the
boundary between segments and drives a bus with the
type of the segment (N (noun), V (verb), P (preposi-
tion), i (au liary), or ADV ( verb)). For purposes
of simplicity, determiners and adjectives are treated as
nouns, since their syntactic distinctions are not impor-
tant in the utterances Ludwig handles. True nouns
are marked with a syntactic property that forces them
to end a segment. This allows it to find the phrasal
boundary at the end of "is the block green?" but pre-
vents it from handling noun-noun modifications such
as "coffee cup."

The next stage in the parser pipeline is the phrase-
finder which looks for the ends of NPs and PPs us-
ing a simple finite-state machine that runs off the seg-
ment strobe. NPs are defined by the regular grammar
NP---+NS(PS NS)*, where are NS and PS stand for noun-
type segments and preposition-type segments, respec-
tively. PPs are defined by PP--+(PS NS)+. Ambiguities
in PP attachment are handled by tagging lexical en-
tries of prepositions with a syntactic feature specifying
whether it should attach to an NP or to the verb. This
is grossly insufficient in the general case, but is suffi-
cient for present purposes.

Finally, the role finder drives a bus with the thematic
role of a phrase whenever the phrase-strobe goes high.
At present, the role is determined by the types of words
in the phrase, e.g. any phrase containing a reference
to a person is tagged as the experiencer. Again, while
not general, the technique was expedient.

The semantic component translates NPs and PPs
into conjunctions of literals over existentially quanti-
fied variables. As each word appears, the semantic
component allocates a marker (if necessary), translates
the word into a VRP operation on the current marker
and the new marker, and signals the description buffer
to allocate a new cell for the current description (see
appendix). Nouns and adjectives, being words whose
logical forms are unary predicates, are translated into
VRP operations on individual markers. Prepositions
are translated into comparisons between markers or di-
rected searches that bind one marker given a value for
the other. Prepositions also force the allocation of new
markers (see appendix). Determiners are presently ig-
nored.

When the phrase-strobe is asserted, the semantic
component gates the name on the role bus into the
description buffer to tag the current description with
the name of the current role. The search engine can
later retrieve it by driving its own bus with the same
tag. The semantic component also allocates a new shift
register when a phrase boundary is found.
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Visual system

Ludwig uses the visual system from the Bertrand sys-
tem (Horswill 1995), which is based on the visual at-
tention theory of Koch and Ullman (Koch and Ullman
1985), Ullman’s visual routines theory of intermediate
vision (Ullman 1984), and Chapman’s extensions to 
(Chapman 1990). The vision system runs at 10Hz 
a real-time digital signal processing board designed by
Chris Barnhart at MIT. It runs asynchronously with
the rest of Ludwig, which runs on a Sparc-1. The two
machines pass commands and data over a serial port.

The system consists of a simple low-level vision sys-
tem, which feeds an attention system, which in turn
feeds a visual routine processor or "VRP." The low
level vision system computes a set of retinotopic fea-
ture maps, most importantly color, and performs a
crude preattentive segmentation of the image based on
color. The attention system computes a weighted com-
bination of the low level maps. The weighted combina-
tion is called the "saliency map" because the weights
can be dynamically adjusted by the VRP to select for
image regions salient to a given task or subtask. The
attention network finds the image region with the high-
est total salience and reports its characteristics to the
VRP. The VRP can store this information in any of a
small number of registers called markers. The atten-
tion network also contains a return-inhibition map to
remember what regions have been selected previously.
This allows the implementation of backtracking search.

Internally, the VRP consists of a set of markers to-
gether with (simulated) hardware units for comparing
them, testing them for specific properties, such as size
or color, and searching the image for for regions with
specific properties or relations to specified markers.
Searching is performed by adjusting the parameters
of the attention system. For more information on vi-
sual routine theory, see Ullman (Ullman 1984), Chap-
man (Chapman 1990), or Horswill (Horswill 1995). 
more information on the vision system used here, see
(Horswill 1995).

Capabilities and limitations

Figure 3 shows a trace of Ludwig’s activity while pro-
cessing the sentence "tell me if a blue block is on
another block on another block." Ludwig translates
the theme of the embedded clause into the description
blue(Theme) and the predicate into on(Theme, X) 
on(X, Y). (Ludwig presently has no object recognition
system so any image region of approximately the right
size is treated as a block). Since the attention system
filters regions of the wrong size, the block predicate
need not be added to the description. I hope to add a
more reasonable shape recognition system.

Although Ludwig is presently limited to yes/no in-
teractions and show-me interactions, it can accept a
fairly wide range of syntax within those restrictions
(see figure 2). It handles a few verbs (find, show,
tell, is, are) but ignores all verb arguments except

theme and predicate. It can handle very simple cases
of anaphora (by not bothering to rebind the theme)
and existential there (by checking the existence of the
theme). It does not presently deal with quantifiers.

Although Ludwig’s current domain is the blocks
world, it is a more reasonable blocks world than the
simple simulations of undergraduate AI courses. Lud-
wig can tolerate the presence of other kinds of objects
in the scene, although it may mistake parts of them
for blocks (because of the lack of object recognition).
Ludwig need not talk about blocks, it simply needs a
set of objects with fairly homogeneous colors. I have
also run the system with brightly colored kitchen uten-
sils. Again, I hope to relax this constraint using better
segmentation and recognition.

Conclusions
Ludwig handles a non-trivial range of utterances, in-
cluding stacked PPs, using surprisingly simple machin-
ery. It supports compositional semantics in spite of its
lack of dynamic tree structures. It satisfies the basic
architectural constraints of neurophysiological plausi-
bility (simple parallel machinery with fixed local con-
nectivity), and uses a real-time vision system based on
current biological theories.

Ludwig provides the first working prototype of a sys-
tem that can perform a classical AI task, from language
through to vision, without assuming a centrally repre-
sented world model. AI architectures have commonly
assumed that the reasoning system functions as a cen-
tral controller and communicates with other subsys-
tems, such as perception and motor control, through
a central database (the world model), whose job 
to integrate the different subsystems. Ludwig repre-
sents the world but has no single central world model.
"Cognitive" skills, such as reasoning and search, are
distributed through the system rather than localized
in a reasoning system. The vestigial central cogni-
tive system acts more as an arbiter that coordinates
the activities of the largely autonomous peripheral sys-
tems than as a central controller. The basic technique
of distributing the burden of representation through a
number of specialized autonomous subsystems can be
applied to other modalities beside vision. One could
imaging an "audio routine processor" that operated
in much the same way. One could even implement
propositional memory(s) using a marker-passing strat-
egy such as NETL (Fahlman 1979). Whether these are
good ideas remains to be seen.

Of course, Ludwig doesn’t really prove anything ei-
ther way about the use of databases, pointers and trees.
It simply shows that you can go part of the way, farther
than you would initially imagine, without them. It’s
syntactic, semantic, and visual abilities are still quite
primitive. Eventually, I would like to extend it to do
everything that SHRDLU (Winograd 1986) did, but
that will clearly require significant revisions. At very
least, the parser will have to be replaced with some-
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Utterance:
Trace:
Answer:

find the green block
find the green block theme looking for theme stop theme found
Yes

Utterance:
Trace:
Answer:

it is on another block
it theme is on another block pred testing pred stop theme passed
Yes, it is.

Utterance:
Trace:

Answer:

it is on another block on another block
it theme is on another block on another block pred testing pred stop test failed
testing pred test failed theme failed!
No, it isn’t.

Utterance:
Trace:

Answer:

find me the blue block
find me exp the blue block theme looking for theme stop theme found
Yes.

Utterance:
Trace:

Answer:
Utterance: green on
Trace: green on theme looking for theme stop theme found
Answer: Yes.

show me the green block on another block
show me exp the green block on another block theme looking for theme stop
theme found
Yes.

Figure 2: Execution traces for various utterances. Note that Ludwig treats the last two as semantically equivalent.
Roman words indicate the times at which utterance words were processed. Boldface words indicate times at which
roles were bound. Italics describe visual search.

thing considerably more sophisticated. Whether this
can be done using only limited versions of trees and
pointers will have to be decided by future work.

Appendix A: Why does anyone care
about trees~ pointers~ and the binding

problem?
Computing formalisms, such as Lisp, that support the
creation, modification, and destruction of arbitrary dy-
namic tree structures are intrinsically expensive to im-
plement in hardware. Since a tree can have arbitrary
breadth, depth, and shape, it can have arbitrary in-
formation content. Wires and memory cells, however,
have fixed information capacity. In a von Neumann
architecture, this is solved through the use of pointers.
A pointer is not the tree itself, but a promise to return
any desired component of the tree on demand. That
component, in turn, will probably be delivered in the
form of another pointer.

The advantages of pointers are twofold. They al-
low the uniform representation of data structures with
arbitrary information content, and allow those data
structures to be distributed in an arbitrary manner
throughout the physical hardware of the machine.
Their disadvantages are also twofold. Pointers and
trees unavoidably introduce seriality into a computa-
tion: examining a node three levels down in a tree nec-
essarily involves three serial dereferencing operations.
In addition, since the referent of a pointer may reside
anywhere within the machine, each processor of a ma-
chine supporting pointers must be connected to each
memory cell. Since complete connectivity is both eco-

nomically and physically impractical, this connectivity
must be achieved indirectly by way of a switching net-
work called a "router". The router is not only an added
expense of the machine, but it is Mso a major bottle-
neck. Routers are expensive, slow, and introduce long
serial latencies into computations. No one has ever
found anything in the brain that looks like a central
router.

In part to avoid the implementation complexities of
lisp-like systems, many researchers have explored ar-
chitectures that are much closer to the hardware. Con-
nectionism has focused on the use of relatively uni-
form networks of simple devices, often in conjunction
with local learning rules for adjusting device param-
eters (Rumelhardt et al. 1986). Autonomous agent
architecture researchers have used networks of finite
state machines (Brooks 1986)(lZosenschein and Kael-
bling 1986) and variations on spreading-activation ana-
log networks (Maes 1989). Situated action researchers
have even used raw logic gates (Agre and Chapman
1987). However, nearly all of these systems has suf-
fered from their inability to handle complicated data
structures, variable binding, garbage collection, and
recursion. As a result, traditional architectures have
focused on traditional problems (reasoning, representa-
tion, NLP) and Mternative architectures have focused
problems such as reM-time perception and motor con-
trol. There have been few, if any, satisfying attempts
to integrate the two.

An important exception is the connectionist litera-
ture on the binding problem, vis the difficulty of im-
plementing pointers and variables in neuron-like hard-
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Input Linguistic system Description buffer Visual routine processor
Word S P R Semantics Theme Predicate Prog Instruction T X Y

V
N NP Exp

N NP Theme
V

tell
me

if
a

blue
block
is

on

another
block
on
another
block
STOP

P

N
P

N NP Pred

blue(T) blue(T)
blue(T)
blue(T)

Theme object found (block 1)
Theme blue(T) 1

on(T,X) blue(T)
blue(T)
blue(T)

on(X,Y) blue(T)
blue(T)
blue(T)
blue(T)
blue(T)
blue(T)

on(T,X)
on(T,X)
on(T,X)
on(T,X),
on(T,X),
on(T,X),
on(T,X),
on(T,X),
on(T,X),

on(X,Y)
on(X,Y)
on(X,Y)
on(X,Y)
on(X,Y)
on(X,Y)

Pred on(T,X) 1 2
Pred on(X,Y) 1 2
Pred on(T,X) 1 2

FAlL
FAlL

Theme failed predicate test
blue(T) on(T,X),on(X,Y) Theme blue(T) 
Found new theme (block 3)
blue(T) on(T,X), on(X,Y) Pred on(T,X) 
blue(T) on(T,X), on(X,Y) on(X,Y) 3 4 5

Theme passed predicate
Ludwig answers "yes."

Figure 3: Example scene (top level) and time course of the query "tell me if a blue block is on another block 
another block." (below). Note the parallel operation of the linguistic and visual systems and how they naturally
co-routine with one another. Shown at each point in time are the linguistic system’s segment, phrase, role, and
semantics signals, the description buffer values for the theme and predicate, and the vision system’s current program,
current instruction, theme-, X-, and Y-marker bindings, and whether the instruction failed. The left image is full
resolution and has been contrast-enhanced to aid viewing. Top right image has been averaged to 64 x 29. Blocks
1 and 3 are blue (by Ludwig’s definition of blue).
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ware. A number of proposals have been made to cope
with dynamic trees in connectionist networks. None
have been entirely satisfactory and issues of storage
allocation and garbage collection are often left un-
addressed. Agre and Chapman (Agre and Chapman
1987) avoided representing loglcal identity by making
all representations indexical and grounding them di-
rectly in perception. Avoiding the representation of
logical identity allowed them to avoid many of the
problems that would otherwise require them to build
trees. This paper builds on their work. Minsky’s So-
ciety of Mind theory can be interpreted as making
a similar move (Minsky 1986), although the issue 
not directly addressed in the book. Tensor-product
variable binding (Smolensky 1990), is a sort of gener-
alized adjacency matrix that can represent arbitrary
trees, but at high cost. Temporal-synchrony variable
binding (Shastri and Ajjanagadde 1993) allows small
numbers of small dynamic structures to be manipu-
lated through a time-domain multiplexing technique.
It presupposes phased-locked-loop circuitry whose neu-
roanatomical reality is highly controversial. Hender-
son (Henderson 1994) has recently shown that TSVB
is sufficient to implement a sophisticated description-
based parser. Touretzky (Touretzky 1990) showed how
to emulate a standard lisp engine in a Boltzmann
network, thus reintroducing the advantages of von-
Neumann processing, but also much of its seriality.

Appendix B: Implementation of naming
and dynamic allocation

One might reasonably fear that by presupposing dy-
namic allocation of markers and shift-registers Ludwig
is reintroducing pointer mechanisms and all the hard-
ware complexity of lisp through the back door. How-
ever, we can use simpler mechanisms.

Because markers and shift-registers have relatively
narrow ranges of lifetimes, we can allocate them us-
ing a least-recently-used (LRU) policy. LRU requires
only the addition of one timer per cell and one winner-
take-all network per store. Each time a marker is allo-
cated or used in a VRP operation, it clears its timer.
The winner-take-all network continuously determines
the marker with the largest timer value. When the
allocate-markerl strobe is activated, each marker
checks its input from the WTA network to see if it is
the least recently used. If so, it clears its timer and
activates itself.

In a shared-memory multiprocessor, pointers are
globally unique bit patterns that are interpretable by
any processor in the machine; the router hardware en-
forces both uniqueness and the universal interpretabil-
ity. In Ludwig, names of resources are generally ei-
ther globally unique or universally interpretable, but
not both. Each marker has a unique ID (a randomly
chosen pair of bits), but it is only useful to those sub-
systems that have direct datapaths to the markers. A
subsystem accesses a given marker by driving its name

on that subsystem’s datapath to the VRP. Markers can
also be bound to a small number of globally meaningful
tags which are also implemented as random bit pairs.
At present, global tags are only used to designate lin-
guistic roles (theme, predicate, etc.). Each marker and
shift register has a tag register that can be loaded with
a tag or used for associative recall of that marker or
shift register.

The use of random bit patterns is unnecessary, but
it has the advantages that (1) sets can be represented
by bitwise-or ("coarse coding", see (Rumelhardt et al.
1986) chapter 3), thus allowing a marker to have multi-
ple tags, and (2) tags for groups of registers or markers
can be or’ed together so that the system can determine
in unit time if some subsystem is binding a given role.

Since there are only a small number of roles in the
system, one could reasonably pre-allocate a shift regis-
ter for the description of each role, however prealloca-
tion is unnecessary. A dynamic set of dynamic-length
shift-registers can be simulated using a finite set of
cells, each of which has registers for it’s value, its left
and rigM siblings, its register’s name, and an active bit
that indicates that it is the cell to which the register
is presently shifted. Three busses broadcast the names
of the currently active cell and its left and right sib-
lings to all the other cells. When the shi~t-left ! (or
shift-right ! ) strobe is asserted and a cell notices its
name on the left-sibling bus (or right-sibling bus), 
activates itself.

Cells are allocated using the same LRU algorithm
used for markers. When a cell is allocated, it sets its
left sibling register to the identify of the currently ac-
tive cell and activates itself. Simultaneously, the cur-
rently active cell deactivates itself. Finally, any cell
that notices its name on the left child bus sets its right
child register to the name on the active bus. While
complicated, this does actually work, and it’s infinitely
simpler than ephemeral GC. Alternatively, one could
use Touretzky’s techniques (Touretzky 1990). Ludwig
contains a store of 20 cells that can dynamically simu-
late multiple shift registers in this way.

Note that although these simulation techniques have
been successfully implemented and tested, they are no
longer used on Ludwig for speed reasons. Ludwig is
implemented a register transfer simulator running on
a portable byte-coded lisp running on a Sparc-1, so
the overhead of simulating the finite state machines
and busses for the marker store and description buffer
is sufficient to make the system annoyingly slow. Af-
ter testing, the implementations were removed and re-
placed with direct implementations in lisp.
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