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1 Introduction

The goal of the Soar/IFOR project is to provide in-
telligent agents capable of replacing human agents in
large-scale distributed military simulations and small-
scale, focused training exercises. The need for com-
puter generated agents to remain reactive determines
the requirements of the NL capability: (1) it nmst oc-
cur ill real time, (2) it nmst seamlessly integrate with
the agent’s non-linguistic capabilities, e.g. perception,
planning, reasoning about the task, and (3) its con-
tent nmst be comprehended in accordance with perfor-
mance data, i.e. with all of the idiosyncratic construc-
tions, ungrammaticalities, and self-corrections found
in real language. Within the context of these research
issues, we introduced NL-Soar, a language comprehen-
sion and generation capability designed to provide in-
tegrated, real-time natural language processing for sys-
tems built within the Soar architecture [Lewis, 1993;
Nelson el al., 1994a; Nelson et al., 1994b; Rubinoffand
Lehman, 1994]. At present, our work has focused on
addressing the issues in (1) and (2) and this paper 
report on the solutions found. (For more details, see
[Lehman et al., 1995].)

2 Demands of reactivity

The naive approach to communication between agents,
and the one available using off-the-shelf technology,
treats language as front-end and back-end interfaces.
Messages are comprehended by a front-end module,
which creates a system-dependent representation of
the message that can be used by the other modules
responsible for the agent’s behavior. Similarly, when
an agent needs to send a message, that same represen-
tation is passed to a back-end module that generates
all output message to be directed to other agents.1

This makes language an all-or-nothing endeavor, the
implications of which can be seen in Figure 1. In this
typical tactical air scenario, blue is flying an intercept
(1) and is actively pursuing the goal of achieving its
launch acceptability region (LAR) when an incoming
lnessage arrives (2). The message is buffered until the
current goal is achieved and blue has fired a missile
(3). Next, processing of the input begins (4); it 
sometime after red has returned fire (5) and (6). 

1The approach being described here does not depend
in any way on the content of the message or the style of
language accepted and generated.
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after the communication has been understood can blue
begin its evasive maneuver (7).

It is clear that reactivity is compromised if under-
standing must be postponed until the current goal has
been accomplished, and then is pursued to the exclu-
sion of all else. In particular, two cases are cause for
concern. Consider first what happens at (2) if the con-
tent of the message is relevant to the situation at the
time it is received. In this case, buffering the message
leads, at best, to wasted processing in the future (when
the message has become obsolete). At worst buffering
compromises the decision making of the agent by pre-
cluding access to timely, necessary information. To
remove this possibility, we could modify the control
of the agent to always attend to comnmnication needs
first. But this would simply put us in the second prob-
lematic situation more often.

In this second case (4), if the content of the message
is not critical, devoting processing to it rather than
other things can compromise the agent’s reactivity as
well. In short, shutting out either communication pro-
cesses or non-communication processes can be equally
dangerous. The point, of course, is that you can’t tell
which situation you will be in until you process the
message, at which time it is too late to change your
mind.

Figure 2 gives a more desirable version of the same
task events. Again, the pilot is flying an intercept (1),
trying to achieve firing position when a message arrives
(2). The message is attended to immediately, its pro-
cessing interleaved with the ongoing effort to achieve
LAl~ (3). In this example, the message is completely
processed by the time the pilot is in a position to fire
(4), and evasive maneuvers can be started immedi-
ately, well before red returns fire.

The model in Figure 2 overcomes the problems ill
the simpler model of Figure 1 by intertwining the dif-
ferent strands of agent behavior at the subtask level
rather than at the full task level. In other words, we
can view the all-or-nothing model as a degenerate case
of Figure 2, one in which the granularity of the inter-
leavable components is as large as possible. As we have
seen, the disadvantage of choosing the mamlnal grain
size is that the components are too large for the agent
to behave in a timely fashion.
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Figure 1: All-or-nothing: a communication model that compromises reactivity
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Figure 2: Reactive communication: interleaving communication and non-communication subtasks

3 AchievingInterleavable Communica-
tion

For NL-Soar to provide a reactive, interleavable lan-
guage capability like that depicted in Figure 2, the
system as a whole must have three properties: linear
complexity, interruptability, and atomaticity. The fact
that NL-Soar is built within the Soar cognitive archi-
tecture allows it to draw on the mechanisms of this
architecture to achieve these characteristics.

Linear complexity means that processing to under-
stand or generate a message nmst take time that is
roughly linear in the size of the message. To achieve
this, thc system relies on Soar’s notion of impasse
to control the search through its linguistic knowledge
sources (syntax, semantics, pragmatics), and then 
Soar’s learning mechanism to compile the disparate
pieces of knowledge into an integrated form called a
chunk that can be applied directly (i.e. in approxi-
mately constant time per word) in the future.

Interruptability is achieved as a consequence of the
size of the units of work chosen in NL-Soar. In Soar,
agent behavior is produced by the application of opera-
tors to a state, aim the architecture defines the applica-
tion of an operator as a non-interruptible unit of work.
The granularity of NL-Soar’s operators is small enough
to allow interruptibility below the full task level. The
current scheme uses different operators to construct
syntactic, semantic, aim discourse models in an incre-
mental fashion.
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Atomaticity ensures that if language processing is
interrupted, partially constructed representations are
left in a consistent and resumable state. Atomatic-
ity during recognitional behavior is guaranteed due to
the architecturally enforced non-interruptibility of op-
erators. Furthermore, atomaticity during learning is
guaranteed due to the design of NL-Soar, in which no
changes are actually made to language structures while
NL-Soar is creating a new chunk.

Our current implementation shows that the qual-
ities and design of NL-Soar as discussed here allow
for real-time behavior and seamless integration with
task operators, and hence provide our agents the lan-
guage capability they need to remain reactive. On-
going work is aimed at making the capability more
robust in the application of task-specific semantic and
discourse knowledge in service of reference resolution
as well as recovery from ungrammatical, idiosyncratic,
or interrupted speech.
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