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Abstract
The view that communication is a type of ac-
tion has provided a basis for research in natu-
ral language processing for many years. How-
ever, models of task-oriented dialogic interac-
tion fail to fully exploit the language-as-action
perspective because there is no deep under-
standing of the interaction between the defi-
nition of the task, the autonomy of the agents
doing the task, and efficient language behav-
ior. In this paper, I examine the interaction of
three factors:(1) agents’ autonomy; (2) agents’
resource bounds; and (3) the distribution 
task-relevant information. I motivate a num-
ber of hypotheses with examples from naturally
occurring task-oriented dialogues where agents’
autonomy varies. Then I show that dialogue
performance of two autonomous agents is bet-
ter than the dialogue performance of one au-
tonomous and one non-autonomous agent, in-
dependent of the information distribution, as
long as the agents are resource bounded.

1 Introduction
The view that communication is a type of action has pro-
vided a basis for research in natural language processing
for many years [Grice, 1957; Austin, 1965; Allen, 1979;
Cohen, 1978; Litman, 1985]. However, models of task-
oriented dialogic interaction fail to fully exploit the
language-as-action perspective because there is no deep
understanding of the interaction between the definition
of the task, the autonomy of the agents doing the task,
and efficient language behavior. Furthermore, work
on task-oriented dialogue has largely failed to account
for the interaction between agents’ resource-bounds and
their choices about efficient communicative behavior.

Consider a dialogue in which two communicating
agents, agent A and agent B, are attempting, in real
time, to construct a physical or simulated artifact. Let
A be the communicating agent and B be the interpreting
agent. On the language-as-action view, A’s utterances
are actions whose intended effect is a change in B’s men-
tal state. The choice of communicating vs. acting alone,

the types of language acts required, and the effects of
these act types are largely dependent on whether agent
B is autonomous. For example, the communicative ef-
fects of an utterance might include: (1) telling B that 
for a proposition P, or (2) telling B to do A, for an ac-
tion description A. These effects fit if A is the initiating
agent for the dialogue and if B is not autonomous. If, on
the other hand, B is an autonomous agent, the effects of
the same language act might be characterized instead as
(1) getting B to come to believe a proposition P, or (2)
getting B to commit to doing action A.

In naturally occurring dialogue, B’s autonomy and A’s
assumptions about B’s autonomy have a major effect on
the structure of the dialogue [Whittaker and Stenton,
1988; Walker and Whittaker, 1990; Smith et al., 1992;
Guinn, 1994]. When agents are autonomous, both agents
provide reasons for believing propositions or for com-
mitting to future action in order to support the other
agent’s deliberation process about the best way to do
the task. Furthermore, switches in initiative are coordi-
nated between the agents in order to ensure that all rel-
evant information is discussed [Walker and Whittaker,
1990]. Finally, agents may reject other agent’s proposals
or assertions. In order to resolve the conflicts that arise
from these rejections, agents must represent the rea-
sons behind their proposals or assertions and be able to
participate in a negotiation using these reasons [Walker
and Whittaker, 1990; Di Eugenio and Webber, 1992;
Cawsey et al., 1992; Chu-Carrol and Carberry, 1994]

In the remainder of the paper, I will first substan-
tiate these observations about the effects of autonomy
by examples from a corpus analysis of naturally occur-
ring dialogues (section 2). This analysis will give rise
to several hypotheses about the efficiency tradeoffs for
one agent acting alone, versus negotiating task solutions
with another agent. In section 3, I will then test these
hypotheses with experiments in the Design-World com-
putational dialogue simulation testbed.

2 Effect of Autonomy in Natural
Dialogue

[Walker and Whittaker, 1990] compared problem-solving
dialogues where both agents are autonomous to instruc-
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Finance Support Task-Phone Task-Key

Turns per
Segment 7.49 8.03 15.68 11.27

Expert
Initiative 60% 51% 91% 91%

Figure 1: Differences in Initiative for Dialogue Types

tional dialogues where one agent is not autonomous. We
defined initiative switches in dialogue according to which
conversant was acting autonomously, rather than in re-
sponse to the other agent. We tabulated the percent-
age of utterances of a dialogue in which each conver-
sant had the initiative. The results are shown in figure
xl, where Finance are from financial advice radio talk
show problem-solving dialogues, Support are computer
support problem-solving dialogues from [Whittaker and
Stenton, 1988], and Task-Phone and Task-Key are in-
structional dialogues from [Cohen, 1984].

The distribution of initiative between the participants
is completely different in the problem solving dialogues
and the instructional dialogues. The expert has the ini-
tiative for around 90% of utterances in the instructional
dialogues whereas initiative is shared almost equally in
the problem solving dialogues. In addition, the differ-
ence in turns per segment shows that the agents often
switch initiative over the course of a dialogue if both
agents are autonomous, whereas initiative switches are
much less frequent when one agent is non-autonomous.
What is the basis for these differences?

Consider the excerpt from in 1 from an instructional
dialogue. This excerpt if from Cohen’s task oriented
dialogue corpus about the construction of a plastic water
pump [Cohen, 1984]. In dialogue 1, A is the ’expert’ who
knows how to do the task and J knows nothing about
the task, except whatever he can determine from visual
access to the pump pieces. J’s task is to put together
the pump according to A’s instructions.

(1) (1) A: Okay. Uh, let’s 
Clot the plunger?
That thing with the metal part and uh-
(2) J: right.
(3) A:- and the red, blue and green.
(4) J: Got it.
(5) A: Okay.
Now take the little red plastic piece-
Its a little um-
(6) J: Looks like a plug?
(7) A: Stopper. Yeah, plug.
Now put that in, in the bottom of the green- the green
part of the plunger.
(8) J: (pause) 
(9) A: Got it?
(10) J: yes.

In this situation, J cannot act autonomously. J has
no task relevant knowledge, and J’s role is to follow A’s

instructions. J’s primary contribution to the dialogue
is to indicate to A that he has understood, accepted or
completed the instruction that A gave. This is reflected
in the form of J’s utterances: okay, yes, alvight, got it,
right, as in utterances 2, 4, and 10. The other conver-
sational option for J is to ask clarifying questions as in
utterance 6, or indicate that he has not yet understood
as in utterance 8.

In contrast, consider the dialogue excerpt in 2 from ex-
periments reported in [Whittaker et al., 1993]. The task
here is for L and G to come to an agreement about how
to furnish a two room house. L and G are autonomous.
Both L and G start the task with a set of furniture items;
these items have values associated with them that are
summed at the end of the task to provide an objective
evaluation of L and G’s performance. L and G are told
that their task is to come to an agreement about which
furniture items to use and to maximize their score by
fitting as many high-scoring items into the space as pos-
sible.

(2) (160) L: Ok, so I have got 4 x 4 
(161) G: right, I have got 3 chairs left now
(162) L: And how much are they worth?
(163) G: 1 point each
(164) L: 1 point each
(165) G: and they are 2 x 
(166) L: Hang on. I’ve got 2 here worth 4, so I could
actually get 2 more points here.
(167) G: ok then

In dialogue 2, L and G have almost completed the task.
L sums up where they are in (160), stating that they
only have a 4x4 space left. G indirectly makes a sugges-
tion in (161), and L engages in an information seeking
subdialogue with G from (162) to (165). The purpose 
this subdialogue is for L to acquire information necessary
for L to DELIBERATE about the option G has proposed
[Bratman el al., 1988; Doyle, 1992]. In (166), L REJECTS
G’s proposal, and makes a counter proposal. She simul-
taneously gives a reason for her rejection and a reason
for accepting her counterproposal, namely that she can
get 2 more points with the pieces she has. G then ac-
cepts L’s counter-proposal in (167). Because L and 
are autonomous, this task situation produces dialogues
in which conversational initiative switches back and forth
between the participants [Walker and Whittaker, 1990].

A similar dialogue situation is advice-giving dialogue,
such as in the financial advice dialogues studied in [Pol-
lack et al., 1982; Walker, 1993]. In dialogue 3, between
H the talk show host, and R the caller, H makes a pro-
posal in 38 that R put 15 thousand dollars in a 2 and a
half year certificate.

(3) (38) H: And I’d like 15 thousand in a 2 and a half 
certificate
(39) R: The full 15 in a 2 and a half?
(40) H: That’s correct.
(41) R: Gee. Not at my age.

R in (39), first ensures that she understood Harry cor-
rectly, and then REJECTS his proposal in (41). R pro-
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vides a reason for her rejection based on her autonomous
preferences about how her money is invested.

A plausible hypothesis based on examination of these
naturally occurring negotiations is:

HYPOTHI: Dialogues are more efficient when two
autonomous agents reason about and negotiate a
task solution.

However, a hypothesis put forward by [Walker and
Whittaker, 1990] was that the information distribution
was a critical factor in determining who takes the ini-
tiative in a problem-solving dialogue between two au-
tonomous agents. In instructional dialogues like 1,
the instructee has no information, whereas in problem-
solving dialogues, both agents have task relevant infor-
mation. For example, in 3, the caller R has all the in-
formation about the current situation and the talk show
host H is a domain expert.

Thus, it is not clear whether it is necessary for both
agents to be autonomous in order to perform well on a
given task. The hypothesis that some tasks could be
performed better with one non-autonomous agent, and
one autonomous agent who knows all the relevant infor-
mation, is equally plausible.

HYPOTH2: Dialogues are more efficient when one
agent is autonomous and has all the relevant infor-
mation, and the other agent is non-autonomous.

In this case, the quality of the solution depends en-
tirely on the reasoning and knowledge of the autonomous
agent. However, a benefit of this situation is that the
agents need waste no time in negotiating a task solu-
tion. Communication is more efficient because less time
is spent negotiating, e.g. providing reasons for accepting
or rejecting a proposed solution. In order to test these
tradeoffs, section 3 will use these variables as the basis
for dialogue simulation experiments.

3 Design-World Dialogue Testbed
Design-World is a dialogue simulation environment that
provides a testbed for theories of collaborative planning
through dialogue. The testbed is based on a varia-
tion of a widely assumed agent architecture [Bratman et
al., 1988], and a model of collaborative planning dia-
logue that is shared across current theories [Levesque et
al., 1990; Grosz and Sidner, 1990; Walker and Whit-
taker, 1990; Carletta, 1990; Walker, 1992; Walker, 1993;
Traum, 1994; Cawsey et at., 1992; Chu-Carrol and Car-
berry, 1994; Young et al., 1994]. Thus testbed results can
inform any theory based on similar assumptions about
agent architecture and dialogue modeling.

Design-World provides a testbed for these theories by
supporting parameters that vary agents’ communicative
strategies, the distribution of information between the
agents, agents’ autonomy, agents’ resource limits, and
the complexity of the task. In the experiments to explore
hypotheses 1 and 2, the experimental variables will be
the distribution of information between agents A and B,
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Figure 2: One Final State for Design-World Standard
Task: Represents the Collaborative Plan Achieved by
the Dialogue, 434 points

whether agent B is autonomous or non-autonomous, and
the resource limits of agents A and B.

In Design-World, two artificial parametrizable agents
converse in order to agree on the design of the floor plan
of a two room house, as in the naturally occurring di-
alogue in 2 [~Nhittaker et al., 1993; Walker, 1993]. A
potential final negotiated design plan that would result
from a dialogue is shown in figure 2. A sample generated
dialogue is given in 4. This dialogue includes the arti-
ficial language that the agents communicate with and
a gloss automatically generated from that language in
italics for part of designing room-1.1

(4) 1: A: First, let’s put the green-rug in the study.
(propose A B option-13: put-act (A green-rug room-l))

2: B: Okay, let’s put the green-rug in the study.
(accept B A intended-13: put-act (A green-rug room-
1))

3: A: Next, why don’t we put the fuchsia-couch in the
study.
(propose A B option-35: put-act (A fuchsia-couch
room-l))

4: B: No, instead let’s put the green-lamp in the study.
(reject B t option-69: put-act (B green-lamp room-l))

5: A:Alright, I agree to put the green-lamp in the study.
(accept A B intended-69: put-act (B green-lamp room-
1))

6: B: Then, why don’t we put the purple-couch in the
study.
(propose B A option-81: put-act (B purple-couch
room-l))

The agent architecture is based on the IRMA archi-
tecture and the theory of resource bounded planning of
[Bratman et al., 1988],which was also the basis of the

1 Form is not an experimental variable, thus the generation

of the gloss is done by adhoc methods with little variability.
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Figure 3: Design-World version of the IRMA Agent Architecture for Resource-Bounded Agents with Limited Atten-
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Tileworld testbed [Pollack and Ringuette, 1990]. The
architecture is shown in figure 3.

As figure 3 shows, Design-World agents have a library
of plans. Their top-level domain plan is to DESIGN-
HOUSE. The DESIGN-HOUSE plan requires the agents
to agree on how to DESIGN-ROOM-1 and DESIGN-ROOM-
2. Designing each room consists of putting four furni-
ture items into the room. Both agents know what the
DESIGN-HOUSE plan requires.

In addition, as figure 3 shows, Design-World agents
have a database of beliefs. Both agents have a set of
initial beliefs about furniture items that can be used to
design each room. In the experiments below we will vary
whether these initial beliefs are equally distributed be-
tween both agents, or whether one agent has all the in-
formation.

When both agents are autonomous, they must nego-
tiate an agreement. In order to do this, they carry out
means-end reasoning about the furniture items that can
be used in tile design. Means-end reasoning generates
OPTIONS - these options are the content of PROPOS-
ALS to the other agent to PUT a furniture item into a
room. See figure 3. If a proposal is ACCEPTED by the
other agent, the option that was its content becomes an
INTENTION [Power, 1984; Pollack and Ringuette, 1990].
This taxonomy of options and intentions is identical to
that in the TileWorld simulation environment [Pollack
and Ringuette, 1990], but the requirement that an op-
tion be accepted by the other agent before it becomes
an intention in the collaborative plan is unique to this
work.

An agent’s decision about how to participate in a di-

alogue follows one of two dialogue models, as shown
in figures 4 and 5, depending on whether the agent
is autonomous, in order to test hypotheses 2 and 3.
Figure 4 is for autonomous agents and figure 5 is for
non-autonomous agents. The only differences are that
non-autonomous agents cannot reject a proposal. Deci-
sions about whether to reject a proposal for autonomous
agents is based on the agent’s resource limits and under-
lying means-end reasoning and deliberation processes, as
shown in figure 3.

For example, in dialogue 4 both agents are au-
tonomous, and both agents reason about each step of
the plan for designing each room, just as in the natu-
rally occurring dialogue in 2. These agents follow the
dialogue model in figure 4. In 4-1 agent A makes a pro-
posal, which is ACCEPTED by agent B in 4-2. In 4-4
agent B REJECTS the proposal made by A in 4-3. This
rejection is based on B’s deliberation about the best way
to do the task; B has identified a better option and pro-
poses that option as the content of the rejection in 4-4.2

This counterproposal is then accepted by A in 4-5.
Using the finite-state dialogue model in figure 5, we

can also simulate diMogues in which one agent is au-
tonomous and one agent is non-autonomous. In these
dialogues the non-autonomous agent always accepts the
proposal of the autonomous agent. Consider dialogue 5:

(5) 1: A: First, we’ll put the purple-couch in the study.
(propose A B option-15: put-act (A purple-couch

2The rejection strategy is based on an analysis of rejec-
tions in 4 different types of dialogue, as encapsulated in the
COLLABORATIVE PLANNING PRINCIPLEs.[Whittaker and Sten-

ton, 1988; ~Talker and Whittaker, 1990; VCalker, 1993].
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room-l))
2: B: Okay, we’ll put the purple-couch in the study.

(accept B A intended-15: put-act (A purple-couch
room-l))

3: A: Then, why don’t we put the green-lamp in the study.
(propose A B option-35: put-act (A green-lamp room-
1))

4: B: Okay, we’ll put the green-lamp in the study.
(accept B A intended-35: put-act (A green-lamp room-
1))

5: A: Then, we’ll put the purple-chair in the study.

(propose A B option-50: put-act (A purple-chair room-
1))

6: B: Okay, we’ll put the purple-chair in the study.
(accept B A intended-50: put-act (A purple-chair
room-l))

Because B is non-autonomous in this dialogue, A es-
sentially acts alone. A makes all the decisions about
what will be done and, since B Mways accepts every
proposal, A is essentially simply informing B of its deci-
sions.

Finally, since agents may be resource-bounded, the
IRMA agent architecture has been modified to include
a resource limit in working memory [Walker, 1993;
Baddeley, 1986; Landauer, 1975]. Working memory de-
fines which beliefs an agent has accessible. These beliefs
are salient [Prince, 1981]. As figure 3 shows, the collab-
orative planning processes of deliberation and means-end
reasoning can only operate on salient beliefs. Thus, the
resource limit on working memory produces a concomi-
tant inferential limitation.

The working memory model is based on an adapta-
tion of Landauer’s model of Attention/Working Mem-
ory (AWM) [Landauer, 1975]. While the AWM model
is extremely simple, Landauer showed that it could be
parameterized to fit many empirical results on human
memory and learning [Baddeley, 1986]. The key features
of the model are that beliefs that were most recently in
working memory are more accessible than others and
beliefs that have been used more frequently are more ac-
cessible than others [Baddeley, 1986]. Thus the model
has many simularities to a computer CACHE architecture
[Walker, 1995].

In the experiments, the AWM model provides a pa-
rameter that is used to determine Design-VVorld agents’
resource-bound on attentional capacity. In the exper-
iments below, the parameter varies between 1 and 16.
Agents with AWM of 1 to 5 are LOW AWM agents, agents
with AWM of 6 to 10 are MID AWM agents and agents
with AWM of 11 to 16 are HiGH AWM agents. Only LOW
and MID AWM agents are expected to demonstrate the
effect of resource limits.

4 Evaluating Performance
Once agents have completed the dialogue, a RAW SCORE
can be calculated for the dialogue, yielding an initial
PERFORMANCE measure. Here, the RAW SCORE is simply
the sum of the furniture items used in the final plan. Fig-
ure 6 shows how the parametrization of limited attention
affects the RAW SCORE in the Design-World task when
both agents are autonomous and information is equally
distributed. As shown in figure 6, the RAW SCORE in-
creases as working memory capacity increases. The high-
est raw score achievable here is 434 points. Figure 6
shows that in this case, the agents achieve the maximal
raw score when the search radius is set to 16, but are
near optimal by AWM of 11.

Figure 6 plots the agents’ raw score on the task, but
does not take into account processing costs and the pc-
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Figure 6: Effect of AWM parameterization on Au-
tonomous Agents

tential variations in overhead for reasoning and process-
ing communicative acts. Thus, an accurate way of eval-
uating performance introduces three additional param-
eters: (1) COMMCOST: cost of sending a message; (2)
INFCOST: cost of inference; and (3) RETCOST: cost 
retrieval from memory:

PERFORMANCE :
Task Defined RAW SCORE
- (COMMCOST X total messages)
- (INFCOST X total inferences)
- (RETCOST × total retrievals)

In the experiments below we will first assume that all
processing is free and then examine situations in which
we penalize agents for communicating with one another
by setting COMMCOST at 10.

In order to compare two dialogue situations, we sim-
ulate 100 dialogues for each configuration and evaluate
the agents’ performance over the 100 runs. When the
means of these 100 simulations are different, then the
Kolmogorov-Smirnov (KS) two sample test [Siegel, 1956]
is used to determine whether the differences in perfor-
mance are significant [Siegel, 1956].

DIFFERENCE PLOTS, such as figure 7, plot mean per-
formance differences between two experimental task
situations on the Y-axis, and AWM settings on the X-
axis. The plots are summaries of 1800 simulated dia-
logues, 100 at each AWM setting for each pair of agents
with different strategies. Each point represents the dif-
ferences between the two strategies in the means of 100
runs at a particular AWM setting.

In tile experiments below we will explore whether the
parameters of autonomy and information distribution

only affects LOW and MID AWM agents. If the line in
the difference plot is above the dotted line for 2 or more
AWM settings in an AWM range, then agents with that
configuration may perform better, depending on whether
the differences are significant, according to the KS test.

5 Experimental Results
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Figure 7: Performance differences for dialogues between
two autonomous agents and one autonomous and one
non-autonomous agent, with equal information distribu-
tion

Hypothesis 1 was that dialogues are more efficient when
two autonomous agents reason about and negotiate a
task solution. In section 1, we characterized this dialogue
type as problem-solving dialogue. The difference plot
shown in figure 7 supports hypothesis 1. When informa-
tion is distributed equally between two agents, the agents
in the problem-solving dialogue situation perform better
than one autonomous and one non-autonomous agent.
Figure 7 shows that this is true for LOW, MID and HIGH
AWM agents (KS 2,16 < .23, p < .01). Of course this
is not surprising; if the non-autonomous agent always
accepts the proposals of the autonomous agent, any pro-
posals it might be able to make that would improve per-
formance are never discussed. But what happens when
the information is not equally distributed?

Hypothesis 2 was that dialogues are more efficient
when one agent is autonomous and has all the relevant
information, and the other agent is non-autonomous. We
called this type of dialogue instructional dialogue in sec-
tion 1. Figure 8 compares the performance of two au-
tonomous agents with information distributed equally to
the performance of two agents in the instructional dia-
logue situation. Hypothesis 2 suggests that in instruc-
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Figure 8: Performance differences for dialogues between
two autonomous agents with equal information distribu-
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agent and one non-autonomous agent
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Figure 9: Performance differences for dialogues between
two autonomous agents with equal information distribu-
tion, and dialogues between one all-knowing autonomous
agent and one non-autonomous agent, when a commu-
nication penalty is applied

tional dialogues, the performance should be equal to or
better than that in the problem-solving dialogues, since

the agents in instructional dialogues waste no time ne-
gotiating. Hypothesis 2 is supported by the simulation
results for mixed-initiative dialogues in [Guinn, 1994].

Figure 8 shows that hypothesis 2 is only confirmed for
the case where agents are not resource limited. HIGH
AWM agents in instructional dialogues perform equally to
agents in problem-solving dialogues. However, interest-
ingly, hypothesis 2 is not supported for resource-limited
agents. Agents with LOW and MID AWM do not perform
as well (KS 1,7 > .21, p < .05). This suggestions that
hypothesis 2 must be refined:

HYPOTH2’: Dialogues in which one agent is au-
tonomous and has all the relevant information, and
the other agent is non-autonomous, are as efficient
as mixed-initiative dialogues with distributed in-
formation, as long as the agents are not resource
bounded.

Finally, we suggested that the situation might be dif-
ferent if for whatever reason, agents were penalized for
communicating with one another. In this situation we
might expect that since agents don’t negotiate when one
agent is non-autonomous, the dialogues would involve
less communication. Figure 9 shows that hypothesis
2 is confirmed in the situation where a communication
penalty applies.

6 Discussion

This paper explored the interaction of three factors rel-
evant to the design of agents who can collaborate to-
gether on a task:(1) agents’ autonomy; (2) agents’ 
source bounds; and (3) the distribution of task-relevant
information. Based on hypotheses that arise from natu-
rally occurring task-oriented dialogues where agents’ au-
tonomy varies, simulation experiments were designed to
explore the interaction of these three factors. The results
showed that dialogue performance of two autonomous
agents is better than the dialogue performance of one au-
tonomous and one non-autonomous agent, independent
of the information distribution, as long as the agents are
resource bounded, and no communication penalty ap-
plies.
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